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Abstract

Mobile edge computing makes available distributed computation and stor-
age resources in close proximity to end users and allows to provide low-latency
and high-capacity services within mobile networks. Therefore, mobile edge
computing is emerging as a promising architecture for hosting critical ser-
vices with stringent latency and performance requirements, which otherwise
are challenging to be addressed in conventional cloud computing architectures.
Notable use cases of mobile edge computing include real-time data analytic
services, industrial process control, and computation offloading for Internet
of things devices. However, those services rely on efficient resource manage-
ment, including resource dimensioning and service placement, and require to
be resilient to cyber-attacks, to faulty components and to operation mistakes.
The work in this thesis proposes models of resilient resource management that
support rapid response to incidents in mobile edge computing and develops
efficient algorithms for the resulting resource management problems.

In the first part of the thesis, we consider resilient resource management
for edge computing systems in which failover is realized by restoring additional
service instances in different mobile edge computing nodes in case of failures.
We first develop a placement algorithm based on Benders decomposition and
linear relaxation to determine the mobile edge computing nodes to be opened
and to compute the placement of the service instances with respect to a set of
considered failure scenarios, with the objective of minimizing operation costs.
Upon the occurrence of a failure scenario, service migration is to be triggered
to migrate the service instances from one placement to another placement, for
which we further develop service migration algorithms to schedule migration
under time constraints, so as to minimize service interruptions.

In the second part of the thesis, we consider resilient resource manage-
ment in mobile edge computing for services with different levels of resilience
requirements. Resilience is achieved by synchronizing states of the services
to two types of standby instances that maintain the trade-off between en-
ergy consumption and activation time such that the standby instances can
take over the service seamlessly as an instantaneous failure response. We for-
mulate the joint problem of resource dimensioning and service placement for
minimizing energy consumption and prove that it is NP-hard. We propose an
efficient approximation algorithm based on Lagrangian relaxation to decide
the type, amount, and locations of the computation resources and to com-
pute the placement of service instances and their standby instances. We then
consider the same resilience model but for hosting periodic services in mo-
bile edge computing systems with resources portioned into availability zones,
under schedulability constraints. We formulate the corresponding resilient re-
source management problem as a non-linear programming problem and prove
that it is NP-hard. We propose efficient solutions based on approximation
programming and primal-dual approaches for resilient service placement.

By considering different models of resilient service placement in mobile
edge computing, the results in this thesis provide effective, efficient, and scal-
able resource management algorithms for emerging mobile edge computing
systems.
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Sammanfattning

Databehandling i det mobila nätverkets utkant (mobile edge computing) innebär
att distribuerade beräknings- och lagringsresurser tillgängliggörs direkt i infrastruk-
turen för det mobila nätverket. Den fysiska närheten till slutanvändarna gör det
möjligt att tillhandahålla tjänster med liten fördröjning och hög kapacitet. Därför
växer nu teknologin fram som ett lovande alternativ till molnberäkning, särskilt för
att driva kritiska tjänster med strikta krav på fördröjning och prestanda som är
svåra att uppfylla i traditionella molnberäkningssystem. Några exempel på viktiga
tillämpningsområden är tjänster för dataanalys som måste köras i realtid, styr-
ning av industriprocesser, samt avlastning av beräkningsintensiva uppgifter från
sakernas-internet-enheter. Denna typ av system ställer dock höga krav på effek-
tiv hantering av resurser, vilket innefattar att tilldela rätt mängd resurser och att
avgöra var i nätverket en tjänst ska köras. Dessutom ställs höga krav på resiliens
mot cyberattacker, felande komponenter, samt driftfel. Arbetet i denna avhandling
lägger fram modeller för resilient resurshantering för databehandling i nätverkets
utkant, som kan ställa om snabbt i händelse av fel, samt utvecklar effektiva algo-
ritmer för att optimera hanteringen av resurser i dessa modeller.

I avhandlingens första del studeras en mekanism för resilient resurshantering i
system för databearbetning i nätverkets utkant, som i händelse av fel initierar nya
instanser av den felande tjänsten i andra beräkningsnoder och återställer tjänsten.
En algoritm utvecklas, baserad på Benders dekomposition och relaxation, som tar
hänsyn till flera olika felscenarier för att avgöra vilka beräkningsnoder som skall
användas och var de nya tjänsteinstanserna skall köras, med målet att minimera
driftskostnaderna. Därutöver utvecklas algoritmer för schemaläggning av migration
av tjänster från en beräkningsnod till en annan, i den händelse att ett felscenario
inträffar, som tar hänsyn till tidsbegränsningar och har som mål att minimera
avbrott i aktiva tjänster.

I avhandlingens andra del studeras resilient resurshantering då olika tjänster har
olika krav på resiliensnivå. Resiliens uppnås genom att synkronisera tillstånden hos
de tjänster som är i drift med två olika typer av ”standby”-instanser som är i vilo-
läge och redo att ögonblickligen och sömlöst ta över efter en felande tjänsteinstans.
Ett problem formuleras, samt bevisas vara NP-svårt, för att samtidigt optimera
både tilldelning av resurser och av beräkningsnoder till tjänsterna, med målet att
minimera energiåtgång. En effektiv algoritm, baserad på Lagrangerelaxation, ges
för att hitta en approximativ lösning till problemet, det vill säga för att avgöra typ,
mängd och placering av de nödvändiga beräkningsresurserna, samt placering av
tjänsteinstanser och deras respektive ”standby”-instanser. Dessutom utvidgas mo-
dellen till tjänster som måste köras periodiskt och för att inkludera resurser som är
tillgängliga endast i vissa zoner, med begränsningar för schemaläggning av tjänster.
Ett icke-linjärt optimeringsproblem formuleras för att lösa detta schemaläggnings-
problem och bevisas vara NP-svårt. En effektiv lösningsmetod utvecklas, med hjälp
av approximationsmetoder och primal-dual-metoder, för resilient nodplacering av
tjänster.
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Avhandlingen överväger flera olika modeler för resilient resurshantering, det vill
säga för att besluta hur tjänster ska delas upp mellan olika noder i nätverkets
utkant, samt lägger fram effektiva och skalbara algoritmer för att optimera resurs-
hantering i framtidens databearbetningssystem i det mobila nätverkets utkant.
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Chapter 1
Introduction

1.1 Background

The era of 5G is foreseeing a tremendous increase in the number of mobile network
subscriptions and in mobile network data traffic. According to a recent forecast by
Ericsson for the period of 2020-2026, the global number of mobile subscriptions is
expected to increase from 7.9 billion to 8.8 billion, and the amount of global mobile
data traffic is expected to more than double [Eri20]. The increase in data traffic is
driven by the proliferation of mobile network coverage, the massive deployment of
IoT devices, mobile broadband subscriptions, and softwarization in industry. Con-
sequently, the demand for delivering conventional cloud computing based services
in mobile networks is also increasing dramatically, for example, video streaming
services, social network services and online retail services. At the same time, new
types of cloud based services are highly demanded, for example, mobile cloud gam-
ing, remote control services for aerial and ground vehicles, and control services for
industrial processes [Abb+17; Pop+21; PM17].

To accommodate the increased demand for cloud services in mobile networks,
conventional cloud computing platforms (e.g., based on data centers) are contin-
uously expanding their service capacity and thereby improving the quality of ser-
vice (QoS) they provide. However, new computing platforms and architectures will
be required that scale better with the explosive increase of service demands, for
a variety of reasons. First, for mobile users to access conventional cloud services,
mobile traffic needs to traverse the mobile backhaul and possibly the mobile core,
causing extra communication latency that may exceed the latency requirement of
critical services. Furthermore, for conventional cloud computing platforms to im-
prove QoS of the delivered services in mobile networks, intensive investment in
computational and communication resources are required, which further increases
the cost for accessing the services [Sin17]. Finally, network and context awareness
can help to provide localized services to end users, for improving their user experi-
ence. The information necessary for implementing such services is, however, usually
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only available within the mobile network [Kek+18].
To cater for the increasing demand, mobile edge computing is emerging as a

promising architecture to provide cloud computing capability at the edge of mobile
networks. Mobile edge computing allows a seamless integration of mobile network
operators and services providers, for improving the experience of services of mobile
users, and for enabling new types of services.

1.2 Challenges

Mobile edge computing features distributed computational resources and the promise
to serve a large number of services and end users. Nonetheless, meeting this promise
imposes challenges to be addressed for mobile edge computing to provide services in
mobile networks. The first challenge is the need of efficient resource dimensioning
schemes for deploying mobile edge computing resources to set the foundations for
hosting services [Zen+19; HD19]. Second, there is a need for efficient service place-
ment schemes adapted to the heterogeneous components of mobile edge computing
systems and the diverse requirements of the services [Pou+20]. Furthermore, there
is a need for effective resilience mechanisms to fit services with various availability
requirements [Dob+19; HS18]. Nonetheless, due to the interdependence of these
challenges, a joint treatment is desirable for maximizing the quality of service in
mobile edge computing.

1.3 Thesis Structure

The remaining chapters of this thesis are organized as follows. In Chapter 2, we
formulate a general model of a mobile edge computing infrastructure, discuss the
computational and communication resources, and propose an abstraction of fail-
ure domains in mobile edge computing. In Chapter 3, we discuss different types
of virtualized services in mobile edge clouds, and discuss their placement require-
ments. In Chapter 4, we discuss related works on resilient resource allocation in
mobile edge clouds, including resource dimensioning, service placement, and re-
silience mechanisms. In Chapter 5, we summarize the contributions of the papers
included in this thesis and in Chapter 6 we conclude our work and discuss several
interesting avenues for future work.



Chapter 2
Mobile Edge Computing

Infrastructures

Mobile Edge Computing (MEC) is a paradigm that aims at providing cloud ser-
vice capability at the edge of mobile networks, in close proximity to end users
[Hu+15; HYW19; Abb+17]. According to the Industry Specification Group (ISG)
of the European Telecommunication Standards Institute (ETSI), MEC is charac-
terized by low end-to-end communication latency, by on-premises computational
and storage resources, and by awareness of user locations and network context
information, which allows to improve QoS and to provide new services in mobile
networks [Pat+14]. To fulfill these objectives, MEC requires seamless integration
of service providers and mobile networks in terms of architecture design and re-
source management [Pat+14]. In this chapter, we discuss the architecture of MEC
and discuss the abstractions of failure domains for MEC from the view of resilient
resource management.

2.1 Edge Computing Architecture

MEC provides services to end users in the form of computational and storage re-
sources. MEC resources are expected to be deployed in mobile networks so as
to be close to end users, potentially on-premise. Specifically, MEC resources can
be deployed next to base stations (BSs) and access points (APs), both in indoor
and in outdoor environments, and within the radio access networks (RANs), which
connects user equipments (UEs) and the core network of mobile operators [Hu+15;
Dem+13]. The exact deployment of MEC resources depends on physical constraints
(e.g., power supply, available spaces and deployment budget), performance require-
ments, and preference of network operators [Hu+15]. Keeping in mind the var-
ious MEC deployment options, in what follows we present MEC components in
three categories based on their functions and connections, and illustrate them in
Figure 2.1 [ZDa; TKH19; Lu+20; Men+19; CZL18; HNR18; Mai+19]. The first
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Figure 2.1: An illustration of MEC architecture

category is the end users of MEC, for example, mobile users, connected vehicles,
and Internet of Things (IoT) devices. The second category is the computation com-
ponents, which host services to handle the requests from end users. Finally, the
end users and the computation components are connected by the communication
components, which is the third category of MEC components.

Communication Components

The communication components consist of communication networks.
Wireless networks are considered the primary means of providing connectiv-

ity to the end users in MEC. End users can be connected to wireless networks that
utilize unlicensed radio spectrum as a first hop, for example, WiFi and Zigbee net-
works, and can also be directly connected to BSs and APs of mobile networks that
operate on licensed radio spectrum [LSH08; Fod+21]. As an example, 5G networks
are supposed to provide enhanced support for MEC with high communication ca-
pacity for bandwidth intensive applications [Hai+20]. Furthermore, 5G networks
will support Ultra-Reliable Low-Latency Communication (URLLC), which is ex-
pected to achieve a latency of 1 millisecond to provide connectivity for use cases
with stringent latency requirements (e.g., control services for process control and
unmanned aerial vehicles) [Gan+18]. Besides connecting end users, wireless com-
munications has been considered to be used in the mobile backhaul as well, as
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an alternative to a wireline backhaul, thus wireless communication also has the
potential to be used to connect MEC resources [Kuo+10].

Wired networks are widely used in the mobile backhaul to connect various
components of the RAN and the mobile core, establishing connectivity between
MEC components and BSs or APs, and thus ultimately the end users. The physical
infrastructure consists of cabling (e.g., fiber) and various forwarding and routing
equipment. Since the propagation time in the wired media is relatively low, the
processing time of the packets in routers and switches accounts for a significant
part of the latency.

In communication networks, network functions allow to monitor and manage
communication resources. Typical network functions include resource provisioning,
performance analytics, fault detection and isolation, firewalls, and load balancing.
In the telecommunications industry network function virtualization (NFV) is be-
coming increasingly popular, as NFV facilitates improving the efficiency and agility
of network management by virtualizing network functions that have been tradition-
ally provided by dedicated hardware [Mij+15; Ngu+18]. Importantly, MEC-related
network functions can also be virtualized [Ant+20].

Computation Components

The computation components provide computational and storage resources for serv-
ing end users of MEC.

MEC nodes can be heterogeneous, depending on performance requirements
and deployment scenarios. MEC nodes can consist of commercial off-the-shelf
servers, small form factor servers, and purpose-built servers alike (e.g., with on-
board artificial intelligence capability, and with high volume storage capability).
Conceptually, a MEC node consists of three kinds of components: the virtual-
ized services (VSs) corresponding to user applications, the runtime environment
that provides software support for executing the VSs, and the underlying hardware
components.

Due to the close integration of MEC and mobile networks, mobile network
operators have a natural advantage to become the owners and operators of MEC
nodes. However, third-party service providers, for example, owners of real estate
facilities, cell tower owners, and vehicle fleet management companies could also
own MEC nodes in their own interest, depending on the cost and complexity of
deployment [Kek+18].

Resource orchestrators are the entities that monitor and manage the MEC
nodes for efficient resource utilization and for providing QoS guarantees. Typical
functionalities of resource orchestrators include resource allocation, task scheduling,
and software updates. In addition, the resource orchestrators may also be respon-
sible for fault detection in MEC, and for activating failover schemes [Mao+17].
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2.2 Failures and Failure Domains in MEC

As MEC systems consist of a variety of components, the operation of MEC is
subject to the availability of its constituent resources [Shi+17; Gan+a]. In this
section we discuss the potential threats (e.g., failures) of MEC systems and then
provide a general abstraction of failure domains in MEC.

Failures in MEC
In general, a failure refers to a condition in which a system is not able to function
or to provide services as intended [Vac12]. In MEC failures can happen in all
components. Typical failures in the communication components include physical
link failures, network protocol failures, network function failures (e.g., routing and
forwarding), and degraded performance (e.g., increased latency) [HZL18]. Notable
failures in the computation components include outages of computational and stor-
age resources, performance degradation of MEC nodes, and failures in resource
management.

Due to the complexity and heterogeneity of MEC components, the causes of
failures can be of different kinds. A common cause of failure is faulty components.
For example, studies show that hard disks account for 78% of total faults (replace-
ments) on cloud computing servers, and in computer networks load balancing (LB)
is the least reliable component [VN20]. The other causes of failures in MEC include
software failures, power outage, cyber attacks, and operation mistakes [Sha+16;
Gou+16; TDE18].

Failure Domains in Cloud Computing
To capture the impact of failures, the concept of failure domain is often used to refer
to the components that are affected by a single failure [Ber+15; Dut20]. Therefore,
the scope of a failure domain depends on the type of failures considered. Despite
the large variety of failures, in conventional cloud computing systems that con-
sists of data centers, failure domains can be categorized into three levels based on
geographical scope [Jak20].

• At the lowest level, a failure domain is usually defined as a rack inside a data
center, considering failures that only affect servers within the same rack, for
example, the failure of a local network switch, and update failures that affect
the servers in a single update group. Failure domains on this level are often
referred to as fault domains in cloud computing platforms.

• A medium level failure domain consists of several data centers that are located
in a subarea of a geographic region (i.e., a region consists of several such failure
domains). Failure domains at this level are also referred to as availability
domain or availability zones, subject to area-wide failures (e.g., data centers
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connected to a common power source can be affected by the same power
outage).

• A high-level failure domain usually consists of all data centers in a single
region, referred to as an availability region. For instance, data centers in a
single region can be affected by a wide area network (WAN) failure.

Failure Domains in MEC
As MEC has attracted a significant interest from industry and academia, a va-
riety of research works have focused on enhancing the service availability and re-
silience of MEC [Cui+20; Yin+16; Mou+20; Dev+13; CF20; ZD18; ZDc; Zha+18a].
Nonetheless, consensus on the categorization of failure domains in MEC has not
been formed. Motivated by the abstractions of failure domains in cloud comput-
ing, the failure domains in MEC can be possibility considered at the granularity of
MEC nodes for two reasons. First, MEC nodes serve as basic units for providing
computation and storage resources in MEC, and MEC nodes can be considered as
a corresponding abstraction of the data centers in MEC. Furthermore, the compu-
tation capacity of a MEC node can vary between that of a rack and that of a data
center, depending on the deployment configuration. Therefore, it is reasonable to
consider failure domains of single MEC nodes and failure domains of multiple MEC
nodes.

Failure domain of a single MEC node: Failure domains of single MEC
nodes can capture the impact of small scale failures (e,g., local hardware failures
and network failures, or operation mistakes). To describe the reliability and failure
frequency of a MEC node i, a failure probability pi can be estimated based on
historical data [Zha+14],

pi = I failure
i

I failure
i + Irecovery

i

, (2.1)

where I failure
i and Irecovery

i are the mean time between failures and the mean recovery
time of MEC node i, respectively.

Failure domains of multiple MEC nodes: This abstraction allows to cap-
ture failures that affect multiple MEC nodes simultaneously. For example, a power
outage in a local area and communication link failures in the mobile backhaul.
Similar to the case of a single MEC node failure, a failure probability can also be
calculated for a failure domain consisting of multiple MEC nodes.





Chapter 3
Virtualized Services in Mobile Edge

Computing

Mobile Edge Computing (MEC) provides computational resources to end users
with low latency and high bandwidth. This allows MEC to be an alternative
host for existing services in cloud computing, and allows it to host new types of
services [Wan+18; Mei+19]. We refer to the software instances that correspond
to those services as VSs, and in this chapter we discuss models of VSs and the
requirements to be fulfilled for hosting VSs in MEC.

3.1 Modeling of Virtualized Services

In general, a VS receives and processes data from end users, after which it sends
back the computed results or required contents to the end user or to some other
end user. Due to the diversity of use cases, VSs can be modelled and categorized
with respect to several aspects.

Independent Services and Service Chains
In MEC the service requests from end users may need to be processed by only one
service instance, which we refer to as independent services. On the contrary, a ser-
vice request may need to be processed by multiple interconnected service instances,
which constitute a service chain. An independent service can also be considered
a service chain that consists of only one service. Each service chain has a source
s, where service requests are originated (e.g., a mobile user or a process control
plant), a destination d, to where the results of the service chain are delivered, and
a set of services. In practice d and s can coincide, for example, d and s can be a
process control plant that sends and receives data from a control service.

Depending on the direction of data flow among the services, service chains can be
classified as unidirectional, bidirectional and hybrid [Gu+; QN15]. In unidirectional
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Figure 3.1: An illustration of types of service chains

service chains data pass through the constituent services in one direction, while
in bidirectional service chains data are forwarded in both directions. Finally, a
service chain is hybrid if data are forwarded both unidirectional and bidirectional.
These three types of service chains are illustrated in Figure 3.1, with the solid lines
indicating the data flows within the constituent services of a service chain.

Stateful and Stateless Services

From the perspective of whether a VS maintains internal state, the services can be
classified based on whether or not they require state to be maintained [Bai18].

Stateful services require state related to the services to be initialized and
maintained during execution. The state can be stored locally on the serving MEC
node of the service, but it can also be stored in a database. Typical examples
of stateful services include proportional integral derivative (PID) controllers and
model predictive control (MPC) for processes control, and session-based services
(e.g., FTP). Stateful services can be very heterogeneous in terms of the frequency
of state updates. For example, services for MPC may have a relatively higher
frequency of state updates due to the stringent performance requirement of process
control, while session-based services may have a lower frequency of state updates
due to interaction with human users.

Stateless services provide services based on the requests from end users, and
do not require state to be maintained. Examples of stateless services include image
and video analytic services (e.g., object recognition), search engines and RESTful
services. By resolving the need of maintaining state, stateless services can reduce
the complexity of implementation and that of failure recovery.
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3.2 Placement Requirements of Virtualized Services

As MEC provides distributed and heterogenous resources in mobile networks, it
allows the freedom to choose on which MEC nodes the VSs are placed. However,
it is important for the hosting MEC node to satisfy the placement requirements of
the VSs. In this subsection, we discuss the most commonly considered placement
requirements of VSs in MEC.

Computational Resources

Arguably the most widely considered requirement of VSs is computational re-
sources. To provide a unified view of the requirements in terms of computational
resources, let us consider a general model as follows. Let us denote by sf,i the
resource requirement of hosting an instance of VS f on MEC node i, and denote
by ωi the amount of available resources at MEC node i. Then, for each MEC node
the following constraint should be enforced,∑

f

sf,i ≤ ωi. (3.1)

Depending on the types of services and the granularity of resources, the values and
ranges of sf,i and ωi can be interpreted differently.

• In a general and abstract way, if we consider sf,i as the complexity and
workload (e.g., the CPU cycles required per unit time, or the amount of data
to be processed) of a service f , then ωi can model the computing capability
(e.g., the CPU frequency) of MEC node i. Therefore, it is reasonable to
consider sf,i and ωi as real numbers.

• For VSs that require isolation for the sake of security and performance guar-
antees, the computational resource requirement can be allocated based on
the execution environment (e.g., virtual machines and containers) [Wai+19].
Therefore, it is customary to set sf,i = 1, indicating that each VS requires a
dedicated execution environment, while ωi can be an integer, indicating the
number of services that MEC node i can host.

• If we consider a CPU to be the unit of computational resources, then sf,i

and ωi can model the number of CPUs that a VS f requires and the number
of CPUs available at MEC node i, where both sf,i and ωi are integers. For
example, bare-metal partitioning hypervisors, such as Jailhouse, allocate a
number of virtual CPUs to services [Sin15].

• For VSs that share access to computational resources (e.g., virtual machines
(VMs) and CPUs), it is reasonable to consider computational time as the
granularity of resource allocation, based on the workload of the services. Let
us consider a set of VSs F that share a MEC node with a single processor, and
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each VS f has a periodicity of Tf . Let us denote by tf,i the computational
time required by f in each period if f is placed on MEC node i. We can
then model the resource utilization of f on i as sf,i = tf,i

Tf
. In this case ωi

can model the upper bound of the sum utilization of the VSs, such that there
exists a schedule that allows each VS to access the required computation time
per period. A dynamic bound is proposed in [LL73] as a sufficient condition,

ωi = U(|F|) = |F| · (2
1

|F| − 1). (3.2)

The models above mainly focus on systems that have a single type of computa-
tional resource. In the case of allocating multiple types of computational resources,
for example, CPUs, GPUs and memory [JWG16], a proper model can be chosen
for each type of resource independently.

Communication Resources

Communication resources are needed for data transmission between a VS instance
and its end users and between services in a service chain. The communication
resource requirement of a VS can be characterized in terms of latency and data rate.
The latency consists of the latency between an end user and the BS in the mobile
network, and the latency in the mobile backhaul. For a MEC node to host a VS f ,
the latency requirement of the VS must be satisfied, which depends on the use case
and the type of service [Gan+b]. As an example, VSs for factory automation (e.g.,
machine tools, packing machines) have a relatively stringent latency requirement
between 0.25ms to 10ms, while VSs for process automation can tolerate a latency
up to 100ms [Sch+17; PM17; Abb+17].

VSs for data intensive applications also pose requirements on data rate. No-
table applications in this category include augmented reality (AR), video analytic
services, and content distribution. The data rate of an individual user depends on
the network condition and the allocation of network resources [Vu+19; ZF19].

Redundancy Requirement

As failures occur in MEC, to guarantee the service availability of the VSs, a VS
may require more than one instance to be hosted in MEC, which we refer to as
the redundancy requirement [Bir13]. The redundancy requirement of a VS can be
organized in three categories based on the failover time and the resource consump-
tion [BA12].

Cold redundancy considers VSs with a lose requirement on the failover time.
On the occurrence of MEC node failures, an affected VS can wait for the MEC
under outage to be repaired, or wait for new instances to be started on a different
MEC node.

Warm redundancy considers VSs that can tolerate a short failover period. A
VS requiring warm redundancy can have inactive standby instances initialized in
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Figure 3.2: Comparison between redundancy schemes

different failure domains, and then the standby instances can be activated upon a
failure. For stateful VSs, the state of the VS can be synchronized to the standby in-
stance in real-time or periodically, such that the standby instance can resume from
the latest state when activated. When a standby instance for warm redundancy
is inactive, the main need for computational resources is due to state synchroniza-
tion. Therefore, an inactive standby instance tends to consume less computational
resources than when it is active. Therefore, warm redundancy allows the possibility
to share computational resources for failover of multiple VSs.

Hot redundancy considers VSs with real-time availability requirements. Hot
redundancy can be realized by simultaneously running active standby instances of
a VS in different failure domains. The state of stateful VSs is synchronized to
the standby instances continuously, and thus upon the occurrence of a failure, the
standby instances can take over the services immediately. The standby instances
for hot redundancy can provide a seamless response to failures, while each of them
requires more resources than the standby instances for warm redundancy.

Figure 3.2 compares the redundancy requirements above in terms of resource
consumption and failover time.





Chapter 4
Resilient Resource Allocation in

Mobile Edge Computing

Works related to the resilient resource allocation in Mobile Edge Computing (MEC)
can be categorized in four topical areas.

1. Resource dimensioning is a prerequisite for hosting virtualized services
(VSs) in MEC. Resource dimensioning determines the amount and locations
of MEC resources to be deployed, under the constraint of expected workloads
and deployment options.

2. Service placement addresses the problem of allocating MEC resources to
VSs subject to their placement requirements. Typical service placement prob-
lems focus on optimizing the operational costs, energy consumption, QoS
(e.g., service latency), system capacity and resource efficiency. In practice,
service placement is constrained by the available MEC resources, and thus
imposes requirements on resource dimensioning.

3. Fault detection involves monitoring the behavior of the MEC system, and
identifying potentially faulty components or services. Fault detection schemes
in MEC can rely on observing pre-defined system metrics and may infer the
state of the system, combined with state estimation techniques and machine
learning [Wan+15; SD19; Afz+20]. Fault detection schemes depend on the
architecture of MEC systems, on the service placement and on the implemen-
tation of the services.

4. Incident response addresses the problem of failover to guarantee continu-
ous operation of the system, and is usually triggered by fault detection. In
works that focus on the service availability of VSs, incident response may
pose requirements on resource dimensioning and on service placement.
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Figure 4.1: Dimensioning, placement, detection and response for resilient resource
allocation in mobile edge computing.

Figure 4.1 shows the relationship between the four areas. This thesis considers
the areas of resource dimensioning, service placement and incident response, and
in the rest of the chapter we discuss the related works in those areas.

4.1 Resource Dimensioning

Resource dimensioning is an essential aspect of cloud computing and MEC, and
has thus attracted significant attention. The majority of works in the area consider
the dimensioning of computational and communication resources at a set of pre-
defined sites to satisfy the workload of the system without explicitly considering
resilience [LW18; Zen+19; Wan+14; Ta+08; Kas+20; CPS17]. Resilience as a
system property is addressed in a few works [Yin+16; Dev+13; Cui+20], either as
part of the objective function or as a constraint.

Non-Resilient Resource Dimensioning
We first discuss the works on resource dimensioning that do not address the require-
ment of resilience. Works in this area consider to fulfill the resource demand in the
system, which are often modelled as the number of MEC nodes to be deployed or
the workload of user requests.

Number of MEC nodes as resource demand: The authors in [Wan+19b]
and [TKH19] model the resource demand as the number of MEC nodes to be
deployed, as an input to the problem formulation. The authors in [Wan+19b] for-
mulate a resource dimensioning problem to compute the locations of MEC nodes
for balancing the workload of and the communication latency of end users. The
locations of MEC nodes are constrained to the locations of BSs. The resulting prob-
lem is NP-hard, and is solved by an optimization solver. The authors in [TKH19]
address the problem of placing a fixed number of MEC nodes in mobile networks
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with a set of BS, each of which is further associated with a MEC node to upload
computation tasks. The paper formulates four resource dimensioning problems
with various objectives to trade off among different performance metrics, including
maximal load of a single network link, maximal workload of a single MEC node,
and the maximal network traffic.

Workload as resource demand: A line of works investigate to model the
resource demand based on the workload of the system. Workloads can provide
information on locations and QoS requirements of the resource demands, and thus
allow to improve the efficiency of resource dimensioning.

A rather high level approach for resource dimensioning is to consider that each
BS aggregates the workload from its users, and the workload is not tied to any
specific type of computational resource; this approach is followed in [LW18]. The
authors in this paper formulate the problem of resource dimensioning for placing
MEC nodes with the objective of minimizing the energy consumption of the sys-
tem. The energy consumption of the system originates from two sources; one is the
base energy consumption that is incurred even when a server is idle and the other
is the energy consumption due to hosting user applications. As the base energy
consumption can be significant for certain MEC nodes, the paper suggests to max-
imize the resource utilization of MEC nodes as doing so would minimize the energy
consumption. Finally, the paper proposes an algorithm based on the approach of
particle swarm optimization to compute a solution to the problem.

The authors in [Zen+19] and [Wan+14] provide fine-grained models of the sys-
tem workload based on the traffic of base stations and user requests, respectively.
The authors in [Zen+19] assume that the computational workload from each BS is
proportional to the amount of its network traffic, which can be obtained through
historical data. They investigate the problem of minimizing the number of MEC
nodes to be deployed, while enforcing constraints on the communication latency and
on the number of BSs that a MEC node can serve. The resulting problem is a vari-
ant of the minimum dominating set problem on a graph G = (V, E), which is to find
a subset of vertices D ∈ V that is adjacent to all other vertices in V \ D. Finally, a
greedy algorithm is developed for solving the problem. Authors in [Wan+14] model
each BS with the arrival rate of the workload, and characterize each workload as
the amount of requested resources in terms of CPU cycles, memory size and hard
disk space. The problem is solved by a three-stage algorithm. In the first stage the
algorithm selects the locations of MEC nodes for minimizing the number of MEC
nodes to be deployed, then the algorithm computes the amount of resources to be
placed on each MEC node, by either equalizing the resources on MEC nodes or
by adjusting the amount of resources based on the actual workload. Finally, the
algorithm determines the link capacity of the network.

The authors in [Ta+08; Kas+20] explore resource dimensioning problems sub-
ject to network latency requirements. The authors in [Ta+08] address the problem
of server placement for serving a set of users. Each user is assumed to have a de-
lay requirement, and the objective of server placement is to maximize the number
of users whose delay requirements are satisfied. The authors propose a strategy
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that places servers at locations with high user density, and develop two heuristic
solutions. Authors in [Kas+20] consider that each BS aggregates the computation
workload of its serving area, and each BS is assigned to a MEC node to obtain
computation services. The paper formulates a resource dimensioning problem for
minimizing the latency between MEC nodes and BSs (e.g., latency in backhaul net-
works), and then proposes three heuristic algorithms based on a genetic algorithm
and using local search heuristics.

Resource dimensioning for users with mobility is considered in [CPS17]. The
authors in this paper jointly dimension computational and network resources for
minimizing the deployment cost, subject to MEC node capacity and the aggregated
workload at each BS. Furthermore, for each pair of MEC nodes i and j, the authors
assume that the mobility of the end users leads to a certain amount of workload
shifting from the serving area of i to that of j, and that the amount of the shifted
workload is known. Consequently, a number of service instances (i.e., VMs) need to
be migrated from MEC node i to MEC node j. To satisfy the resource demands of
service migration, the authors compute an upper bound on the maximum number
of VMs that can be migrated from MEC node i to MEC node j based on the
available network resources (e.g., bandwidth), and then use this upper bound as a
constraint of resource dimensioning.

Resilient Resource Dimensioning
Motivated by the observation that resilience requirements are often addressed at
the cost of extra MEC resources, the problem of resilient resource dimensioning is
considered in [Cui+20; Yin+16; Dev+13].

Authors in [Cui+20; Yin+16] consider resilient resource dimensioning with re-
spect to computational resources. The authors in [Cui+20] investigate the problem
of deploying a fixed number of MEC nodes to serve users in a local area. They
propose to use the number of MEC nodes that each user can access as a metric of
resilience, and then formulate a resource dimensioning problem as a multi-objective
Integer Programming (IP) problem. The resulting problem is NP-hard, and an ap-
proximation algorithm is proposed. However, in the proposed solution resilience is
only considered as part of the objective, and thus the resilience requirement of each
user may not be guaranteed. Also, in the proposed resilience model the amount
of resources needed for failover is not considered. A slightly different approach to
resilience is taken in [Yin+16], where the authors explore MEC resource dimen-
sioning for handling computational workloads with the objective of maximizing the
number of users that can be served. The authors consider achieving resilience by
reserving extra computational resources on each MEC node, such that under the
failure of a single MEC node the affected workload can be served by other MEC
nodes. In the proposed solution, the constraints of physical locations are relaxed by
allowing an arbitrary placement of computational resources. Users are grouped into
several clusters such that the maximal distance between the users in each cluster is
bounded by a threshold. Furthermore, the paper considers to place one MEC node
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for each cluster, minimizing the distance between each MEC node and its users.
Finally, the authors map the obtained MEC node locations to real world locations,
and compute the amount of computational resources to be allocated to each MEC
node. Results show that the proposed approach can improve the QoS of end users
by up to 45% compared to baseline approaches.

The joint problem of dimensioning computational and communication resources
is addressed in [Dev+13] for resilience, in the context of cloud computing. The
paper proposes a two-step algorithm that first computes the location of servers,
and then computes the amount of computational resources to be allocated to each
server together with the allocation of network resources. Resilience is achieved by
placing standby instances and by computing two independent network paths for
each instance.

4.2 Service Placement in MEC

Works on service placement for MEC focus on placing VSs on available MEC nodes.
Each VS is a service instance that processes the workload from end users. In what
follows we present works categorized based on three criteria.

1. Design objective: Works on service placement usually consider optimizing
the operation cost, the energy consumption, the service capacity, the end-to-
end latency, or resource efficiency.

2. Placement requirements: Depending on the types of services and the use
cases, works in this area differ in terms of the placement requirements of the
VSs. The majority of the works consider service placement subject to avail-
able computational resources, while a line of works also takes into account the
available communication resources for data intensive services. Furthermore,
satisfying the end-to-end latency of services has also attracted much attention.
A number of works consider the placement of service chains, which require
to model the communications between VSs and potential bottlenecks in pro-
cessing, together with other constraints. In case that services are shared by
multiple users, the joint problem of service placement and request assignment
arises. Finally, in the case of VSs for critical services, resilience requirements
have to be included as constraints so as to guarantee the continuity of the
services.

3. Solution approaches: Service placement problems are often found to be
related to classical NP-hard problems (e.g., facility location problem, gener-
alized assignment problem and set cover problem), and are thus proven to be
NP-hard [Gar+18; Pas+19; BFK20; HNR18]. Commonly used solution ap-
proaches include approximation algorithms with a performance bound, heuris-
tic solutions of low computation complexity, and heuristic solutions that can
scale to large systems. Furthermore, recent works also apply game theoretical
and machine learning approaches to service placement.
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A summary of works is shown in Table 4.1.

Service Placement Subject to Computational Resources

Many of the related works mainly focus on satisfying the demand of computational
resources when placing VSs [Yu+18; Kir+20; Pas+19; CZL18; Gar+18].

In a general model the capacity of MEC nodes and resource demands of services
can be modeled as real numbers, representing the size of tasks or the number of
CPU cycles. This approach is used in [Pas+19; Kir+20]. The authors in [Pas+19]
formulate a service placement problem with the objective of maximizing the reward
of serving the users. By relating to the set cover problem, the authors show that the
proposed service placement problem is NP-hard, and then propose an approxima-
tion algorithm. Service placement for minimizing the total cost of computational
and communication resources is investigated in [Kir+20], and the authors propose
a heuristic based on a genetic algorithm.

As MEC is closely coupled with mobile networks, it is attractive to investi-
gate whether jointly considering service placement and RAN design can facilitate
the integration of mobile networks and MEC systems. This problem is studied
in [Gar+18], with the objective of computing a Pareto optimal solution in terms
of network costs and service delay. The considered problem is NP-hard, and the
authors propose an algorithm based on the Benders decomposition for computing
approximate solutions. The algorithm decomposes the joint problem into a master
problem for computing the service placement, and a slave problem for computing
the RAN configuration. The solutions of the master problem and the slave prob-
lem give lower and upper bounds of the solution, and the algorithm stops when the
upper and lower bounds coincide. The results show that the joint approach can
reduce the total cost significantly, compared to a baseline.

As an alternative approach to centralized schemes, decentralized service place-
ment schemes are considered in [CZL18; JD18; JD20], where the end users are
allowed to express their preference over the set of available MEC nodes based on
their own interests. The authors in [CZL18] propose an approach in which the
placement decision is made jointly by end users and MEC service providers. They
assume that each user has access to both MEC nodes and to a local server (e.g.,
owned by users). In the first stage of service placement, an algorithm is proposed for
each user to decide whether to compute tasks on the local server or on MEC nodes.
If it is the latter case, the algorithm also computes a list of candidate MEC nodes
for each user service, referred to as user preference. Then a service admission algo-
rithm is executed by the MEC service provider to decide the order of the services
to be admitted, based on the workload and the computation costs. An alternative
approach is followed in [JD18], where authors consider a MEC system where end
users share the communication and computational resources. In this system each
user makes a decision about on which MEC to offload its task for minimizing the
weighted sum of its energy consumption and response time. The authors provide
a game theoretical treatment of the problem, and propose a decentralized task of-
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Table 4.1: Classifications of works on service placement in MEC
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[Pas+19] X X X
[Kir+20] X X X X
[Gar+18] X X X X X X
[CZL18] X X X X
[JD18] X X X X X
[JD20] X X X X X
[Yu+18] X X X X
[JD19] X X X X

[Add+15] X X X X X X
[Mai+19] X X X X
[ZL18] X X X

[HNR18] X X X X
[BFK20] X X X X
[Gao+19] X X X X X
[Bad+19] X X X X X
[Ouy+19] X X X X X
[Zha+19a] X X X X X X
[BG17] X X X
[WZL17] X X X

[Wan+19a] X X X X X
[Kho+19] X X X X
[Jan+17] X X X X X X X
[Shi+20] X X X X X X
[He+18] X X X X
[Far+19] X X X X X
[Pou+19] X X X X X
[YFK18] X X X X
[ZH17] X X X X X

[Mou+20] X X X X X X
[CF20] X X X X X X X

[Hma+16] X X X X X X X X
Paper A [ZD18] X X X X
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floading algorithm with bounded approximation ratio. The work [JD20] considers a
similar MEC system with users that generate periodic tasks. The authors propose
a decentralized algorithm that gradually involves new users in making decisions for
task offloading, allocating tasks among resources and over time slots, and show that
the algorithm computes a Nash equilibrium.

Service Placement Subject to Communication Resources

Thanks to the development of new wireless technologies (e.g., millimeter wave com-
munications and multiple antenna techniques), mobile networks can provide rela-
tively high data rates to end users, and thus the data rate may not be a major
concern for the placement of services with light traffic [Sha+17; FFT21]. However,
for services with high data rates, the allocation of communication resources needs
to be considered with respect to the wireless networks and the wired networks (e.g.,
mobile backhaul).

Resources in wireless networks: In wireless networks (e.g., mobile net-
works), the communication resources can be allocated in the form of time windows
of transmission, or in the form of radio spectrum, depending on the underlying
transmission techniques. Considering the allocation of wireless communication re-
sources allows to adapt the achievable data rate of the individual end users to their
demands. This approach is used in [Yu+18; JD19]. The authors in this paper con-
sider to place a set of services in MEC to satisfy the need of mobile users subject
to the computation and communication capacities of MEC nodes, with the objec-
tive of reducing the backhaul traffic. Specifically, the communication capacity of a
MEC node is considered as the number of available resource blocks (RBs), which
are shared among the users to satisfy the individual data rate requirements. In
addition, the authors consider that the computational resource needs of hosting a
specific service have two sources: the first part is the energy consumption of basic
activities of the service and the second part is proportional to the number of users
served. The paper first proposes a greedy algorithm for the case of a single MEC
node; in this algorithm a MEC node chooses the services to host based on their effi-
ciency of resource utilization (i.e., the communication resources needed for serving
a unit of computation workload). Furthermore, the paper proposes a decentralized
scheme based on matching and based on the mutual preferences between the MEC
nodes and services. The results show that the joint approach of service placement
and radio resource assignment can reduce the backhaul traffic and improve the
efficiency of computational resources significantly.

The allocation of wireless communication resources is also considered in [JD19]
for task offloading in MEC. In this work, the MEC operator allocates uplink data
rate and computational resources among the users, while each user decides whether
to process computational tasks locally or on one of the available MEC nodes, with
the objective of minimizing its own completion time. The authors model the in-
teraction between the BSs and end users as a Stackelberg game, and propose de-
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centralized approximation algorithms with respect to different resource allocation
policies of the operator.

Resources in wired networks: In wired networks (e.g., mobile backhaul) the
data rate depends on both the forwarding path of the user data and link capacity
allocated to each traffic flow. A joint consideration of service placement and commu-
nication resource allocation facilitate satisfying the demand of end users. This ap-
proach is used in [Add+15] for the placement of virtual network functions (VNFs).
The authors in this paper formulate a multi-objective problem for minimizing the
deployment cost and balancing the load of network links, subject to latency require-
ment of individual services and the available computational resources. The authors
formulate the resulting problem as a mixed integer and linear programming (MILP)
problem, and proposes an efficient heuristic algorithm.

Latency Sensitive Services

In MEC the end-to-end latency of each service varies with the locations of the
end users and the locations of the hosting MEC node of each service. Therefore,
the impact of latency needs to be considered for latency sensitive services. This
challenge is addressed in [BFK20; HNR18; Mai+19; ZL18].

Latency minimization as objective: One approach of handling latency sen-
sitive services is to prioritize the latency performance among all the performance
metrics, which can be achieved by considering latency minimization as the main fo-
cus of service placement [ZL18; Mai+19]. Specifically, the end-to-end latency of a
service can be modeled as the sum of communication latency and the processing la-
tency on MEC nodes. This model is used by authors in [Mai+19], and they consider
to place a number of service instances to serve a set of users, subject to the capac-
ity of MEC nodes. In this paper each service instance is modeled as an M/M/1
queuing system, and the processing delay is computed as the average service time
of the queue. The paper considers a soft latency requirement for each service, al-
lowing to violate the latency requirement at the cost of penalty, and formulates
the placement problem for minimizing the sum penalty. The resulting problem is
an integer non-linear programming problem, and the authors propose a solution
based on a genetic algorithm. Furthermore, the authors in [ZL18] model a MEC
system with access to central clouds. The authors assume that service requests that
are too resource intensive to be hosted in MEC can be further placed on a central
cloud, and thus the end-to-end latency also includes the communication latency to
the central cloud. The authors formulate a placement problem for minimizing the
average latency of the service requests, and prove that the problem is NP-hard by
relating it to the partition problem. To compute an optimal solution, the authors
propose a brute-force algorithm that enumerates all the possible placement, and
they describe a greedy heuristic for better scalability.

Latency as constraints: Considering latency minimization as the main ob-
jective reduces the sum latency of the system, but this approach may not guarantee
the latency performance of individual services. Therefore, an alternative approach
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is to use the latency requirement of individual services as constraints of service
placement. This approach is followed in [HNR18], with the objective of maximizing
the number of hosted services. The authors first consider the case that the MEC
nodes have no capacity limits and propose an algorithm for computing an optimal
solution. Then the authors prove that for the case of capacitated MEC nodes, the
problem is NP-hard, and an approximation algorithm is proposed. Service place-
ment under constraints of individual latency tolerance is also addressed in [BFK20].
The authors in this paper consider service placement for balancing the workload
among MEC nodes, subject to MEC node capacity constraints. The problem is
proven to be NP-hard, and the authors propose a solution based on tabu search,
which starts with an initial feasible solution, and improves the solution gradually
by swapping the placement of service instances. The algorithm terminates when a
maximal number of iterations has been reached.

Services for End Users with Mobility
Due to the mobility of MEC users, adapting service placement based on the real-
time locations of users may allow to improve user experience [Urg+15].

A common treatment to user mobility is to divide time into consecutive time
slots, and to assume that within each slot the associations between users and BSs
can be considered static (i.e., in each time slot a user only moves within the coverage
of the same BS). Therefore, a service placement can be computed for each time
slot, and the services can be migrated between different time slots to follow the
users. This approach is used in [Gao+19; Zha+19a; Bad+19].

Authors in [Gao+19] address the problem of service placement with user mobil-
ity for minimizing the average response time of the system. The resulting problem
is formulated as an integer non-linear programming problem, and the authors prove
that the problem NP-hard. As a first step, the paper proposes an online algorithm
for deciding whether a service migration is necessary or not, based on the current
system latency (e.g., communication latency and computation latency) and the
latency caused by service migration. If a migration is needed, a sub-problem is
formulated to compute a new placement. This sub-problem is also NP-hard, and is
solved by optimization solvers. However, the paper does not consider the individual
latency requirement of services, and thus its applicability for delay sensitive services
may be limited. The paper [Zha+19a] considers hosting virtual reality (VR) games
for groups of users with mobility, with the objective of minimizing the communi-
cation and computation cost. The paper models the capacity and communication
requirement of each service, and also takes into consideration the communication
latency among the users within each group. Each service is considered to have an
individual latency tolerance. The authors consider a general model of user mobil-
ity in a time-slotted system, and propose to use MPC to predict the number and
locations of users for each time slot, and then place the services for each time slot
based on the predictions, which is proven to be NP-hard. To solve the placement
problem, an efficient algorithm is proposed based on solving a series of α-expansion
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problems. Under the assumption of perfect prediction, the algorithm admits an
approximation bound for the placement of each single time slot.

An alternative approach to capture the impact of user mobility is to model
the cost of service migration for following the movement of the users. The cost of
migration is proportional to the amount of network traffic and the computational
resources. This approach is used in [Bad+19] for a time-slotted system, where the
authors make the general assumption that the migration cost is proportional to
the workload of users, and inversely proportional to the distance between users and
MEC nodes. Then the authors formulate the joint problem for maximizing the sum
QoS experience of end users while minimizing the service migration cost. Finally,
a solution is proposed based on sample average approximation.

Instead of considering a time-slotted system with a fixed time span, it is of
practical interest to consider systems with an infinite time span. An online approach
for addressing this problem is proposed in [Ouy+19]. The authors in [Ouy+19]
investigate service placement in MEC for satisfying the service demand of end users,
with the objective of minimizing the weighted sum of the computation latency, the
communication latency and the migration latency. The authors first formulate
a multi-armed bandit problem, and then propose to use Thompson-sampling to
estimate the expected performance of the users for different placement decisions. In
this model, the communication latency is considered as a parameter to the system,
but the allocation of bandwidth is not considered.

Service Chains

In MEC a service request from an end user may need to be processed by several ser-
vices, which gives rise to the placement problem of service chains. The dependency
among the services adds a new dimension to handling the placement requirements
of service chains. For example, in service chains the end-to-end latency of a user re-
quest needs to include the communication latency between the constituent services
of a service chain and the traffic flow among them.

To deal with the complexity of service chain placement, placement constraints
can be relaxed to ease the development of solutions. Service chain placement with-
out considering MEC node capacity is addressed in [BG17]. The authors in [BG17]
consider the placement of service chains in MEC and propose a heuristic based on
local search and the Hungarian algorithm for minimizing the total cost of computa-
tional and communication resources. Furthermore, the placement of service chains
is also addressed by [WZL17] with the objective of balancing the workloads of the
MEC nodes. The authors model each service chain as a graph, and each vertex
and edge on this graph correspond to a service and a communication path, respec-
tively. The resulting placement problem is NP-hard, and the paper proposes two
solutions. The first solution focuses on the optimal placement of a single service
chain, then the second solution takes an online approach to place multiple service
chains, assuming each of them is a tree on a graph.
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Figure 4.2: Illustration of joint service placement and request assignment

Service chain placement can also be addressed under the constraint of MEC
node capacity, including available CPU cycles, memory size and hard disk spaces.
This model of MEC node capacity is considered in [Kho+19; Wan+19a]. The
authors in [Wan+19a] explore service chain placement for maximizing the efficiency
of resource usage. The authors propose a polynomial solution based on graph
matching and the Hungarian algorithm. Furthermore, the authors in [Kho+19]
investigate the service chain placement problem with the objective of minimizing
the deployment cost. The authors propose a heuristic solution based on a genetic
algorithm. The authors propose two strategies to apply the proposed solution. One
is to compute the placement of the service chains sequentially, and the other is to
compute the placement of the service chains jointly. Simulation results show that
the latter strategy can reduce total cost while it requires more execution time.

For service chains that handle traffic intensive requests, the forwarding paths of
network traffic need to be computed under constraints on the link capacity, traffic
load, and the dependency among services (i.e., each traffic flow needs to go through
a set of services in a specific order). This problem is investigated in [Jan+17],
where the authors consider the joint problem of service chain placement and flow
distribution with the objective of jointly optimizing the acceptable flow rate and the
energy consumption. The resulting problem is formulated as a MILP problem, and
is proven to be NP-Hard. The authors propose an approximation algorithm based
on linear relaxation and rounding techniques. The proposed solution first computes
the placement of services, and then computes the optimal flow distribution. Nu-
merical results show that a joint allocation of computational and communication
resources is essential for optimizing the efficiency and service capacity of the system.
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Request Assignment for Services with Multiple Users

In MEC a VS can serve more than one user, for example, in the case of content
distribution and database services. To illustrate this scenario, Figure 4.2 shows
a system that consists of two services and serves service requests generated by
five users. As the figure suggests, two layers of assignment are needed for plac-
ing services shared by multiple users. The first layer is the assignment between
service instances and MEC nodes and the other is the assignment between service
requests and service instances. In general the service requests can have an asso-
ciated workload and latency requirements, while each service instance has limited
service capacity. Therefore, the service request assignment affects the number and
locations of service instances to be placed, which makes the joint problem of service
placement and request assignment non-trivial [He+18; Far+19; Shi+20; Pou+19].

The number of service requests that a service can handle is constrained by the
capacity of each service and the capacity of each MEC node [Shi+20; He+18]. The
authors in [Shi+20] consider to place a set of services to handle the service requests
from mobile users, with the objective of minimizing the energy consumption and
service latency. They propose a solution based on game theory and reinforcement
learning, and their results show that the latency requirement of the applications,
the capacity of the MEC nodes, and the workload of user requests are crucial to the
energy consumption of the system. Furthermore, the authors in [He+18] consider
the joint problem of service placement and user request assignment for maximizing
the service capacity of the system. By relating to the three partition problem
and the maximal cover problem, the authors prove that this joint problem is NP-
hard. The authors first propose a greedy algorithm to compute the placement of
the services and then they assign the user requests to services by constructing a
maximal flow problem on a graph G, where the edges of G represent users and
MEC nodes. The solution is effective, however, only it supports the case that MEC
capacities and user requests are homogeneous.

The request assignment and service placement problem can also be coupled
with other use cases and placement constraints, for example, the mobility of end
users and the communication capacity of MEC nodes, as considered in [Far+19]
and [Pou+19], respectively. The authors in [Far+19] focus on a time-slotted MEC
system, where a set of service requests arrive at the beginning of each time slot.
The paper formulates a placement algorithm for maximizing the number of requests
admitted under constraints of computation and communication resources. The
authors first formulate a subproblem that places the services for a single time slot,
and then prove that the objective function of this subproblem is a monotone sub-
modular function. The authors then propose a polynomial time greedy approach
with a bounded approximation ratio. For the case of multiple time slots, a joint
problem that considers the correlation across frames is formulated as a mixed integer
non-linear programming problem.

The authors in [Pou+19] focus on a system with MEC nodes co-located with
BSs, and consider to place services under the constraints on the upload and down-
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load capacity of each MEC node, with the objective of maximizing the service
capacity of the system (e.g., number of accepted user requests). The formulated
joint problem is a generalization of the classical knapsack problem and is thus NP-
hard. To solve the problem, the authors propose an approximation algorithm based
on linear relaxation and randomized rounding, which utilizes fractional solutions as
the probability of placing a service on a MEC node, and of using a network link.

Resilient Service Placement
For services that have requirements in terms of availability, service placement needs
to be resilient to potential failures in MEC systems [YFK18; ZH17; Mou+20;
Hma+16; CF20]. Common approaches for addressing the challenge of resilience
include considering resilience as objective and enforcing resilience constraints.

Resilience as objective: One approach to address resilience is to quantify re-
silience as a performance metric, and to use it as the objective of service placement.
For example, the level of resilience can be reflected by the probability that a mini-
mum of services is available. This resilience metric is used by [YFK18]. The authors
in this paper consider to host VNFs in MEC for minimizing the total placement
cost while maximizing the resilience metric of the system. The system consists of
a centralized cloud computing platform and a MEC system with distributed MEC
nodes. The paper proposes two kinds of failures; the first kind of failure concerns
a single VNF and the other is the failure of a single MEC node or the central-
ized cloud. The paper divides the VNF instances into several service groups, and
the services in each service group can be affected by a single failure. The authors
propose a heuristic based on a genetic algorithm, which gradually improves the
solution through crossover and mutation operations.

Resilience as constraint: The challenge of resilience can also be addressed
as a constraint of the service placement problem, allowing the system to optimize
other performance metrics (e.g., service capacity, energy consumption). A number
of abstractions of resilience constraints have been considered by related works in
this area.

At the level of system performance, the resilience constraint can be formed as
the minimum number of services that needs to be made available. This approach is
followed in [ZH17]. The authors in this paper consider to provide VMs as services in
MEC for minimizing the cost of computational and communication resources. The
authors consider both the failure of a single VM and the failure of a single MEC
node, which would make a set of VMs unavailable. The authors further derive the
failure probability for each VMs, and then enforce a constraint on the probability of
making a minimum number of VMs to be available. Under this model, resilience can
be achieved by placing redundant VMs at the cost of extra resource consumption.
A heuristic algorithm is proposed to concatenate the placement of VMs and to place
VMs on MEC nodes with high capacity. However, the method in this paper aims
to provide resilience at a system level, and the resilience requirement of a single
service is not considered.
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Alternatively, resilience requirements can be specified for each individual ser-
vice, allowing each user to choose its own level of resilience. Besides the probability
of failure, the resilience requirement of a user can be specified as the number and
types of instances (i.e., primary and standby instances) to be placed. The primary
instances provide service in nominal scenarios, while the standby instances can take
over upon the failure of the primary instances. This abstraction of resilience re-
quirement is considered in [Mou+20; CF20]. The authors in [Mou+20] propose a
resilience model that allows each service to choose the level of resilience. This work
focuses on resilient placement of vehicle-to-everything (V2X) applications in MEC
for minimizing the latency of the services, subject to delay requirement and the
MEC node capacity. The individual level of resilience is specified as the number of
hot standby instances of each service, and the hot standby instances of the same
service are placed on different MEC nodes. The paper proposes a greedy solution
where each MEC node iteratively chooses the services with the lowest latency to
host. Due to the high resource consumption of hot standby instances, resilience
is achieved at the cost of increasing the demand for computational resources. Au-
thors in [CF20] propose a resilience scheme that supports shared redundancy. The
service placement problem in [CF20] is formulated as a multi-objective optimiza-
tion problem for optimizing the consumption of computational resources and for
minimizing the response times of services. The paper considers two schemes of
resilience. In the first scheme, each service is assigned a primary instance and a
secondary instance (e.g., warm standby). In the second scheme, backup resources
are reserved for multiple users, allowing to provide failover for a limited number
of users simultaneously. The second scheme reduces the consumption of computa-
tional resources, and is suitable for services with a high tolerance of outage, or for
systems where components have high reliability.

Failures in MEC systems can concern both computational and communication
resources, while the papers above only address failures related to computational
resources. Failover for communication resources can be achieved by planning al-
ternative paths of traffic forwarding, as done in [Hma+16]. This work studies the
problem of resilient placement of VNF service chains, which is highly relevant to
service placement in MEC. The paper considers single link and single node failures,
and proposes three schemes to improve resilience. The first scheme concerns failures
of computational resources, and implements two service instances for each VNF at
different locations subject to single server failure. The second scheme considers
network link failures and then allocates two disjoint physical paths for each virtual
link. The third scheme is to implement two instances of each service chain, with
disjoint paths to protect the services against both single server and single link fail-
ures. The authors formulate the optimization problem as an IP with the objective
of minimizing the number of VNF servers, under constraints in terms of latency
requirement, resilience requirement, link capacity, and VNF node capacity. Due to
the complexity of the formulated problem, the authors use optimization solvers to
solve the problem. Numerical results show that both latency requirements and the
capacity of VNF servers have impact on the number of VNF servers needed.
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Figure 4.3: An illustration of failover schemes in Papers A, B, and C

Our Paper A also takes the approach of considering resilience as a constraint of
service placement, while it allows to consider the failure of an arbitrary set of MEC
nodes [ZD18]. We model a set of failure scenarios, each of which includes a set of
MEC node failures. Each scenario is associated with a failure probability, which can
be obtained through historical data from the system. We formulate an IP problem
to compute the MEC node to be opened, and to compute the VS placement for each
scenario. When a failure scenario occurs, the VS instances can be placed according
to the computed placement to guarantee the availability of all services. We propose
an efficient solution based on the Benders decomposition for solving the problem,
with the objective of minimizing the placement cost of the system. When the
services are stateful, switching between service placements would require service
migration to preserve the state of the service instances. Papers B and C in the
thesis address this subsequent problem with respect to VSs with homogeneous and
heterogeneous resource requirements [ZDd]. We proposed efficient algorithms based
on a graph theoretic model of the problem for scheduling the sequences of migration
actions, subject to MEC node capacity constraints and migration deadline.

These three papers together constitute a framework for resilient service place-
ment and failure recovery. Figure 4.3 illustrates this framework for a system with
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three MEC nodes and four services. At time t = t0 the services are placed ac-
cording to the placement computed by paper A with all the MEC nodes in normal
state, referred to as the source placement. Assume now that at t = t1 MEC node 1
fails due to a faulty component, and thus the availability of service f1 is affected.
As a failover, the services need to be migrated to a new placement, which is also
computed by the placement algorithm in paper A and is referred to as the target
placement. Note that for the purpose of optimizing placement cost, the placement
of service f3 also needs to be updated. To migrate the services from the source
placement to the target placement, a migration schedule can be computed by the
migration scheduling algorithms in paper B or in paper C, depending on the model
of computational resources.

4.3 Joint Resource Dimensioning and Service Placement

In Section 4.1 the related works on resource dimensioning consider the resource
demand of the services as input. On the contrary, the related works in Section 4.2
typically consider MEC node configurations (e.g., locations and capacities) as con-
straints for service placement. Nonetheless, due to the interdependence between
resource dimensioning and service placement, it is appealing to address these two
problems jointly to optimize the service placement and resource utilization of the
system.

Joint Resource Dimensioning and Service Placement without
Resilience
Joint resource dimensioning and service placement without addressing resilience
requirement has been addressed in [Zha+18a; Khe+19; Men+19].

Services shared by multiple users are considered in [Khe+19; Men+19]. The
authors in [Khe+19] study this joint problem with the objective of minimizing the
deployment cost of the system. The authors consider to place at mostK MEC nodes
in an area to host a set of applications, which further handle the computational
tasks from mobile users. The authors prove that this joint problem is NP-hard,
and then propose an efficient solution based on decomposing the problem into two
sub-problems. The first sub-problem is aimed to assign the mobile users to the
applications to be deployed, and then to determine the number of applications to
be hosted, subject to the capacity of applications, the individual delay requirements
and workloads. In the second sub-problem, the placement of the applications and
the MEC nodes are computed. The amount of MEC resources to be deployed is
constrained by a predefined upper bound, and thus the proposed algorithm may not
satisfy the placement requirement of all users. The authors in [Men+19] consider
to place a set of MEC nodes in a mobile network to host a set of services, for
handling service requests from mobile users. A service can either be hosted on a
MEC node, or can be hosted on a central cloud platform at the cost of increased
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service latency due to communication. To solve this joint problem for minimizing
the total cost of communication and computational resources, the authors propose
a local search based approximation algorithm with two nested loops. The outer
loop of the algorithm computes the placement of MEC nodes, and the inner loop
computes the placement of the services. Finally, the algorithm constructs instances
of the minimum cost maximum network flow problem to assign user requests to the
service instances.

Closely related to the area of MEC is the area of cloudlets. The work in [Zha+18a]
considers resource dimensioning of cloudlets to handle service requests from mobile
users, with the objective of minimizing the service latency of end users. The re-
source demand of the system is abstracted as the number of servers needed, and
is considered as an input to the problem. The paper first considers the case that
the users are static, and proposes a two-step algorithm to solve the problem. In
the first step the algorithm places cloudlets on BSs with the heaviest incoming ser-
vice requests. Then each cloudlet is assigned to serve the users within its coverage
areas, under constraints in terms of workload balancing. Then the paper proposes
an algorithm for the scenario with user mobility. The algorithm relies on historical
data to find a list of candidate locations of cloudlets, and then the algorithm finds
a cloudlet placement that can satisfy the user demand for all scenarios by solving
an instance of the K-median problem. Finally, the algorithm assigns users to the
cloudlet as in the case of static users.

Joint Resource Dimensioning and Service Placement with
Resilience
The joint problem of resource dimensioning and service placement with resilience
is rarely addressed as it involves a number of correlated constraints. The authors
in [Lu+20] address this problem by considering server placement and task assign-
ment in MEC with the objective of maximizing the service capacity (i.e., number
of accepted user requests), subject to communication and computation capacities
of MEC nodes. In terms of resilience, this paper considers simultaneous failures of
a maximum number of MEC nodes, and the impact of failures is captured by the
loss of service capacity. The authors prove that the resulting problem is NP-hard.
An approximation algorithm is then proposed based on finding the subset of MEC
nodes with the highest service capacity in the worst case scenario.

The work [Lu+20] above does not allow to address the resilience requirement
of individual services, and only considers to minimize the impact of failures pas-
sively without providing failover schemes. To close this gap, our paper D considers
a general model for resource dimensioning that computes the number and types
of MEC nodes to be placed at each location, and computes the placement of ser-
vice instances subject to individual availability requirements of the services [ZDa].
We formulate the joint resource dimensioning and service placement problem for
optimizing the energy consumption of hosting VSs. We address resilient resource
allocation for stateful and stateless VSs by considering inactive standbys for reduc-
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Figure 4.4: An illustration of failover schemes in Papers D and E

ing energy consumption and by considering active standbys for immediate incident
response. Results in our paper show that the proposed solution outperforms a
baseline that solves the resource dimensioning and service placement problem in a
non-joint manner. A more refined model of resilience is considered in our paper E,
where we group the MEC nodes into availability zones. Computational resources
are shared among the VSs based on their workload, subject to schedulability con-
straints.

The failover scheme of papers D and E is illustrated in Figure 4.4, for a sys-
tem with two services. The primary instances of these two services (i.e., fprim

1
and fprim

2 ) are placed on MEC node 1 and MEC node 3, respectively. The sec-
ondary instances of the services (i.e., fsec

1 and fsec
2 ) are placed on MEC node 2.

In the nominal scenario, only the primary instances are active, and the secondary
instances are inactive (e.g., the secondary instances only receive state updates from
the primary instances, and can share computing resources with the operating sys-
tem). On the occurrence of failure scenario 1 (failure scenario 2), the secondary
instance of service 1 (service 2) can be activated on MEC node 2 to provide the
service, without requiring service migration.
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Summary of Original Work

Paper A: A Benders Decomposition Approach for Resilient Place-
ment of Virtual Process Control Functions in Mobile Edge Clouds

Peiyue Zhao and György Dán
IEEE Transactions on Network and Service Management, vol. 15, no. 4, pp. 1460-
1472, 2018.
A shorter version of the paper appeared in Proc. of IFIP Networking 2017.

Summary: In this paper we consider placing virtualized services in mobile
edge clouds with the objective of minimizing operational costs, subject to MEC
nodes outages caused by cyber attackers, component failures and operational mis-
takes. We propose a failover scheme with shared redundancy in which common
computational resources are reserved and shared by the services to restore addi-
tional instances in case of a failure. The resulting resource allocation problem is
formulated as an integer programming problem, and we propose an efficient al-
gorithm to compute the set of MEC nodes to be opened and the placement of
the services in each failure scenario. The algorithm is based on generalized Benders
decomposition that decouples the formulated large scale integer programming prob-
lem into two parts, and based on linear relaxation to reduce the number of integer
variables. We performed realistic simulations to evaluate the proposed algorithm,
and the results show that the proposed solution outperforms a greedy approach
and a local search baseline in terms of operational costs and resource efficiency.

Contribution: The author of this thesis developed the system model in
collaboration with the second author of the paper. The author of this thesis proved
the analytical results concerning the convergence of the proposed algorithm. The
author of this thesis carried out the simulations, and analyzed the resulting data in
collaboration with the second author. The paper was written in collaboration with
the second author.
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Paper B: Service Migration under Time Constraints for Mobile
Edge Computing

Peiyue Zhao and György Dán
under submission
A shorter version of the paper appeared in Proc. of International Teletraffic
Congress 2018

Summary: In this paper we consider a mobile edge cloud in which services
need to be migrated between different placements for incident response, and for
optimizing the energy efficiency and resource usage of the system. We propose a
three-stage migration model of the services, and the model prioritizes the services
by their importance. We formulate the migration scheduling problem as a binary
programming problem with the objective of minimizing the service interruptions
due to migration, subject to time constraints and resource requirements of mi-
gration. We propose an efficient algorithm to compute the order and actions of
the service migration. The proposed algorithm relies on analyzing the dependency
among the services in terms of resource usage, and is built on several problems on
graphs. Analytical results characterize the problem instances for which the pro-
posed algorithm can compute an optimal solution, and show that the algorithm is
computationally lightweight by providing the worst case complexity. We evaluate
the performance of the proposed algorithm in extensive simulations. The numer-
ical results show that the proposed algorithm outperforms a general heuristic for
solving binary programming problems, and performs close to the optimal solution.

Contribution: The author of this thesis developed the system model and
problem formulation in collaboration with the second author of the paper. The
author of this thesis proved the analytical results for the proposed algorithm. The
simulations were carried out by the author of this thesis, and analysis of the numer-
ical results was carried out in collaboration with the second author of the paper.
The paper was written in collaboration with the second author.
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Paper C: Scheduling Parallel Migration of Virtualized Services
under Time Constraints in Mobile Edge Clouds

Peiyue Zhao and György Dán
in Proc. of International Teletraffic Congress 2019.

Summary: In this paper we address the problem of scheduling the migration
of virtualized services with heterogeneous resource requirements in mobile edge
clouds, subject to time constraints of migration. We consider that the services have
strict requirements on service continuity, and we formulate the migration scheduling
problem as an integer programming problem for minimizing service interruptions
during migration. We analyze the complexity of the problem and provide analytical
results for reducing the number of variables. Furthermore, we formulate a graph
representation of the problem, and then propose an algorithm based on construct-
ing hypergraphs that correspond to migration schedules. The proposed algorithm
is computational lightweight, and analytical results show that the algorithm ter-
minates in a finite number of iterations. Extensive simulation results show that
the proposed algorithms perform close to the optimal solution, and outperform a
baseline algorithm motivated by our own previous works, implying that the solu-
tion proposed in this paper is efficient, effective and scalable for mobile edge clouds.
Results for various scenarios further provide insights on the trade-offs between the
migration time constraint and the service continuity.

Contribution: The analytical model of the paper was developed in collabo-
ration with the second author of the paper. The analytical results for reducing the
number of variables were carried out in collaboration with the second author, and
the author of this thesis proved analytical results concerning the proposed algo-
rithm. The implementation of the simulations was carried out by the author of this
thesis, and the analysis of the simulation results was carried out in collaboration
with the second author. The paper was written in collaboration with the second
author.
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Paper D: Joint Resource Dimensioning and Placement for De-
pendable Virtualized Services in Mobile Edge Clouds

Peiyue Zhao and György Dán
accepted for publication in IEEE Transactions on Mobile Computing.

Summary: In this paper we address the joint problem of resource dimension-
ing and placement of dependable virtualized services in mobile edge clouds. We
consider virtualized services with hot standby redundancy and shared redundancy
requirements, which are further satisfied by activating standby instances with mir-
rored state to replace the services affected by MEC node outages. We propose an
abstraction to encapsulate the reliability, latency, and resource requirements of the
services in service level agreements so as to the service provider can address these
requirements while optimizing the resource usage. The resulting resource alloca-
tion problem is formulated as an integer programming problem for minimizing the
energy consumption, and we prove that it is NP-hard. We propose an approxi-
mation algorithm based on Lagrangian relaxation that solves the problem in two
steps. Analytical results show that the proposed algorithm has a bounded approxi-
mation ratio, and terminates in a finite number of iterations. Results from realistic
simulations show that the proposed algorithm benefits the system significantly in
terms of energy consumption and resource efficiency, compared to two greedy ap-
proaches and to a non-joint approach for the dimensioning and placement problems.

Contribution: The author of this thesis developed the analytical model in
collaboration with the second author of the paper. The author of this thesis proved
the NP-hardness of the problem and proved the analytical results concerning the
proposed algorithm in collaboration with the second author of the paper. The
simulations were implemented by the author of this thesis and the analysis of the
resulting data is carried out in collaboration with the second author of the paper.
The paper is written in collaboration of the second author of the paper.
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Paper E: Energy-aware Placement of Virtualized Services in Mo-
bile Edge Clouds under Availability and Real-time Schedulability
Constraints

Peiyue Zhao and György Dán
under submission

Summary: This paper considers placing periodical virtualized services in
mobile edge clouds with MEC resources partitioned into several availability zones,
each of which is considered as a failure domain. We consider a shared resource
allocation model that allows the virtualized services to utilize the computational
resources efficiently based on their workloads, under schedulability constraints. We
formulate the resource allocation problem as a non-linear integer programming
problem for deciding the MEC nodes to be opened, and for placing the instances
of the services to satisfy their redundancy and resource requirements, with the ob-
jective of minimizing energy consumption. We prove that the problem is NP-hard,
and propose three efficient algorithms based on primal-dual approach and based
on matching problems on bipartite graphs. Analytical results show that the pro-
posed solutions all terminate in a finite number of iterations, and numerical results
show that the proposed algorithms outperform approaches that do not dynamically
address the schedulability constraints. The proposed algorithms further allow to
explore trade-offs between energy performance and the success rate of computing
feasible solutions for problem instances with different distributions of workloads
and redundancy requirements.

Contribution: The author of this thesis developed the analytical model in
collaboration with the second author of the paper. The analytical results were
carried out by the author of this thesis. The author of this thesis implemented
the simulations, and analyzed the resulting data in collaboration with the second
author of the paper. The thesis is written in collaboration with the second author
of the paper.
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Chapter 6
Conclusion and Future Work

In this thesis, we considered resilient resource allocation for virtualized services
in mobile edge computing systems. We developed efficient resource management
solutions combined with incident response schemes.

In the first part of this thesis, we focused on a mobile edge computing system
in the presence of a set of potential failure scenarios, each of which consists of
failures of a set of mobile edge computing nodes. We showed that resilient service
placement is feasible in mobile edge computing through our framework of resilient
resource management, which migrates services between different placements for
incident response, under constraints in terms of failover time tolerance.

• As a first step, we proposed a resilient service placement algorithm that opens
a set of mobile edge computing nodes, and then computes the placement of
services for each failure scenario such that the services are always hosted by
mobile edge computing nodes that are in nominal state. This algorithm is
built based on the generalized Benders decomposition, with the objective of
minimizing the operational cost of the system.

• Subsequently, to migrate services between different placements we proposed
migration scheduling algorithms that compute the sequence of migration ac-
tions under migration time constraints, and the proposed algorithms allow to
preserve the state of services. Nonetheless, the proposed migration algorithms
are versatile, and can also serve use cases of service migration for optimiz-
ing resource utilization, and of service migration for adapting to changing
workload.

In the second part of this thesis, we considered energy-aware resilient resource
allocation for mobile edge computing systems with failover schemes that switch be-
tween primary and standby instances. We showed that resilient resource allocation
is possible without the need of exposing the infrastructure of mobile edge comput-
ing systems. Specifically, we proposed an abstraction that embeds the availability
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requirements of end users into service level agreements. This abstraction allows
mobile edge cloud operators the freedom to optimize the system performance while
addressing various reliability requirements of the hosted services.

• First, we applied the abstraction above to a mobile edge computing system
concerning the outage of single mobile edge computing node, and addressed
the problem of joint resource dimensioning and resilient service placement.
The formulated problem is NP-hard, and we proposed an approximation al-
gorithm based on Lagrangian relaxation to minimize the energy consumption
of the system. Numerical results show that this joint approach is efficient and
can reduce the energy consumption significantly, compared to a baseline that
solves resource dimensioning and service placement problems separately.

• Furthermore, we considered the proposed abstraction in a system subject
to the failures of a set of correlated mobile edge computing nodes, which
constitutes an availability zone. In this system, services share computational
resources based on their workloads, under the constraint of schedulability.
The resulting resource management problem admits non-linear constraints,
and is proven to be NP-hard. We proposed three efficient algorithms that
allow to trade off the cost performance for the opportunities of finding feasible
solutions, and these algorithms can jointly provide solutions to systems with
various workload distribution and service constitutions.

This thesis explored the possibility of achieving resilience in resource allocation,
and proposed efficient and effective solutions to the resulting resource management
problems. Based on the results of this thesis, many interesting branches could be
explored as future work.

• The first question is whether decentralized schemes with low communication
overhead can be applied to resilient resource management in mobile edge
computing such that multiple platforms can be federated to provide services
to end users, without the coordination of a central entity.

• The second interesting question is whether the abstraction used in the sec-
ond part of this thesis can be considered for addressing failures of multiple
availability zones, which would further enhance the level of resilience of the
system.

• The third interesting question is whether our works can be extended to scenar-
ios where only partial knowledge of the service demand is known, potentially
combined with machine learning approaches for estimating and forecasting
the service demand.
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Abstract

Replacing hardware controllers with software-based Virtual Process Control Func-
tions (VPFs) is a promising approach for improving the operational efficiency and flex-
ibility of industrial control systems. VPFs can be executed in edge clouds in 5G mobile
networks or in the wireless backhaul, which can further improve efficiency. Nonethe-
less, for the acceptance of virtualization in industrial control systems, a fundamental
challenge is to ensure that the placement of VPFs be resilient to component failures
and cyber-attacks, besides being efficient. In this paper we address this challenge by
considering that VPF placement costs are incurred by reserving MEC resources, exe-
cuting VPF instances, and by data communication. We formulate the VPF placement
problem as an integer programming (IP) problem, considering resilience as a constraint.
We propose a solution based on generalized Benders decomposition and based on lin-
ear relaxation of the resulting sub-problems, which effectively reduces the number of
integer variables to the number of MEC nodes. We evaluate the proposed solution
with respect to operational cost, efficiency, and scalability in a simulated metropolitan
area. Our results show that the proposed solution reduces the total cost significantly
compared to a greedy baseline algorithm and a local search heuristic, and can scale to
moderate problem instances.

Index terms— Mobile edge computing, resilient facility location, software controller, vir-
tual function placement, IoT

1 Introduction
Legacy industrial control systems (ICS) consist of real-time data collection from sen-
sors, data processing in standalone hardware controllers, and control command execution
through actuators. Softwarization of the hardware controllers is rapidly emerging in ICS
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as a key enabler for improving operational efficiency and flexibility, and for reducing capi-
tal expenditures [1–3]. With softwarization, hardware controllers are replaced by software
instances, referred to as Virtual Process Control Functions (VPFs). VPFs can be placed
in commodity servers, can be flexibly provisioned on demand, and are easier to upgrade
than legacy hardware controllers. Examples include energy distribution, manufacturing,
healthcare, and the automotive industry.

The natural choice for placing VPFs in today’s industrial network architectures would
be self-managed servers on the shop-floor or in a private cloud [4]. In the future, a promis-
ing alternative could be Mobile Edge Computing (MEC), which is expected to be a key
enabler of 5G [5]. MEC brings distributed computing and storage resources close to end-
users in mobile networks, with low latency and high bandwidth. Together with low latency
5G wireless access, industries could further reduce their operational cost and improve the
flexibility of their control processes by relying on MEC for VPF placement.

Resilience is a fundamental requirement for the adoption of MEC for VPF placement.
VPFs should be resilient to cyber attacks (e.g., denial-of-service attacks and advanced per-
sistent threats) and to the potential failure of communication (wireless access and the mo-
bile backhaul) and computing resources (virtual machines or servers in MEC nodes). Re-
silience can be achieved by executing redundant copies of VPFs at multiple MEC nodes,
akin to 1+1 redundancy, but this approach requires significant amount of redundant com-
munication and computing resources, and would thus lead to high operational cost. A more
cost efficient approach is to rely on shared redundancy, akin to N+1 redundancy, and to re-
store a VPF instance on a different MEC node in case of a failure, depending on the failure
scenario. Restoring a VPF instance on a different MEC node may, however, be limited
due to other VPF instances running there already, and hence may require other VPF in-
stances to be migrated [6], which makes the problem of optimal resilient VPF placement
challenging.

In this paper, we address the problem of resilient VPF placement with the objective of
minimizing the expected operational cost, due to making a MEC nodes available for use,
due to executing VPF instances on the MEC nodes that are made available for use, and due
to transmitting data from the sensors to the VPFs and from the VPFs to the actuators. The
set of MEC nodes and communication links that are suitable is determined by a given set
of failure scenarios, and the objective is to find the minimum cost VPF placement subject
to capacity and to resilience constraints, under all possible scenarios. We formulate the
resilient VPF placement problem as an integer programming (IP) problem, and we propose
an efficient iterative algorithm based on generalized Benders decomposition and linear re-
laxation. Through linear relaxation the proposed Resilient VPF Placement (RVP) algorithm
converts the large scale IP problem into a mixed integer linear programming (MILP) with
as many integral variables as MEC nodes. We prove convergence of the RVP algorithm and
provide a bound on the sensitivity of the solution to the algorithm’s initialization. As an
alternative to RVP, we also propose a low-complexity heuristic based on local search. Our
numerical results show that the RVP algorithm can reduce the expected cost significantly
compared to a greedy baseline algorithm and compared to the local search heuristic, and
scales significantly better than previous solutions to the problem [7].
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The rest of this paper is organized as follows. We review related work in Section 2 and
introduce the system model in Section 3. In Section 4 we present our solution based on
Benders decomposition and provide analytical results. In Section 5 we present the local
search heuristic. We provide numerical results in section 6, and we conclude the paper in
section 7.

2 Related Work
There has been a significant interest in cloud computing for industrial use cases, both con-
cerning potential application areas and security aspects [8, 9], but the focus of these works
is on architectures and requirements, rather than resource management.

Related to our work are recent works on resource allocation in MEC for sensor net-
works [10, 11]. Authors in [10] considered the problem of allocating visual sensors with
correlated measurements to computing resources so as to maximize system capacity, and
proposed a 3-approximation. The problem of allocating health sensors to health cloud
servers to maximize system utility is proposed in [11], and was solved by an auction theory
based approach. These papers consider resource allocation, but do not capture resilience
requirements.

Also closely related to ours are recent works on the Virtual Network Function (VNF)
placement problem [12–15]. These works consider the VNF placement problem in wireline
networks, and focus on individual functions or on function chains. Authors in [12] modeled
the individual VNF placement problem as a generalized assignment problem, where the
network functions are assigned to different cloud servers to minimize the total assignment
cost, and provided an approximation algorithm based on linear relaxation and rounding.
[13] formulated the on-demand individual VNF placement problem as a simple lazy facility
location (SLFL) problem, and proposed two heuristic algorithms for on-line optimization.

The placement of chains of VNFs was modeled in [14] as an Integer Linear Problem
(ILP), and numerical solutions were provided. [15] considered minimizing the number
of computing units that each function chain is distributed over, and proposed a heuristic
algorithm. The joint placement and path selection problem for VNFs chains was addressed
in [16] to maximize the service capacity, and algorithms for estimating link and processing
capacity demands, and for allocating VNFs were proposed.

Resilience under link and node failure for VNF placement was considered in [17], the
problem was formulated as an ILP, and numerical results were provided. Unlike [17], in
our work we consider a set of failure scenarios caused by MEC node failures and com-
munication link failures. We compute VPF placement for each failure scenario so as to
minimize the overall cost.

While the placement of VNFs is akin to that of VPFs, the solutions for the VNF place-
ment problem do not fit the VPF placement problem well for three reasons. First, in the
case of VPF placement a VPF communicates with multiple sensors and actuators, while the
VNF placement usually assumes that a VNF service request has a single entry and a single
destination. Second, due to the adoption of MEC for VPF placement, sensors and actuators
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are associated with base stations (BSs) via radio links, and the BSs are further connected to
the MEC nodes by a backhaul network. The heterogeneous network architecture has to be
captured by the communication cost model. Third, the objective of VNF placement is usu-
ally to maximize the throughput of the network, while in the case of VPF placement, delay
is arguably a more appropriate performance metric due to the performance requirement of
industrial control processes. Our paper captures these properties of VPF placement which
makes it different from the existing works on VNF placement.

Also related to ours are the works on Virtual Network Embedding (VNE), which map
components of virtual networks to substrate networks. The VNE problem with the objective
of minimizing the cost of using the resources of substrate networks was addressed in [18,
19]. These works assumed that all the resources of substrate networks are made available by
the infrastructure provider, while we also consider the problem of making the resources of
substrate networks available and the associated cost. VNE with link failures was considered
in [20], where authors developed a heuristic to maximize the long term profit. [20] modeled
the impact of link failures as a penalty to the profit, while we consider resilience to failures
as a constraint to guarantee the availability of critical industrial applications.

Closest to our work in terms of the problem formulation is the single source capacitated
facility location (SSCFL) problem, which opens a set of facilities to serve a set of clients,
with the objective of minimizing the overall cost. The SSCFL problem corresponds to our
problem with a single failure scenario; in the SSCFL problem the set of opened facilities
and the client assignment depend on the cost and capacities of the facilities only, while
in our problem the MEC node availability and the occurrence probability of each scenario
should also be considered. Furthermore, in our problem, since different failure scenarios
share the same set of available MEC nodes, different failure scenarios should be jointly
considered to minimize the overall cost. Due to these differences, existing solution ap-
proaches for the SSCFL problem are not directly applicable to our problem. Techniques
based on linear programming and local search heuristics have been developed to solve the
SSCFL problem. The linear programming based techniques usually solve the problem with
exceeding the capacity limits of the facilities [21, 22], which is not practical for the VPF
placement. The local search heuristics [23] solve the problem of facility opening and client
assignment iteratively in weakly polynomial time, and thus do not scale well to large prob-
lem instances. Furthermore, the performance bounds of local search based heuristics are
not applicable to the VPF placement problem, since they usually require a metric space
based cost model to guarantee an approximation ratio, which does not hold in general net-
work topologies.

Closest to our work in terms of methodology is [24], where the problem of capacitated
facility location subject to facility disruptions was addressed using Benders decomposition.
Unlike [24], we also use infeasibility cuts to handle the infeasible region, which makes our
algorithm more efficient. This paper is an extension of our previous work [7], and improves
it in three important ways. First, this paper proposes an improved initialization method
for the Benders decomposition, two additional cuts, and per failure scenario based sub-
problem solving. The numerical results clearly show significant improvements in terms of
the convergence speed and scalability, compared to the algorithm proposed in [7]. Second,
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Figure 1: The communication and computing infrastructure consists of BSs, MEC nodes
and a backhaul network. A service orchestrator monitors the status of the system and
coordinates the allocation of communication and computing resources.

in Section V we propose a heuristic based on local search with low computational com-
plexity, and in the numerical results section we compare its performance with that of RVP
algorithm. Third, this paper provides a significantly extended performance evaluation, both
in terms of problem instance sizes and the considered solutions.

3 System Model and Problem Formulation

We consider a system that consists of a set B of BSs, a set S of sensors, and a set A
of actuators. A subset M ⊆ B of the BSs is equipped with computational and storage
resources and serve as MEC nodes [4, 25]. We denote by ωm the computing capacity of
MEC node m ∈ M, and assume it to be an integer. This assumption is reasonable, for
example, if capacity is the number of Virtual Machines (VMs), as industrial applications
have tight delay requirements and require isolation for performance and security reasons;
hence a single VPF would be allocated per VM.

The BSs are interconnected by a backhaul network (e.g., software defined mobile back-
haul network). Via BSs, sensors and actuators can send and receive data wirelessly. Data
communication through the wireless links and the backhaul network incurs cost, which we
define in Section 3.2. Our focus is primarily on delay critical applications, and thus in
our model we do not consider rate requirements or link capacity limits. Instead, the com-
munication cost is intended to model the communication delay, as we will discuss later.

Within the infrastructure above, we consider a set F of VPFs that process the data
from sensors and send commands to actuators, and need to be allocated to MEC nodes for
execution. For each function f ∈ F there is a set of sensors that capture data needed by
f , and there is a set of actuators that VPF f sends commands to. We use yf,s ∈ y and
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zf,a ∈ z to indicate whether sensor s ∈ S and actuator a ∈ A are required by VPF f . We
consider that each VPF requires one unit of computing resource, i.e., 1 VM. This model
is reasonable, among others, for smart grid control functions that share similar control
structures, e.g., Volt/Var Control (VVC) [26].

We assume that a service orchestrator monitors the status of all system components
and is able to coordinate the allocation of communication and computing resources. The
specification of the required backhaul network and MEC APIs is outside of the scope of
our work, but it could be implemented by combining the Openflow and the OpenStack
APIs [27]. Figure 1 illustrates the components of the considered communication and com-
puting infrastructure.

3.1 Failure Scenarios

We consider that the communication and computing infrastructure is subject to the occa-
sional failure of its components. We use the term failure scenario to refer to the system
when a set of its components has failed, and we denote by L the set of all failure scenarios.
A failure scenario can include a combination of communication and computing resources.

The failure of a wireless communication link, either due to equipment failure, due to
jamming, or due to a denial of service attack, results in the failure of the communication
between a sensor or an actuator and its associated BS. To recover from the failure, the
sensor or actuator needs to be re-associated to another BS. We consider that BS association
is taken care of by the mobile network, and we denote by bl,i the associated BS for a sensor
or actuator i ∈ A ∪ S in scenario l. Similarly, the failure of a component of the backhaul
network (e.g., an SDN switch or an optical cable) is handled by the mobile network, but it
could result in increased delay.

The failure of MEC nodes, due to a communication failure, hardware failure or a DoS
attack, results in a MEC node to be unsuitable for VPF placement. We use the binary
variable rl,m to indicate the suitability of MEC node m for VPF placement in scenario l.

We assume that the system operator is able to estimate the occurrence probability of
each failure scenario, and we denote the estimated occurrence probability of scenario l by
πl. The occurrence probabilities of failure scenarios can be estimated by using the mean
time between failures and the mean time to repair, which can be obtained by the histori-
cal failure and maintenance records of the components of the system [28]. By definition∑
l∈L πl = 1. Note that this model allows to capture correlated failures, and is thus able to

capture various link layer, network layer and cloud failure recovery mechanisms. As a re-
mark, as the number of components in the system increases the number of failure scenarios
may increase. In practice, scenarios with a low occurrence probability (e.g., scenarios with
multiple component failures) can be ignored to reduce the dimension of the problem.
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3.2 Cost Model

Our cost model for VPF placement accounts for costs in terms of computing and storage
resources and in terms of the communication between the MEC nodes and the sensors and
actuators. We denote by Fm the availability cost of MEC node m, which has to be paid
if the node is to be available for VPF placement in any scenario. The availability cost Fm
is justified by the cost of storing the virtual machine images in the MEC nodes (storage
cost) and by the potential need for reserving computational power and memory for the
eventual execution of the VPFs (availability fee). We denote by pm,f the placement cost of
an instance of VPF f on node m. This cost is justified by the computational and memory
resources needed for the execution of the VPF.

The cost of communication consists of the wireless transmission cost and the backhaul
network transmission cost. We denote by ci,b the cost of wireless communication between
a sensor or an actuator i ∈ S ∪A and a BS b. In general it is reasonable to assume that ci,b
is inverse proportional to the achievable rate; this cost model is well suited for capturing
the delay introduced by communication and the usage of radio resource blocks.

We denote by cl,b,b′ the communication cost over the backhaul network between BSs b
and b′ in scenario l. Note that in different failure scenarios the routing between BSs b and
b′ may be different, thus cl,b,b′ is scenario dependent.

The total communication cost ci,b,m between a sensor or an actuator i ∈ A ∪ S and
a MEC node m ∈ M if the sensor or actuator is associated to BS b ∈ B is then the sum
of the wireless transmission cost and the backhaul network communication cost, cl,m,i =
ci,b+cl,b,m. Note that the amount of traffic related to VPFs is relatively small and therefore
it does not affect the delay on a link. Thus, the delay on a specific link mainly depends on
its capacity and load, and therefore we consider ci,b, cl,b,m and cl,m,i as input parameters.

We consider that the availability cost Fm, placement cost pm,f , and communication
cost cl,m,i can be normalized to a common scale. Appropriate normalization factors could
be introduced in the system model without affecting the problem complexity, but they
would adversely affect presentation clarity, hence we decided to omit them.

3.3 Problem Formulation

We are now ready to formulate the resilient VPF placement problem, which consists of
deciding which MEC nodes to keep available and on which MEC node to place each VPF,
subject to resilience and MEC resource capacity constraints. We use the decision variable
vm ∈ {0, 1} to denote whether MEC node m is kept available, and let v = {v1, . . . , vm}.
Furthermore, we use the decision variable xl,f,m ∈ {0, 1} to denote whether VPF f is
placed in MEC node m in scenario l, and let x = {x1,1,1, . . . , xl,f,m}.

VPF placement is subject to resilience and capacity constraints. For resilience we re-
quire that each VPF f should be placed at a MEC node in each scenario l ∈ L,

∑

m∈M
xl,f,m ≥ 1, ∀l ∈ L, ∀f ∈ F . (1)
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Table 1: Table of Notations
Sets

A Set of actuators
B Set of base stations
F Set of VPFs
L Set of failure scenarios
M Set of MEC nodes
S Set of sensors

Parameters
cl,m,i Communication cost between i ∈ A ∩ S

and m ∈M in scenario l ∈ L
Fm Availability cost of m ∈M
pm,f Placement cost of f ∈ F on m ∈M
rl,m Indicator, suitability of m ∈M in scenario l ∈ L
yf,s Indicator, if sensor s ∈ S is required by f ∈ F
zf,a Indicator, if actuator a ∈ A is required by f ∈ F
πl Occurrence probability of l ∈ L
ωm Capacity of MEC node m ∈M

Decision Variables

vm =

{
1, if m ∈M is made available
0, otherwise

xl,f,m =

{
1, if f ∈ F is placed on m ∈M in l ∈ L
0, otherwise

Furthermore, we consider two MEC resource capacity constraints. First, a VPF f can
only be placed on a MEC node that is made available and is accessible in failure scenario l,

xl,f,m ≤ rl,mvm, ∀l ∈ L, ∀f ∈ F , ∀m ∈M. (2)

Second, the sum of the computing resource requirements of the VPFs placed on MEC node
m cannot exceed its computing resource capacity,

∑

f∈F
xl,f,m ≤ ωmvm, ∀l ∈ L, ∀m ∈M. (3)

The VPF placement problem is then to minimize the VPF placement cost subject to re-
silience and capacity constraints,
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minimize
x,v

O(v,x) =
∑

m∈M
vmFm

︸ ︷︷ ︸
Availability cost

+
∑

l∈L
πl
∑

m∈M




∑

f∈F
xl,f,mpm,f

︸ ︷︷ ︸
Placement cost

+

∑

s∈S


cl,m,s

∑

f∈F
yf,sxl,f,m


+

∑

a∈A


cl,m,a

∑

f∈F
zf,axl,f,m




︸ ︷︷ ︸
Communication cost




(4)

s.t. (1)− (3)
xl,f,m ∈ {0, 1}, ∀l ∈ L, ∀f ∈ F , ∀m ∈M (5)
vm ∈ {0, 1}, ∀m ∈M (6)

Our focus is on instances where the VPF placement problem above is feasible. The
most frequently used notations are summarized in Table 1.

4 Resilient VPF Placement Algorithm
Observe that the resilient VPF placement problem (4) is an IP problem, and in fact for
|L| = 1 the VPF placement problem is equivalent to an instance of the SSCFL problem,
which is known to be NP-hard [23]. In what follows we show that it is possible to leverage
the structure of the VPF placement problem to obtain an algorithm that is polynomial in
the number of scenarios and the number of VPFs.

We notice that the constraint matrix of the VPF placement problem has a special block
structure, known as block-ladder structure,




D1 G1

D2 G2

...
. . .

D|L| G|L|


 (7)

where nonzero elements only appear in matrices D1, . . . , D|L|, which correspond to the
variables v, and in G1, . . . , G|L|, which correspond to the variables xl,f,m for each sce-
nario, respectively.
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Figure 2: Flowchart of Resilient VPF Placement Algorithm

Constraint matrices with a block-ladder structure typically arise in stochastic program-
ming problems, for which an efficient solution method is the Generalized Benders Decom-
position (GBD) [29]. In what follows we leverage this insight to propose a solution to the
resilient VPF problem. The overall structure of the proposed RVP algorithm is shown in
Figure 2.

Following the idea of GBD, RVP partitions the variables of the optimization prob-
lem into two sets, and decomposes the original problem into a master problem and a sub-
problem. The master problem and the sub-problem are solved iteratively over different
partitions, and in each iteration they generate an upper bound and a lower bound of the
original problem’s objective value, respectively. The iteration stops when the upper bound
and the lower bound approach each other and match the termination condition. In what fol-
lows we formulate the master problem, the sub-problem, introduce the feasibility check and
discuss how to initialize the algorithm. Finally, we prove that the RVP algorithm terminates
in a finite number of iterations.

Throughout the section we use v̄(i) = {v̄(i)
1 , . . . , v̄

(i)
m } and x̄(i) = {x̄(i)

1,1,1, . . . , x̄
(i)
l,f,m}

to denote the optimal solution for the master problem and for the sub-problem in iteration
i, respectively.
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4.1 Master Problem: Availability Cost Minimization
The purpose of the master problem is to choose the MEC nodes to be made available. The
number of MEC nodes that have to be made available can be lower bounded by

n̂ = max{n̂l|l ∈ L}, (8)

where n̂l is the lower bound on the number of MEC nodes required by scenario l, and is the
cardinality of the minimal set of suitable MEC nodes that satisfies the capacity requirement
of the VPFs.

Given n̂, in iteration i we formulate the master problem by fixing the variable x =
x̄(i−1) and optimizing the expected total cost over v,

min
v

g (9)

s.t. g ≥ P (j)(v), j = 1, . . . , J (10)

0 ≥ Q(k)(v), k = 1, . . . ,K (11)
∑

m∈M
vm ≥ n̂ (12)

∑

l∈L

∑

m∈M
vmrl,mωm ≥ |F| · |L| (13)

vm ∈ {0, 1}, ∀m ∈M (14)

The constraints (10) are so called feasibility cuts, and P (j)(v) is a support function
obtained in a previous iteration by solving the dual of the sub-problem, which we will
introduce in section 4.3. Note that P (j)(v) provides a lower bound on the total cost, and is
a function of v. The constraints (11) are so called infeasibility cuts. They are used to form
a region of V that satisfies constraints (2)-(3) of the VPF placement problem, and will be
introduced in Section 4.2. In each iteration the algorithm adds either a feasibility cut or an
infeasibility cut, hence J +K = i.

Besides the usual infeasibility cuts (11) in GBD, we develop the constraints (12) and
(13). These new constraints are introduced to ensure that constraints (2)-(3) are satisfied
by each set of MEC nodes given by the master problem, and to tighten the solution of the
master problem. Constraint (12) requires that the number of MEC nodes that are made
available is no less than the lower bound n̂ on the number of MEC nodes. Constraint (13)
requires that the sum of the available capacity (e.g, the sum of the capacities of the suitable
MEC nodes that are made available) over all the scenarios shall be sufficient to host |F|·|L|
VPFs, since the available capacity in each scenario must be sufficient to accommodate the
VPFs. As we will show later, the proposed constraints (12) and (13) can accelerate the
convergence significantly.

In what follows we denote by LB(i) = ḡ(i) the optimal objective function value of the
master problem obtained in iteration i. Observe that the master problem is an IP in |M|
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binary variables.

4.2 Feasibility Check of Available MEC Nodes
As a next step, before we proceed with placing the VPFs to the available MEC nodes, we
need to check if the available MEC nodes meet the capacity requirements (2) and (3). Ob-
serve that the two constraints and the VPF placement x are independent between scenarios,
we can thus check feasibility for each scenario in parallel by formulating the following
feasibility problem,

min
ααα, σσσ, x

∑

f∈F

∑

m∈M
αl,f,m +

∑

m∈M
σl,m (15)

s.t. (1)

xl,f,m ≤ rl,mv̄(i)
m + αl,f,m, ∀l, ∀f, ∀m (16)

∑

f∈F
xl,f,m ≤ ωmv̄(i)

m + σl,m, ∀l, ∀m (17)

xl,f,m ∈ [0, 1], ∀l, ∀f, ∀m (18)
αl,f,m, σl,m ≥ 0, ∀l, ∀f, ∀m (19)

Note that variables ααα = {α1,1,1, . . . , αl,f,m} and σσσ = {σ1,1,1, . . . , σl,m} are added
to the constraints involving v̄(i)

m to ensure that the constraints (2) and (3) can be satisfied,
and hence the problem has an optimal solution. Notice that the feasibility check does not
require xl,f,m to be binary; as we will show in Lemma 1 linear relaxation does not change
the solution set (and hence it does not change feasibility either).

Let us denote by ᾱ(i) = {ᾱ(i)
1,1,1, . . . , ᾱ

(i)
l,f,m} and σ̄(i) = {σ̄(i)

1,1, . . . , σ̄
(i)
l,m} the optimal

solution of the feasibility problem. If the optimal value of the objective function (15) is
zero then the algorithm continues with the sub-problem described in Section 4.3.

Otherwise, we continue with formulating the dual of the feasibility problem for each
failure scenario,

min
βββ, θθθ, ΩΩΩ

∑

f∈F
βl,f −

∑

m∈M
Ωl,mωmv̄

(i)
m

−
∑

f∈F

∑

m∈M
θl,f,mv̄

(i)
m rl,m (20)

s.t. Ωl,m + θl,f,m − βl,f ≥ 0, ∀l, ∀f, ∀m (21)
1− θl,f,m ≥ 0, ∀l, ∀f, ∀m (22)
1− Ωl,m ≥ 0, ∀l, ∀m (23)
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Let us denote by β̄(i) = {β̄(i)
1,1, . . . , β̄

(i)
l,f}, θ̄(i) = {θ̄(i)

1,1,1, . . . , θ̄
(i)
l,f,m} and Ω̄(i) =

{Ω̄(i)
1,1, . . . , Ω̄

(i)
l,m} the set of optimal multipliers of the duals of the feasibility problems.

We use these optimal multipliers to construct an infeasibility cut

Q(k)(v) =
∑

l∈L

∑

f∈F
β̄

(i)
l,f

(
1−

∑

m∈M
x̄

(i)
l,f,m

)

+
∑

l∈L

∑

m∈M
Ω̄

(i)
l,m


∑

f∈F
x̄

(i)
l,f,m − ωmvm




+
∑

l∈L

∑

f∈F

∑

m∈M
θ̄

(i)
l,f,m

(
x̄

(i)
l,f,m − rl,mvm

)
, (24)

which we add to the master problem (Chapter 6.3.5, [30]). After adding the infeasibility
cut, the algorithm continues with the master problem. Observe that the infeasibility cut
tightens the master problem, and ensures the feasibility of the sub-problem in the next
iteration.

4.3 Sub-problems: Placement cost minimization
While the master problem chooses the set of MEC nodes that are made available to mini-
mize the total cost, the sub-problems minimize the placement cost and the communication
cost over x for v̄(i) computed by the master problem. Again, by observing that constraints
(1)-(3) and variables x for the VPF placement are independent between scenarios, we can
formulate a sub-problem for each scenario,

min
x
πl
∑

m∈M


∑

s∈S


cl,m,s

∑

f∈F
yf,sxl,f,m


+

∑

a∈A


cl,m,a

∑

f∈F
zf,axl,f,m


+

∑

f∈F
xl,f,mpm,f




s.t. (1)− (3) and (5)

(25)

To avoid solving the sub-problems as IPs we use linear relaxation and replace constraint
(5) in each sub-problem by

xl,f,m ∈ [0, 1], ∀l ∈ L, ∀f ∈ F , ∀m ∈M. (26)

As we show next, linear relaxation does not affect the result of the algorithm, while reduc-
ing its computational complexity.
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Lemma 1. The coefficient matrix of constraints (1)-(3) for each failure scenario l ∈ L is
totally unimodular. Furthermore, the linear relaxation of the sub-problem for each failure
scenario l ∈ L has integral optimal solutions, which are optimal for the corresponding
sub-problem.

Proof. First we prove that the coefficient matrix of constraints (1)-(3) for each failure sce-
nario l ∈ L is totally unimodular. We write constraints (1)-(3) according to the failure
scenarios in matrix form,

Rlxl ≤ −1, (27)
Ixl ≤ sl, (28)
Tlxl ≤ tl, (29)

where

Rl,f,m =

{
−1, if (f − 1)|F|+ 1 ≤ m ≤ f |F|
0, otherwise (30)

xl = [xl,1,1, . . . , xl,1,m, . . . , xl,f,m]T , (31)
sl,f = [rl,1v1, . . . , rl,mvm]∀f ∈ F , (32)

sl = [sl,1 . . . sl,|F|︸ ︷︷ ︸
|F|

]T , (33)

Tl = [Im,m . . . Im,m︸ ︷︷ ︸
|F|

], (34)

tl = [ω1v1, . . . , ωmvm]T . (35)

We denote by Gl the coefficient matrix of scenario l and

Gl =

[
G′l
I

]
, and G′l =

[
Rl
Tl

]
. (36)

For convenience, let us define

Ḡ′l =

[
−Rl
Tl

]
. (37)

According to the matrix formulation above, each column of −Rl contains only one
non-zero element with value 1, and each column of Tl contains only one non-zero element
with value 1. Thus matrix Ḡ′l has two non-zero elements in each column. To show that
Ḡ′l is totally unimodular, it suffices to show that the rows of Ḡ′l can be partitioned into two
disjoint sets such that if there are two non-zero entries in a column of Ḡ′l then the two rows
where the two entries are should be in different sets of rows (Theorem 2.3.3 in [31]). This
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clearly holds, if one set of the rows of Ḡ′l consists of the rows of matrix −Rl and the other
set of rows of Ḡ′l consists of the rows of matrix Tl.

Now, since multiplying some rows of a totally unimodular matrix by−1 preserves total
unimodularity, G′1 is also a totally unimodular matrix. Following Theorem 19.3 in [32], Gl
is a totally unimodular matrix.

Finally, since each element of sl and tl is an integer and the coefficient matrix Gl is
totally unimodular, according to Corollary 19.2a in [32], the sub-problem (25) for each
failure scenario l ∈ L with linear relaxation has integral optimal solutions, which are
optimal for the original sub-problem (25).

Given the optimal solution x̄(i) = {x̄(i)
1,1,1, . . . , x̄

(i)
l,f,m} of the sub-problems, we can

express the upper bound (UB) of the total cost in iteration i as

UB(i) =
∑

m∈M
v̄(i)
m Fm +

∑

l∈L
πl
∑

m∈M


∑

s∈S


cl,m,s

∑

f∈F
yf,sx̄

(i)
l,f,m




+
∑

a∈A


cl,m,a

∑

f∈F
zf,ax̄

(i)
l,f,m


+

∑

f∈F
x̄

(i)
l,f,mpm,f


 (38)

The algorithm terminates here if UB(i) − LB(i) < ε, where ε > 0 is the termination
threshold. Otherwise the algorithm continues with adding one more constraint to the master
problem. We obtain the constraint by formulating the duals of the sub-problems,

max
λλλ,γγγ,µµµ

∑

f∈F
λl,f −

∑

l∈L

∑

m∈M
γl,mωm (39)

−
∑

f∈F

( ∑

m∈M
µl,f,mrl,mv̄

(i)
m

)

s.t. πl

(
cl,m,s

∑

s∈S
yf,s + cl,m,a

∑

a∈A
zf,a + pm,f

)
≥

λl,f − µl,f,m − γl,m, ∀l ∈ L,∀f ∈ F , ∀m ∈M (40)
λl,f , µl,f,m, γl,m ≥ 0, ∀l ∈ L,∀f ∈ F , ∀m ∈M (41)

where multiplier λl,f is the marginal revenue for a placed VPF f in scenario l, γl,m is
the penalty for violation of the capacity of MEC node m in scenario l, and µl,f,m is the
penalty for each violated suitability constraint in scenario l for node m. Let us denote the
optimal multipliers obtained by solving the duals in iteration i by λ̄λλ

(i)
= {λ̄(i)

1,1, . . . , λ̄
(i)
l,f},
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γ̄γγ = {γ̄(i)
1,1, . . . , γ̄

(i)
l,m}, and µ̄µµ = {µ̄(i)

1,1, . . . , µ̄
(i)
l,f,m}.

Based on the solution of the sub-problems and of the duals of the sub-problems, we
build the support function P (j)(v). In GBD the support function can be built in various
ways. Since the objective function and the constraints of the VPF placement problem (4)
are linearly separable in v and x, we build the support function based on the Lagrange
function (Chapter 6.3.5, [30]),

P (j)(v) = O(v, x̄(i)) +
∑

l∈L

∑

f∈F
λ̄

(i)
l,f

(
1−

∑

m∈M
x̄

(i)
l,f,m

)

+
∑

l∈L

∑

m∈M
γ̄

(i)
l,m


∑

f∈F
x̄

(i)
l,f,m − ωmvm




+
∑

l∈L

∑

f∈F

∑

m∈M
µ̄

(i)
l,f,m

(
x̄

(i)
l,f,m − rl,mvm

)
. (42)

Finally, we add the support function P (j)(v) as a feasibility cut to the master problem
in the next iteration.

Remark 1. Since the feasibility problem (15)−(19) and its dual (20)−(23), and the sub-
problem (25) and its dual (39)−(41), are independent among the scenarios, they can be
solved in parallel in the corresponding steps to shorten the running time of the RVP algo-
rithm.

Remark 2. Observe that through linear relaxation of the sub-problem RVP reduces the
number of integer decision variables from |M|(|L||F| + 1) to |M|. As we will see this
allows us to solve up to moderate instances of the VPF problem.

4.4 Initializing RVP
We initialize the algorithm with a feasible set of MEC nodes v̄(0) and start with solving
the sub-problems and their duals to obtain UB(0) and the feasibility cut P (1)(v), which
can then be added to the master problem. A straightforward way to initialize the algorithm
is to set v̄(0) = e, which makes all the MEC nodes available. However, the feasibility
cut P (1)(v) generated by v̄(0) = e can be very loose since all the MEC nodes are made
available.

We propose an alternative way for initializing v̄(0). Our proposal is based on formu-
lating and solving the linear relaxation of (4) for each scenario l, and rounding up the
element-wise maximum of the optimal solutions v̄ of each scenario as v̄(0). Since the
relaxed solution v̄ is feasible to the corresponding sub-problem, so is v̄(0). The P (1)(v)
generated by this alternative approach is tighter, and can speed up the convergence as we
will show later.
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4.5 Convergence of the RVP Algorithm
Since RVP is iterative, a fundamental question is whether it is guaranteed to terminate. The
following result shows that this is the case.

Theorem 1. The RVP algorithm terminates in a finite number of iterations for any ε > 0.

Proof. We prove the result by showing that the RVP algorithm satisfies the following five
properties:

1. The domain of x is a nonempty, convex set.

2. The objective function (4), and constraints (1)-(3) are convex for each fixed v. The
constraints are convex real functions on the domain of x for each fixed v.

3. x is bounded and closed, and the constraint functions are continuous on the domain
of x for each fixed v.

4. The sub-problem (25) has a finite solution.

5. The sub-problem (25) has optimal Lagrangian multipliers for constraints (1)-(3).

Condition 1) holds due to Lemma 1, which showed that linear relaxation provides in-
tegral solutions to the sub-problems. Thus, even if x are binary in the original problem
formulation, we can consider the domain of x as the domain of its linear relaxation, which
is a convex set. Since O(v,x) and constraints (1)-(3) are linear functions, they are con-
vex, and continuous in x for each fixed v, therefore condition 2) is satisfied. According
to the problem formulation the domain of x is bounded, and hence due to the linearity
of constraints (1)-(3) condition 3) is satisfied. Since all the parameters are finite and the
domain of x is bounded, condition 4) is satisfied as well. Finally, since we assumed that
there is at least one feasible solution to problem (1)-(4), the sub-problems are feasible. As
a consequence, there exist optimal Lagrangian multipliers for the constraints (1)-(3).

Since the RVP algorithm satisfies conditions 1) to 5), by Theorem 6.4.3 in [30] it ter-
minates in a finite number of iterations for any ε > 0.

Theorem 1 indicates that the convergence of RVP does not depend on the initializa-
tion, i.e., v(0). Furthermore, as the following result shows, the difference of the total cost
obtained by RVP starting from two different initializations and using different sets of con-
straints can be bounded by the sum of the convergence thresholds.

Lemma 2. Consider a VPF placement problem instance. Let O(v+,x+) and O(v′,x′) be
the total cost given by RVP with initialization v(0)+ and v(0)′ and convergence threshold
ε+ and ε′, with constraints (12) and (13) and without, respectively. Then |O(v′,x′) −
O(v+,x+)| ≤ ε+ + ε′.
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Proof. First, observe that the constraints (12) and (13) speed up convergence by excluding
sets of MEC nodes that make the subproblem infeasible, but they do not have an impact on
set of feasible solutions considered by RVP. To prove the result, let us denote byO(v?,x?)
the optimal solution of the VPF placement problem. At the iteration when RVP converges,
O(v?,x?) is also bounded by the upper bound and lower bound generated by the RVP
algorithm, thus

|O(v?,x?)−O(v+,x+)| ≤ ε+,

and |O(v′,x′)−O(v?,x?)| ≤ ε′.
Since

|O(v?,x?)−O(v+,x+)|+ |O(v′,x′)−O(v?,x?)|
≥
∣∣O(v?,x?)−O(v+,x+) +O(v′,x′)−O(v?,x?)

∣∣
=
∣∣O(v′,x′)−O(v+,x+)

∣∣ ,

we obtain ∣∣O(v′,x′)−O(v+,x+)
∣∣ ≤ ε+ + ε′,

which proves the lemma.

5 Single Exchange VPF Placement Algorithm
The RVP algorithm decomposes the VPF placement problem into multiple subproblems,
which can be solved in polynomial time. However, the master problem is still an IP and may
be computationally intensive to solve for many MEC nodes. To potentially overcome this
computational issue, in this section we propose a heuristic based on local search, which we
call the Single Exchange VPF Placement (SEVP) algorithm, to solve the VPF placement
problem. The proposed SEVP algorithm, shown in Algorithm 1, is an extension of local
search algorithms [23] developed for the SSCFL problem to multiple failure scenarios.

The algorithm starts with making all MEC nodes available, and solves the sub-problem
for each scenario to get a VPF allocation that minimizes the sub-problem cost. It then
makes available the MEC nodes that are used by any VPF in any scenario (Lines 1-3). The
cost of the obtained initial solution is C = O(v,x) (Line 4).

Starting from this initial solution, the SEVP algorithm improves the solution iteratively.
In each iteration the SEVP algorithm stores the cost of the previous iteration as C ′ (Line
6), attempts to find a new solution v′ by closing a MEC node that is made available (Line
8), and then it calls the Update() function (Line 9). The Update() function computes the
optimal VPF placement x′ with respect to v′ by solving sub-problem (25) for each fail-
ure scenario (Line 22). If sub-problem (25) is feasible for each scenario and the cost
O(v′,x′) < C, the new solution is adopted, otherwise, it is ignored (Lines 24-26). The
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Algorithm 1: Single Exchange VPF Placement Algorithm

1 Let v = e.
2 Solve sub-problem (25) for each failure scenario to obtain x.
3 Let vm = min(1,

∑
l∈L
∑
f∈F xl,f,m) ∀m ∈M

4 C = O(v,x)
5 do
6 C ′ = C
7 for ∀m with vm = 1 do
8 v′ = {v1, . . . , vm−1, 0, vm+1, . . . , v|M|}
9 (v,x, C)=Update(v′)

10 end
11 for ∀m with vm = 0 do
12 v′ = {v1, . . . , vm−1, 1, vm+1, . . . , v|M|}
13 (v,x, C)=Update(v′)
14 end
15 for ∀m with vm = 1 do
16 for ∀vm′ = 0 do
17 v′ = {v1, . . . , vm−1, 0, vm+1, . . . , vm′−1, 1,

vm′+1, . . . , v|M|}
18 (v,x, C)=Update(v′)
19 end
20 end
21 while C < C ′

Function Update(v′)
22 Solve sub-problem (25) for each failure scenario l to obtain x′

23 if Sub-problem (25) is feasible for ∀l then
24 if C > O(v′,x′) then
25 C = O(v′,x′), v = v′, and x = x′

26 end
27 end
28 return (v,x, C)

SEVP algorithm further attempts to find a new solution by making an extra MEC node
available, and by closing an available MEC node and making an extra MEC node avail-
able simultaneously in Lines 11-14 and Lines 15-20, respectively. The SEVP algorithm
terminates when C cannot be reduced any more.

Operations like closing multiple available MEC nodes and making multiple MEC nodes
available simultaneously would increase the complexity of local search significantly, and
therefore are not considered. Note that different from local search algorithms developed
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for the SSCFL problem [23], the SEVP algorithm assigns VPFs to MEC nodes by solving
Linear Programming (LP) problems instead of using local search, and therefore it can scale
to large systems. In what follows we use the SEVP algorithm as a basis of comparison for
the RVP algorithm.

6 Numerical Results
In what follows we evaluate the RVP and the SEVP algorithms in terms of operational cost,
efficiency, and scalability. For the evaluation we simulated a 50km × 50km metropolitan
area, based on a map of the city of Milan, Italy, including locations of the BSs (http://opencellid.org/),
and used the k-means algorithm for selecting the subset of MEC nodes, as shown by the
blue dots in Figure 3.

Sensors and actuators were uniformly placed in the simulation area. Each sensor and
actuator sends and receives data through the nearest BSs. Each VPF is associated with an
actuator and with 5 sensors chosen at random. The probability that sensor s is associated
with f is inversely proportional to the square of the distance da,s between the sensor s and
the actuator a associated to f ,

P (yf,s = 1 | zf,a = 1) =
1/d2

a,s∑
s′∈S 1/d2

a,s′
. (43)

We model the wireless transmission cost ci,b between a sensor or an actuator i ∈ A ∪ S
and BS b ∈ B to be inversely proportional to the maximum data rate of the link given by
its Shannon capacity,

ci,b =
n

log2

(
1 +

p0d
−h
i,b

N0

) ,

where n is a positive cost coefficient, p0 is the fixed transmit power of the transmitter, di,b
is the distance between i and b, h is the path loss factor, and N0 is the Additive White
Gaussian Noise (AWGN). This cost model is reasonable since a radio link with a lower
unit capacity requires more radio resource (e.g., radio spectrum) for the same bitrate.

In terms of failure scenarios, we include the single node failure of each MEC node and
the scenario that all the MEC nodes are suitable. We set the occurrence probability πl of
the scenarios by first choosing a failure rate ul ∼ Unif(1, 10), l ∈ L for each scenario,
and used the normalized failure rate as probability, πl = ul/

∑
l ul. The failure rate is

widely used to assess hardware components in operating systems, network design, and in
the manufacturing industry [33–35]. As it only appears in the objective function, the choice
of πl has limited impact on the running time of the algorithms. The results shown are the
averages of 100 simulations, the confidence intervals are at the 95% confidence level. The
system parameters are summarized in Table 2.
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Figure 3: The simulated 50km × 50km metropolitan area, based on a map of the city of
Milan, Italy. Blue dots show the location of the MEC nodes.

Table 2: System Parameters

Parameter Value
Number of BSs |B| = 15, 30

Number of MEC nodes |M| = 15, 30

Number of Sensors |S| = 100
Number of VPFs |F | = 8, 16, . . . , 80
Availability Cost Fm ∼ Unif(1, 100)
Placement Cost pm,f ∼ Unif(1, 10)
Termination Threshold ε = 2% of UB

6.1 Cost Performance
As baseline of comparison for the RVP and the SEVP algorithms we use a greedy algo-
rithm, which only executes Lines 1-4 of Algorithm 1 to minimize the sub-problem cost.

We start with comparing the cost performance of the RVP, the SEVP, and the greedy
algorithm with respect to the number of VPFs. Figure 4 shows the total cost and the sub-
problem cost of the RVP and the SEVP algorithm normalized by that of the greedy algo-
rithm, for 30 MEC nodes as a function of the number of VPFs. In terms of the total cost, the
RVP algorithm outperforms the SEVP algorithm, which outperforms the baseline greedy
algorithm. It is interesting to observe that in terms of the sub-problem cost the greedy al-
gorithm performs better than the RVP and the SEVP algorithm. This is because the greedy
algorithm optimizes the sub-problem cost at the price of increasing the availability cost,
while the RVP algorithm performs joint optimization over the availability cost and the sub-
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Figure 4: Normalized total cost and sub-problem cost vs. the number of VPFs for a system
of 30 MEC nodes.
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Figure 5: AURC vs. the number of VPFs for a system of 30 MEC nodes.

problem cost to minimize total cost, and the SEVP performs local search to lower the total
cost. Furthermore, the SEVP algorithm tends to perform close to the greedy algorithm
when the number of VPFs is high. This is because as |F| increases more MEC nodes have
to be made available to accommodate the VPFs, and thus there are less feasible solutions
that the SEVP algorithm can find. Clearly, in practice the performance gain of the RVP and
the SEVP algorithm compared to the greedy algorithm depends on the system parameters,
mainly Fm and pm,f .

Besides the total cost, we consider the average utilization ratio of capacities (AURC) as
a second performance metric,

AURC =
| F |∑

l∈L πl
∑
m∈M rl,mωmvm

. (44)

The AURC shows how well the algorithms utilize the available MEC nodes. Figure 5
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Figure 6: Average number of MEC nodes that are made available vs. the number of VPFs
for a system of 30 MEC nodes.

shows the AURC of the available MEC nodes for the scenario shown in Figure 4. The
results show that both the RVP and the SEVP algorithm outperform the greedy algorithm
by up to 63% and 57%, respectively.

Figure 6 shows the average number of MEC nodes that are made available for the
scenarios shown in Figure 4. We observe that on average the RVP and the SEVP algorithms
make less MEC nodes available than the greedy algorithm. Note that in general making less
MEC nodes available is not equivalent to a high AURC. For example, an algorithm that
makes a few MEC nodes with high capacity available to host a few VPFs would achieve a
low AURC.

6.2 Convergence and Efficiency of the RVP algorithm
Figure 7 shows the convergence of the RVP algorithm for 40 VPFs and 30 MEC nodes.
The solid line and the dotted line show the lowest upper bound and the lower bound in each
iteration, respectively. During each of the iterations that the UB is absence, the algorithm
encountered an infeasible set of MEC nodes made available by the master problem, and
thus an infeasibility cut has been added. In the example convergence happens after 204
iterations, i.e., after considering 204 subsets ofM. As a comparison, using an exhaustive
search over all subsets of MECs nodes would have to consider 230 ≈ 1.07e9 subsets ofM.

Figure 8 shows the average running time of the three algorithms as a function of the
number of VPFs for 15 and 30 MEC nodes. First, we focus on the scenarios with |M| = 30.
While the running time of the greedy algorithm is in general lowest, as expected, it is
determined by the dimension of the sub-problems, and thus it increases as |F| increases.
Compared to the greedy algorithm, the running time of the SEVP algorithm is heavily
influenced by local search, especially when the number of VPF is low, as in this case local
search can generate many feasible solutions. Compared to these two algorithms, the RVP
algorithm needs to solve an IP problem and multiple LP problems in each iteration, thus its
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Figure 7: The convergence performance of the RVP algorithm for solving a sam-
ple VPF placement problem with 40 VPFs and 30 MEC nodes. The RVP algo-
rithm converges at iteration 204.
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Figure 8: Average running time for 15 and 30 MEC nodes vs. number of VPFs.

running time is in general higher. It is worth noting that the running time of RVP decreases
when |F| is increased beyond 40. This is because increasing |F| increases the number
of MEC nodes that are needed to be made available, and therefore the feasible region of
variable vm decreases. As an effect, the RVP algorithm needs fewer iterations to converge,
and therefore its running time decreases.

The results for |M| = 15 in Figure 8 show similar behavior as those for |M| = 30.
Comparing the running time of RVP for |M| = 15 and |M| = 30 indicates that the running
time of RVP scales exponentially with |M|. This is because increasing |M| increases the
dimension of the master problem, of the subproblems and their dual, and of the feasibility
problems and their dual. Also, the number of sets of MEC nodes that make the VPF place-
ment feasible increases as |M| increases. Similarly, the SEVP and the greedy algorithm
take more time for 30 MEC nodes than for 15 MEC nodes due to the increased dimension
of the problem, but the difference in terms of running time is significantly smaller than for
RVP. It is interesting to see that when |F| = 80, the SEVP algorithm takes about the same
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Figure 9: Distribution of the running time by the RVP algorithm and the baseline
RVP algorithm for a system with 30 MEC nodes and 16 VPFs.
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Figure 10: Distribution of the number of iterations by the RVP algorithm and the
baseline RVP algorithm for a system with 30 MEC nodes and 16 VPFs.

time for 30 MEC nodes and for 15 MEC nodes. This is because the SEVP algorithm has to
make most of the MEC nodes available to host 80 VPFs, and thus the number of solutions
that SEVP can explore is limited.

Finally, comparing Figures 4 and 8 we can obtain interesting insight into the cost vs.
running time trade-off. It is interesting to see that for |F|=8 the running time of the RVP
algorithm is lower than that of the SEVP algorithm, and at the same time this is when RVP
provides the highest cost performance improvement over SEVP. Thus, when the system
is lightly loaded, RVP is clearly superior to the SEVP algorithm. At the same time, for
moderate to high number of VPFs the SEVP algorithm has significantly lower running time
than RVP, at the price of a somewhat higher total cost, and may provide a good trade-off
between cost and computational complexity.

In what follows we evaluate the benefit of including constraints (12) and (13) in the
master problem (Section 4.1) and of the proposed initialization (Section 4.4). For the
evaluation, we implemented RVP without constraints (12) and (13) and with initializa-
tion v̄(0) = e. We refer to this as baseline RVP. Recall that by Lemma 2 the difference of
cost obtained by the two versions of RVP is negligible. Figure 9 shows the distribution of
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the running time for a system with 30 MEC nodes and 16 VPFs, while Figure 10 shows the
distribution of the number of iterations for the same scenario. The markers on the curves in
Figure 9 and 10 show the average values of the corresponding quantities. Figure 9 shows
that the percentiles of the running time for the RVP algorithm are about one fourth of those
for the baseline RVP. This is because constraints (12) and (13), and the alternative initial-
ization effectively tighten the feasible region of the variables. Therefore, in general RVP
requires less iterations to converge, as Figure 10 shows that the percentiles of the number
of iterations for RVP are also about one fourth of those for the baseline RVP. Overall,
constraints (12) and (13), and the alternative initialization can speed up the convergence
for the RVP by up to 400% for the considered problem instances.

Besides showing the importance of constraints (12) and (13) and the proposed initial-
ization, Figures 9 and 10 show that the average running time and the average number of
iterations for the RVP algorithm are higher than the corresponding median values. This is
caused by a number of problem instances that take a very long time to converge. In prac-
tice, a larger convergence threshold ε at the price of relatively higher cost can shorten the
running time.

Overall, our results show that joint optimization of the available MEC nodes and the
placement of VPFs can provide a significant cost reduction compared to a greedy allocation
and a local search heuristic, and the proposed VPF algorithm is a computationally efficient
solution for moderate instances of the resilient VPF placement problem.

7 Conclusion
We have proposed a framework and an algorithm for solving problem of the resilient place-
ment of virtual process control functions with the objective to minimize the computing and
communication cost subject to capacity and resilience constraints. The iterative algorithm
we proposed makes use of the special structure of the optimization problem, and together
with a linear relaxation, the Benders decomposition based approach effectively reduces the
search space. Extensive numerical results show that the proposed algorithm reduces the
total cost significantly compared to a greedy baseline algorithm and a local search heuris-
tic. Furthermore, the numerical results show that the proposed algorithm can scale to larger
problem instances, independent of the number of resilience scenarios, and we note that its
running time can be further reduced if the feasibility and infeasibility cuts are computed in
parallel on a per scenario basis.

Our work is a first step towards the study of resilient process control function place-
ment in 5G mobile networks. Interesting extensions of our work include the investigation
of column generation methods for solving the virtual process control function placement
problem, and on-line algorithms for dynamic virtual process control function migration to
support mobility, e.g., for unmanned aerial vehicles.
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Abstract

We consider the migration of virtualized services (VSs) in Mobile Edge Computing
(MEC) under a time constraint, so as to facilitate server maintenance, load balancing
under mobility, improved energy efficiency and resource utilization, and timely incident
response. We consider VSs that have to be migrated from a source placement to a target
placement, while maintaining service continuity as much as possible. We formulate the
VS migration problem as an integer programming problem, and analyze its complex-
ity. We propose an efficient algorithm for computing when and in what order the VSs
shall be migrated among the MEC nodes. The algorithm is based on a decomposition of
the migration dependency graph into line graphs of bounded length, and we character-
ize the conditions under which the algorithm yields the optimal solution. We evaluate
the proposed algorithm in terms of total service value, efficiency, and scalability, and
compare it to the optimal solution and to the widely used Wedelin heuristic. Extensive
simulations show that our algorithm is computationally effective, and performs close to
optimal.

1 Introduction
Mobile Edge Computing (MEC) is emerging as a solution for providing distributed com-
puting and storage resources at the edge of cellular networks. Due to the proximity of
computing resources to the end-users, MEC promises to relieve the mobile backhaul from
the increasing bandwidth demands of data intensive applications, and to satisfy the stringent
delay and availability requirements of emerging real-time applications [1]. Notable exam-
ples of such applications are computational offloading for capacity-constrained Internet of
Things (IoT) devices for smart city and smart home applications, mobile big data analytics,
vehicular clouds, and augmented reality [2–8].

In these applications, virtualized MEC computing and storage resources are used for
executing Virtualized Services (VSs) corresponding to end-user applications. VSs provide
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benefits to end users and to operators alike. They provide performance isolation, and en-
able to adapt the placement of VSs as a function of wireless bandwidth availability and in
response to device mobility, e.g., in case of unmanned aerial vehicles (UAVs). At the same
time, VSs allow MEC operators to perform load balancing in response to spatial and tem-
poral changes in application workloads, due to, e.g., mobility. They also facilitate improved
energy efficiency and resource utilization [6, 9]. Furthermore, they can also serve as an en-
abler of fast automated incident response, as upon an intrusion or a fault event VSs can be
migrated, i.e., reinstantiated from a trusted source, on MEC nodes that are known to operate
normally.

A fundamental prerequisite for adaptive MEC resource management is fast VS migra-
tion scheduling that avoids service degradation, and is able to react at the time scale at
which workloads change. Existing works on migration scheduling were motivated by data
center clouds, which serve large areas and user workloads that tend to change slower due to
statistical multiplexing, and thus their focus has been mostly on maintaining service avail-
ability [10–17]. On the contrary, in the case of MEC, individual nodes will serve relatively
small areas, and wireless conditions can change rapidly. Thus, it will be essential for mi-
gration to be fast.

Maintaining service availability is, unfortunately, contradicting migration under time
constraints. On the one hand, if MEC resources are scarce then migration may require
certain VSs to be shut down temporarily to meet the migration time constraints. On the
other hand, even if MEC resources are abundant, migration may require VSs to be shut down
for resolving deadlocks. The optimal solution depends on the amount of time available for
migration, on MEC resource availability, and on the service availability requirements of
VSs, which makes scheduling of migration particularly challenging under time constraints.

In this paper, we address the problem of scheduling VS migration with the objective of
maximizing service availability subject to a migration time constraint. We consider a sys-
tem in which a set of VSs has to be migrated from a source placement to a target placement.
Each VS is associated with a service value according to the importance of the service it
provides. We formulate the time constrained VS migration (TCVM) problem as an integer
programming (IP) problem, and and show that it is computationally hard in general. We
consider approaches for reducing the dimension of the problem, and we propose an efficient
iterative algorithm for computing a migration schedule. Numerical results show that the pro-
posed algorithm can achieve near-optimal performance with low computational complexity,
and it can outperform the state of the art Wedelin heuristic for solving IP problems.

The rest of the paper is structured as follows. We review the related work in Section 2
and introduce the system model and problem formulation in Section 3. We analyze the
problem complexity in Section 4. We present our solution to the VS migration problem
in Section 5. In Section 6 we provide numerical results, and we conclude the paper in
Section 7.
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2 Related Work
Closely related to our work is the area of Virtual Machine (VM) migration. The VM mi-
gration scheduling problem has attracted significant attention lately, for performance and
energy efficiency, and for downtime minimization. Authors in [10] formulate the VM mi-
gration problem to find a migration schedule that satisfies security, dependency and per-
formance requirements, but does not consider the minimization of the migration time and
the downtime. [11] proposes a VM consolidation algorithm that computes the placement
of VMs to reduce the number of running servers, and schedules the migrations to reach
the new placement. The consolidation problem is formulated as a constraint programming
problem with linear and binary variables, subject to the resource capacity of the servers.
The migration schedule is then computed using off-the-shelf optimization solvers, without
consideration of the computational complexity. Different from our work, the problem of mi-
gration deadlock is not considered, and the migration algorithm is targeted for the purpose
of VM consolidation.

Related to our work are recent works on VM migration scheduling for migration time
and downtime minimization [12–17]. Due to the complexity of the VM migration prob-
lem, the solution approaches in these works are based on heuristics or approximations. [12]
addresses the VM migration scheduling problem for pre-copy based live migrations for mul-
tiple VMs, with consideration of the server capacity and the network bandwidth. The paper
proposes a heuristic algorithm to minimize the total migration time and the downtime of the
VMs. To handle the case where there is a migration deadlock, a heuristic deadlock handling
algorithm is proposed. [16] considers live VM migration with the objective of minimizing
the total migration time. The paper proposes a heuristic that is applicable to the scenarios
with post-copy based VM migration and with energy consumption budget.

[13] considers maximizing the network bandwidth for VM migration, so as to minimize
the total migration time indirectly. The paper assumes that a VM can be migrated only if
the allocated bandwidth exceeds a pre-defined threshold, and as such the indirect approach
results in an approximation. [17] considers maximizing the network transmission rate for
VM migration within the context of Software-defined Networks, and allows a VM to be
migrated through multiple paths. The paper formulates the migration scheduling problem
as an mixed integer linear programming (MILP) problem, and proposes a solution based on
linear approximation.

[14] proposes a heuristic VM migration solution to minimize the total migration time
and the downtime. The proposed heuristic limits parallel VM migration to the VMs that
do not share the same network link, even if there are available resources on the servers,
and does not address the problem of migration deadlock. [15] models the VM migration
problem with an Integer Linear Problem (ILP), and provides a heuristic based on analyzing
the dependencies of the VMs and the individual migration time. The problem of migra-
tion deadlock is addressed by interrupting the VM with the lowest migration time, but the
migration time constraints are not considered.

In order to minimize the interruption of VMs providing important services, cost mini-
mization based VM migration can be used. [18] formulates the problem of minimum cost
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VM migration as a constraint satisfaction programming problem, using a cost model based
on the size of the memory of the VMs, and hence it does not consider importance of different
VMs or migration time constraints.

Also related to ours are the works on the migration scheduling of Virtual Data Cen-
ters (VDCs), which are Infrastructure as Service platforms and consist of a pool of virtual
resources (e.g., VMs and virtual links). [19] considers the problem of scheduling the migra-
tion of VDCs among physical data centers with the objective of optimizing the migration
time, the migration cost, and the total downtime. This problem is solved by a heuristic
that first allocates physical resources to a VDC, and then finds a migration path subject to
bandwidth constraint. However, the solution migrates one VDC at a time, and thus yields
suboptimal solutions.

To the best of our knowledge our work is the first to consider migration scheduling under
migration time constraints, with the objective of maximizing service availability. This paper
extends our previous work [20] in three important ways. First, it generalizes the system
model by considering VSs that require different numbers of time slots to enter the running
state. To accomplish this extension, this paper subsequently reconstructs the IP formulation
of the problems, and generalizes the theoretical results and their proofs. Second, this paper
proposes an improved MEC slot assignment for the proposed algorithm, and proves that it
induces the minimal number of dependency relations. The numerical results show that this
initialization method distinctly improves the total service value compared to the algorithm
proposed in [20]. Third, this paper significantly extends the numerical results by evaluating
the proposed algorithm in a container based real-time control testbed.

3 System Model and Problem Formulation

3.1 System model
We consider a set F = {f1, f2, . . . , f|F|} of VSs to be placed on a setM of MEC nodes.
Each VS is meant to provide a service. We consider that a VS instance on a MEC node can
be in one of three states.

• Powered off is the state when a VS instance is shut down, and hence it does not
provide service.

• Running is the state when a VS is providing service. A service experiences a service
outage if there is no VS instance of it in the running state. A VS instance in the
running state can be shut down immediately, and then it enters the powered off state.

• Starting is the state when a VS instance is preparing for the running state (e.g., loading
and booting the VS image, initializing the VS instance and network connections). A
VS instance cannot provide service in the starting state. We assume that the images
of the VSs are cached locally so as to avoid transferring them through the network,
which may be resource and time consuming. The images can be kept up-to-date by
various patching schemes [21].
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Without loss of generality we can divide time into slots of equal length, and we denote
by bk ∈ Z>0 the number of slots that VS k spends in the starting state. Since a VS can be
shut down immediately, we consider that a VS instance can enter the starting state or can
be shut down at the beginning of a time slot. We will refer to these time slots as migration
rounds, and we denote by T the target number of migration rounds, i.e. the total time
available for migration. Furthermore, we denote by vk the value of the service provided by
VS fk ∈ F per migration round, for example, vk can represent the importance of fk or the
utility of executing fk.

We use the binary variable xm,k,i to indicate whether an instance of VS fk is placed on
MEC nodem ∈M in migration round i, i.e., it is in the starting state or in the running state,
and we define xi = (x1,1,i, . . . , x|M|,|F|,i). We refer to xi as the placement in migration
round i. We denote by xs and xt the source placement and the target placement of the VSs,
respectively; thus we have x0 = xs, and xT = xt, which ensures the VSs to be in the
running state after migration. For convenience, we denote by Ms

k = {m ∈M|xm,k,0 = 1}
and M t

k = {m ∈M|xm,k,T = 1} the source node and the target node of fk, indicating the
MEC node on which fk is placed in xs and xt, respectively.

We consider that a VS instance in the starting state or in the running state requires one
unit of server resource, and we denote by ωm the number of VS instances that can be placed
on a MEC node m ∈ M. This assumption is reasonable, as industrial applications require
isolation for performance and security reasons and have tight delay requirements; hence a
single VS would be allocated an independent running environment, for example, a VM or
a container (such as Dockers). Partitioning hypervisors, such as Jailhouse, which provide
performance isolation, do not allow to oversubscribe resources, and thus it is likely that
the number of VMs (or containers) that a MEC node can host would be constrained by the
number of CPUs [22]. Our assumption of unit resource requirement is motivated by these
considerations, and we comment on the generalization of our approach to integer resource
requirements in Section VII. A VS instance in the powered off state does not consume any
computational resources, thus

∑

k

xm,k,i ≤ ωm, ∀m, i. (1)

We use the binary variable em,k,i to indicate whether an instance of VS fk is in the
running state on MEC node m in migration round i. The decision variables correspond to
the states of the VSs, as shown in Table 1. Clearly, a VS instance has to be placed on a MEC
node m for at least bk time slots in order to enter the running state, hence

bk∑

j=1

xm,k,i−j ≥ em,k,ibk, ∀m, k, i ≥ bk + 1, (2)

em,k,i ≤ em,k,0, ∀m, k, i ≤ bk. (3)

Moreover, if VS fk is in the running state on MEC node m in time slot i, it should be
placed on MEC node m in time slot i,
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Table 1: Decision variables and the states of VSs

xm,k,i em,k,i State
1 0 Starting
1 1 Running
0 0 Powered off

Table 2: Table of Notations

Sets
F Set of VSs
M Set of MEC nodes

Parameters
bk Number of rounds for the starting state of fk ∈ F
Ms

k Source node of fk ∈ F
M t

k Target node of fk ∈ F
T Target number of migration rounds
vk Service value of fk ∈ F
ωm Number of VSs that m ∈M can host

Decision Variables

xm,k,i =

{
1, fk ∈ F is placed on m ∈M in round i
0, otherwise

em,k,i =

{
1, fk ∈ F is running on m ∈M in round i
0, otherwise

xm,k,i − em,k,i≥0, ∀ m, k, i > 0. (4)

If VS fk is placed on MEC node m from the time slot i− bk to i− 1, it can only be in
the running state or the powered off state on m in time slot i,

bk∑

j=1

xm,k,i−j + (xm,k,i − em,k,i)≤bk, ∀m, k, i ≥ bk + 1. (5)

3.2 Problem formulation
We are now ready to formulate the time constrained VS migration (TCVM) problem. For
a given source placement xs, target placement xt, and target number of migration rounds
T ∈ N, the TCVM problem is to maximize the total value of the VS instances in the running
state while migrating the VSs,
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maximize
xm,k,i,em,k,i

T∑

i=1

|F|∑

k=1

∑

m∈M
vkem,k,i

subject to (1)− (5)
∑

m

(xm,k,i − em,k,i) ≤ 1, ∀k, i
∑

m

em,k,i ≤ 1, ∀k, i

x0 = xs,xT = xt,

xm,k,i, em,k,i ∈ {0, 1}, ∀m, k, i

(P1)

The additional constraints in the problem formulation ensure that in every migration
round there is at most one instance of each VS in the running state, and at most one instance
of each VS in the starting state. These two constraints ensure that the potential interruption
of a VS is not compensated by running multiple instances of a VS in another migration
round. The most frequently used notations are summarized in Table 2.

4 Complexity Analysis

4.1 TCVM Problem Complexity
Problem (P1) is an IP problem, and as such is computationally hard in general. Nonethe-
less, since (P1) has integer constraints and a constraint matrix with elements belonging to
{−1, 0, 1}, if the constraint matrix of (P1) is totally unimodular, the linear relaxation of (P1)
has an integral optimal solution that corresponds to the integer solutions of (P1). Unfortu-
nately, our next result shows that the constraint matrix of (P1) is not totally unimodular in
general.

Proposition 1. The constraint matrix of the TCVM problem (P1) is not totally unimodular
for T ≥ 3, |F|≥ 3, |M|≥ 2, and ωm ≥ 2 ∀m. Hence, a linear relaxation of (P1) does not
provide an optimal solution to (P1).

Proof. For any instance of the TCVM problem if there exists a VS fk with bk > 1, the
constraint matrix contains at least one element that is neither ±1 nor 0, and therefore the
constraint matrix is not totally unimodular [23, Section 19.1]. Thus, to prove that the con-
straint matrix of the TCVM problem is not totally unimodular, it is sufficient to consider the
problem instances with bk = 1 ∀k and to show that the constraint matrix has a submatrix
whose determinant is neither ±1 nor 0.

To show this, let A be the constraint matrix of a problem with T = 3, |M|= 2, ω1 =
ω2 = 2, and |F|= 3. Let us now construct submatrix A1 by taking the rows of A that
correspond to constraints
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x2,1,2 + x2,2,2 + x2,3,2 ≤ 2, (6)
x2,1,3 + x2,2,3 + x2,3,3 ≤ 2, (7)
− x1,2,2 + e1,2,3 ≤ 0, (8)
− x2,1,2 + e2,1,3 ≤ 0, (9)
x2,1,3 − e2,1,3 ≤ 0, (10)
x1,2,2 + x2,2,2 − e1,2,2 − e2,2,2 ≤ 1, (11)
x1,2,3 + x2,2,3 − e1,2,3 − e2,2,3 ≤ 1. (12)

By taking the columns that correspond to variables x1,2,2, x2,1,2, x2,2,2, x2,1,3, x2,2,3,
e1,2,3, and e2,1,3 in A1, we get a 7× 7 square submatrix A2 of A1,

A2 =




0 1 1 0 0 0 0
0 0 0 1 1 0 0
−1 0 0 0 0 1 0
0 −1 0 0 0 0 1
0 0 0 1 0 0 −1
1 0 1 0 0 0 0
0 0 0 0 1 −1 0




. (13)

It is easy to verify that the determinant of A2 is 2, and A2 is a submatrix of A, which
proves that A is not totally unimodular (Theorem 19.3 [23]).

Furthermore, as A is a submatrix of the constraint matrix for any problem with T ≥
3, |F|≥ 3, |M|≥ 2, and ωm ≥ 2 ∀m, the constraint matrix for any problem instance with
T ≥ 3, |F|≥ 3, |M|≥ 2 and ωm ≥ 2 ∀m contains A2 as a submatrix, and hence it is not
totally unimodular. Thus, the linear relaxation of (P1) does not provide an optimal solution
to (P1) (Corollary 19.2, [23]).

4.2 Reducing the Problem Input Size
Motivated by this negative result, it may be tempting to try to reduce the size of a problem
instance by only considering the set Fm = {fk|Ms

k 6= M t
k,∀fk ∈ F} of the VSs that

need to be migrated, and to ignore the set Fu = {fk|Ms
k = M t

k,∀fk ∈ F} of the VSs
that have the same placement in xs and xt. Doing so reduces the number of VSs and MEC
nodes to be considered, and may result in a new problem that can be solved optimally using
LP relaxation. Unfortunately, as the below example shows, this approach may lead to a
suboptimal result, as VSs in Fu may need to be interrupted to obtain an optimal solution.

Example 1. Consider a system with |F|= 3, Fu = {f1}, v2, v3 � v1, bk = 1 ∀fk, |M|=
3, and ωm = 1 ∀m ∈ M. Let the migration time constraint to be T = 4. Since the VSs
fill up the capacities of the MEC nodes, at least one of the VSs has to be interrupted during
the migration. Every optimal migration schedule would interrupt f1 only, as illustrated by
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Figure 1: An optimal migration schedule for a system with 3 VSs. Solid frame indicates
running state, dashed frame starting state.

one of the optimal schedules shown in Figure 1. The solid and the dashed frames indicate
being in running and in starting states, respectively. Since v1 is much lower than v2 and v3,
f1 is turned off in x1 such that MEC node 1 can host f3 temporarily, and f2 and f3 can be
migrated to their target MEC nodes without interruption in x2 and x3, respectively. Then
in x4 VS f1 is started again in MEC node 1.

The following result shows that similar examples can only be constructed for T ≥
2 min{bk|fk ∈ Fm}+ min{bj |fj ∈ Fu}.
Proposition 2. For the TCVM problem, an optimal solution cannot interrupt a VS fj ∈ Fu

unless T ≥ 2 min{bk|fk ∈ Fm}+ min{bj |fj ∈ Fu}. Thus, for T < 2 min{bk|fk ∈
Fm}+ min{bj |fj ∈ Fu} it is sufficient to consider Fm for computing an optimal solution.

Proof. Consider an optimal solution, in which a VS fj ∈ Fu is interrupted to host fk ∈
Fm on M t

j temporarily, so as to avoid interrupting fk. It takes bk rounds to start fk on
M t

j , and then it takes another bk rounds to start one instance of fk on M t
k, while keeping

one instance of fk running on M t
j . Finally, it takes bj more rounds to start fj on M t

j

again. Therefore an optimal solution may interrupt a VS fj ∈ Fu only if T ≥ (2bk + bj).
Consequently, it is enough to consider Fm for computing an optimal solution when T <
2 min{bk|fk ∈ Fm}+ min{bj |fj ∈ Fu}.

For T ≥ 2 min{bk|fk ∈ Fm}+ min{bj |fj ∈ Fu} it is not enough to consider Fm, but
as we show next, for problem instances with identical bk it is sufficient to consider at most
2|Fm| VSs, instead of |F| VSs, to compute an optimal solution.

Proposition 3. For a system with F = Fm ∪ Fu and bk = b0 ∀fk ∈ F , it is sufficient to
consider at most 2|Fm| VSs for computing an optimal solution when T ≥ 2 min{bk|fm ∈
Fm}+ min{bj |fj ∈ Fu} = 3b0.

Proof. It is clear that the proposition holds when |Fu|≤ |Fm|, since the maximal number
of VSs that can be considered is |F|= |Fm|+|Fu|≤ 2|Fm|.

For |Fu|> |Fm| we analyze the maximal number of VSs that need to be considered for
computing an optimal solution in two cases.
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Algorithm 1: Building The Dependency Graph
Input : F

1 Create a graph G = (F , E), where E = ∅.
2 for ∀fk ∈ F do
3 if F s(σt

k) 6= ∅ then
4 Add edge (fk, F

s(σt
k)) to E

Output : G

1. For T = 3b0, each interrupted VS in Fu can be used for the migration of one VS in Fm,
and thus an optimal solution interrupts at most |Fm| VSs. Therefore it is sufficient to
consider the |Fm| VSs with the lowest values in Fu, and the VSs in Fm, that is 2|Fm|
VSs in total.

2. For T > 3b0, each VS in Fu can be interrupted to host at least one VS in Fm for at least
one round temporarily, and therefore the number of VSs that need to be considered for
computing the optimal solution is at most as much as for T = 3b0.

We can thus reduce the number of VSs to be considered for computing an optimal so-
lution by using Propositions 2 and 3. However, due to the complexity of the problem, it is
infeasible to solve even moderate sized instances of the TCVM problem. Therefore in what
follows we propose an efficient heuristic to solve the TCVM problem.

5 The migration dependence graph decomposition algo-
rithm

In this section we propose an efficient heuristic to solve the TCVM problem. First, we
analyze the source and the target placement of the VSs to create a dependency graph G.
We then convert G into a graph that only consists of disjoint linear subgraphs. Finally, we
cut the linear subgraphs into short subgraphs so as to generate a migration schedule that
satisfies the migration time constraint. In what follows we describe each step in detail.

5.1 Creating and assigning MEC slots
As a first step, for each MEC node m we create a set Sm of MEC slots, |Sm|= ωm, and we
denote by smn ∈ Sm the nth MEC slot of MEC node m. Each MEC slot can host one VS.
We denote by S =

⋃
m∈M Sm the set of all MEC slots. We then assign each VS fk to one

MEC slot on its source MEC node Ms
k and to one MEC slot on its target MEC node M t

k,
referred to as the source slot σs

k and the target slot σt
k, respectively. Finally, we define the

functions F s(s) = {fk : σs
k = s} and F t(s) = {fk : σt

k = s}. We say that a MEC slot
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Figure 2: The dependency graph of a sample system with 5 VSs

s ∈ S is available if F s(s) = F t(s) = ∅, and we denote by S0 the set of available MEC
slots.

When assigning source and target slots for VSs, a straightforward way could be to assign
MEC slots randomly. However, as we will show later, the MEC slot assignment affects the
total value of VSs in the migration schedule significantly, and thus we propose to assign
MEC slots as follows. We assign the MEC slots in Sm as source slots in increasing order
of their indices, i.e., sm1 , s

m
2 , . . . , s

m
ωm

. On the contrary, we assign the MEC slots in Sm as
target slots in decreasing order of their indices, i.e., smωm

, smωm−1, . . . , s
m
1 . As we will show

later, the proposed assignment minimizes the dependencies between VSs.

5.2 Building the dependency graph
In general if the target slot σt

k of VS fk is not assigned to any VS in xs then fk can be
migrated immediately. Otherwise, fk has to wait for the VS on σt

k to be migrated, or for
it to be interrupted. To create a dependency graph, we start with defining the dependency
relation between two VSs as follows.

Definition 1. For any two VSs fk and fj , we say that fk depends on fj if the target slot of
fk is the source slot of fj , that is, σt

k = σs
j , and we denote the dependence of fk on fj by

fk → fj .

To describe the dependency relations among the VSs, we create the directed graph G =
(F , E), which we call the dependency graph. Each vertex in G corresponds to a VS, and
there is an edge (fk, fj) ∈ E if fk depends on fj . The dependency graph can be built in
polynomial time using Algorithm 1, which goes through each VS to check if an edge needs
to be added according to the function F s(s).

In the dependency graph G, the VSs can be classified into four categories according to
their location.

• A VS is a head VS if it has one incoming edge but no outgoing edge.

• A VS is an interior VS if it has one incoming edge and one outgoing edge.
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Algorithm 2: Breaking Cyclic Paths
Input : Cyclic path Pc = {f1, f2, . . . , f|Pc|}

1 if S0 6= ∅ then
2 for ∀fk ∈ Pc do
3 if ∃s ∈ S0 ∩ Sm where m = M t

k then
4 Set σt

k = s
5 S0 = S0 \ s
6 Terminate Algorithm 2

7 Migrate f1 temporarily to any MEC slot s ∈ S0

8 Migrate f1 to σt
1 after f|Pc| has been migrated

9 S0 = S0 \ s
10 else
11 Let k′ = argmin{vk|fk ∈ Pc}
12 Pac = {fk′+1, fk′+2, . . . , f|Fc|, f1, f2, . . . , fk′}.

Output : Pac

• A VS is a tail VS if it has one outgoing edge but no incoming edge.

• A VS is isolated if it is not incident to any edge.

Observe that the dependency graph consists of a set Pa of disjoint linear subgraphs, and
of a set Pc of disjoint circular subgraphs. We refer to the subgraphs in Pa and Pc as acyclic
and as cyclic paths, respectively. Figure 2 shows a sample dependency graph of a system
with |M|= 3, ω1 = 3, ω2 = ω3 = 2, and |F|= 5. The subgraph induced by {f1, f2} is
an acyclic path, and f1 and f2 are the tail and the head VSs, respectively. The subgraph
induced by {f3, f4} is a cyclic path. Finally, f5 is isolated.

An acyclic path can be used to generate a migration schedule that does not interrupt
any VS, by migrating the VSs from their source slots to their target slots starting with the
head VS following the edges in the opposite direction. Nevertheless, a cyclic path has to be
converted into an acyclic path to be able to generate a migration schedule. We discuss this
step in the following.

5.3 Breaking cycles
In what follows we propose an efficient algorithm to convert cyclic paths to acyclic paths.
The pseudo-code of the algorithm is shown in Algorithm 2. The algorithm considers a cyclic
path Pc = {f1, f2, . . . , f|Pc|} ∈ Pc,

f1 ← f2 ← . . .← f|Pc|, andf|Pc| ← f1. (14)

The length of the path Pc is denoted by lPc
=
∑

fk∈Pc
bk. If there are available MEC slots

(S0 6= ∅), the cyclic path Pc can be converted to an acyclic path without interrupting any VS
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in one of two ways. If there exists a slot s ∈ S0 on M t
k for any VS fk ∈ Pc, the algorithm

reassigns s as the target slot of fk, which converts Pc into an acyclic path Pac. Otherwise,
if there is no available slot s ∈ S0 on any of the target MEC nodes of the VS fk ∈ Pc, then
the algorithm first migrates VS f1 temporarily to an empty slot s, and then migrates f1 to
its target slot σt

1 after f|Pc| has been migrated. This way the algorithm converts the cyclic
path to an acyclic path at the cost of adding an extra migration round.

Finally, if there is no available MEC slot (S0 = ∅), the algorithm converts the cyclic
path by interrupting the cheapest VS in Pc for |Pc| rounds, as shown in Lines 11-12. The
following theorem shows that the total value of the VSs interrupted by Algorithm 2 is min-
imal.

Theorem 1. For a cyclic path Pc, the sum value of the VSs interrupted by the solution given
by Algorithm 2 is minimal.

Proof. It is clear that when S0 is not empty, the cyclic path Pc can be converted to an acyclic
path without interrupting any VS, and therefore the sum value of the interrupted VSs is 0,
which is minimal.

Consider now that S0 is empty, and assume that the algorithm converts Pc into a set Pac

of acyclic paths. Let us denote by lPac
the length of path Pac ∈ Pac, and by vac the value of

the tail VS of Pac. Then the sum value C of the interrupted VSs in Pac during the migration
is C =

∑
Pac∈Pac

vaclPac .
Let us denote by v? = min{vk|fk ∈ Pc}. Then for any Pac we have

C =
∑

Pac∈Pac

vaclPac

≥
∑

Pac∈Pac

v?lPac = v?
∑

Pac∈Pac

lPac = v?lPc (15)

Therefore when S0 = ∅, the minimal sum value of the interrupted VSs for converting
Pc into Pac is v?lPc . When S0 = ∅ Algorithm 2 interrupts the VS fk′ with vk′ = v? for
lPc

rounds at the cost of v?lPc
, which is the minimal sum value of the interrupted VSs, and

Pac = {Pac}.

5.4 Cutting long acyclic paths
After executing Algorithm 2 for each cyclic path Pc ∈ Pc, all the paths are acyclic, but the
length of some paths may exceed the migration time constraint T . We refer to such paths
as long paths, and as a next step, we have to cut those into paths that are at most T long,
referred to as short paths.

Let us consider an acyclic long path Pl = {f1, f2, . . . , f|Pl|},
f1 ← f2 ← . . .← f|Pl|.

Note that since this path is long, we have T < lPl
. We use the decision variable yk ∈ {0, 1}
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to denote whether Pl will be cut after fk ∈ Pl, and we define y|Pl| = 1 as f|Pl| is a tail VS.
We denote by y = {y1, y2, . . . , y|Pl|} the solution of the problem of cutting long path
Pl. If we cut this long path into short subpaths, the tail VS of each subpath, except f|Pl|,
will have to be interrupted for the duration of the migration period of the subpath that it
belongs to. For example, if we cut Pl after f3 (y3=1), f4 takes the slot of f3 in the first
migration round, and f3 is started in the (b1 + b2 + 1)th round and starts providing service
in the (b1 + b2 + b3 + 1)th round. Therefore the number of interrupted rounds for f3 is
(b1 + b2 + b3), which is the length of the path.

Clearly, when cutting a long path into multiple short subpaths, the sum value of the
interrupted VSs contributes to the loss of service due to migration, and should thus be
minimized. For convenience, we define the variable yk,j = min{yk, ȳk−1, ȳk−2, . . . , ȳj},
where k > j, and ȳj is the negation of yj . yk,j = 1 if fk is the tail VS on a subpath, and fk
and fj are on the same subpath. If VS fk and fj are not on the same subpath, Pl must be cut
at least once between fj and fk, and therefore there exists ȳn = 0 with j ≤ n ≤ k − 1 and
yk,j = 0. Our next result shows that the problem of cutting a long path can be formulated
as an IP problem.

Proposition 4. Let us define Lt
k = max{l ∈ {1, 2, . . . , k} |∑l−1

a=0 bk−a ≤ T} as the maxi-
mal number of VSs on a subpath, with fk as the tail VS. Observe that Lt

k is independent of
yk and yk,j . We can then formulate the problem of cutting a long path as the following IP
problem,

minimize
yk,yk,j ,dk,j,r

C (y) =



|Pl|−1∑

k=1

vk




Lt
k−1∑

a=1

yk,k−abk−a + ykbk




 (16)

subject to
Lt

k−1∑

a=1

yk,k−abk−a + ykbk ≤ T, ∀k, (17)

yk,j > yk − dk,j,0, ∀k, j, (18)
yk,j > 1− yk − dk,j,r, ∀k, j, j ≤ r < k, (19)

j∑

r=0

dk,j,r = j, (20)

yk, yk,j , dk,j,r ∈ {0, 1} ∀k, j, j ≤ r < k. (21)

Proof. Consider that fk, k 6= |Pl| is the tail VS of a subpath. Then the length of this
subpath is at most

(∑Lt
k−1

a=1 yk,k−abk−a + ykbk

)
, which is the duration of interruption of

fk. Consequently, the interruption cost for solution y can be expressed as the objective
function C(y). Furthermore, constraint (17) enforces that the length of any subpath is at
most T .

Constraints (18)-(20) are the so called “big M constraints” according to the definition of
yk,j (Section 3.2.4 in [24]), and dk,j,r are slack variables, hence the result.
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Our next result shows that the long path cutting problem can be solved efficiently when
the values of the VSs are homogeneous.

Theorem 2. Consider an acyclic long path Pl = {f1, f2, . . . , f|Pl|} and time constraint
T < lPl

. If vk = v0 ∀fk ∈ Pl then there exist optimal solutions with cost

v0


lPl

−
Lt

|Pl|−1∑

a=0

b|Pl|−a


 .

Proof. Without loss of generality, we assume that in a feasible solution of the long path cut-
ting problemPl has been divided into a set of successive subpathsPs = {P1, P2, . . . , P|Ps|}.
Since the VSs have the same value v0, the total interruption cost C for the solution is

C =
∑

Pp 6=P|Ps|

v0lPp = v0
∑

Pp 6=P|Ps|

lPp = v0
(
lPl − lP|Ps|

)
. (22)

Since the maximal number of VSs in the subpath P|Ps| is Lt
|Pl|, the minimal cost

C? = v0

(
lPl
−∑Lt

|Pl|−1
a=0 b|Pl|−a

)
. Furthermore, we can construct the optimal solution

as follows. First we cut Pl after the first |Pl|−Lt
|Pl| VSs such that the last subpath contains

the last Lt
|Pl| VSs of Pl. Then we cut the rest of Pl arbitrarily such that the length of each

subpath is at most T .

In what follows we use Theorem 2 for developing a heuristic for the general case, based
on local search. The pseudo-code of the heuristic is shown in Algorithm 3. The heuristic
first obtains a feasible solution by the approach proposed in the proof of Theorem 2 and
updates y accordingly. Then the heuristic iteratively goes through each VS fk to check if
the total interruption cost can be reduced by applying an operation to fk. The set Ok of
applicable operations for fk depends on the location of fk, and is shown in Table 3. If such
an operation exists, it applies the operation, otherwise it keeps the previous solution. The
algorithm terminates when the total interruption cost cannot be further reduced.

5.5 Migration dependence graph decomposition algorithm
We are now ready to summarize the migration dependence graph decomposition (DGD)
algorithm. The pseudo-code of the algorithm is shown in Algorithm 4. First we initialize
the set S of MEC slots, F s(s) and F t(s) (Line 1). We then create a set Sm of MEC slots
for each MEC node m, and append Sm to S, as shown in Lines 2-4. We assign each VS fk
a source and a target slot and update the functions F s(s) and F t(s) (Lines 5-9). Next, we
build the dependency graph G according to Algorithm 1 (Line 10), and convert the cyclic
subgraphs of G to acyclic subgraphs using Algorithm 2 (Lines 11-13). Finally, we cut each
long path Pl into a set Ps of short paths (Lines 14-16) to replace Pl in Pa. The algorithm
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Algorithm 3: Cutting Long Paths
Input : Acyclic long path Pl = {f1, f2, . . . , f|Pl|} and T

1 Obtain a feasible solution by the approach proposed in the proof
of Theorem 2 and update y accordingly.

2 Interruption cost C = C(y)
3 while C can be reduced do
4 for ∀fk ∈ Pl do
5 for ∀o ∈ Ok do
6 Apply the operation o and update y
7 C ′ = C(y)
8 if C ′ < C then
9 C = C ′

10 else
11 Discard o and restore y

Output : Ps

Table 3: Available operations for VS fk

Head Interior Tail Isolated

Move fk to the previous path ! !

Move fk to the next path ! !

Make fk isolated ! ! !

Cut the path after fk !

Cut the path after fk−1 !

results in a set Pa of acyclic short paths, which can be used to generate a VS migration
schedule within the time constraint T .

In Algorithm 4 breaking cyclic paths and cutting long paths could cause VS interrup-
tions, which reduces the total value of VSs. As the next example shows, MEC slot assign-
ment has a significant impact on the number of VS interruptions needed.

Example 2. Consider a system with M = {m1,m2}, ω1 = ω2 = 2, F = {f1, f2},
M t

1 = Ms
2 = m2, and M t

2 = Ms
1 = m1. If the MEC slots are assigned as Figure 3 (a)

shows, the dependency graph consists of a cyclic path Pc. To generate a migration schedule
with T = 1, one VS has to be interrupted by breaking Pc into an acyclic path Pac and
then by cutting Pac into two short paths. However, if the MEC slots are assigned in a way
that avoids inducing a dependency relation between f1 and f2 (e.g., the target slot of each
VS is not assigned as source slot for any VS), as the example shows in Figure 3 (b), the
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Algorithm 4: DGD Algorithm

1 S = ∅, F s(s) : S 7→ {∅}, and F t(s) : S 7→ {∅}
2 for ∀m ∈M do
3 Create a set Sm of MEC slots with |Sm|= ωm

4 S = S ∪ Sm

5 for ∀ fk ∈ F do
6 σs

k = s
Ms

k
n , where n = min{n|F s(s

Ms
k

n ) = ∅}
7 Add σs

k 7→ fk to function F s(s)

8 σt
k = s

Mt
k

n , where n = max{n|F t(s
Mt

k
n ) = ∅}

9 Add σt
k 7→ fk to function F t(s)

10 Build dependency graph G = Pc ∪ Pa by Algorithm 1
11 for ∀ Pc ∈ Pc do
12 Convert Pc into acyclic path Pac by Algorithm 2
13 Pa = (Pa\Pc) ∪ Pac

14 for ∀ long path Pl ∈ Pa do
15 Cut Pl into a set Ps of short paths by Algorithm 3
16 Pa = (Pa\Pl) ∪ Ps

Output : Pa

dependency graph consists of only two isolated VSs, and no VS needs to be interrupted.

The following result shows that the proposed MEC slot assignment in Algorithm 4 can
help to increase the total value of the VSs in the migration schedule.

Proposition 5. The MEC slot assignment in Algorithm 4 induces the minimal number of
dependency relations.

Proof. We consider a MEC node m ∈M, and we denote by Fs
m the set of VSs of which m

is the source node, and by F t
m the set of VSs of which m is the target node. It is easy to see

that if |Fs
m|+|F t

m|≤ ωm the MEC slot assignment will not induce any dependency relation
among the VSs in Fs

m ∪ F t
m.

When |Fs
m|+|F t

m|> ωm, let us consider an arbitrary dependency relation fk → fj with
M t

k = Ms
j = m. To prove the proposition, it is sufficient to show that it is infeasible to re-

solve fk → fj without inducing a new dependency relation, which requires to reassign one
available MEC slot in m as the source slot of fj or as the target slot of fk. However, since
|Fs

m|+|F t
m|> ωm and Algorithm 4 assigns {sm1 , . . . , sm|Fs

m|} and {smωm−|Ft
m|+1, . . . , s

m
ωm
}

to VSs as source and target slots, respectively, there is no available MEC slot in m.

The following result shows that the DGD algorithm computes the optimal solution to
the TCVM problem under certain conditions.

Theorem 3. Consider a TCVM problem with |M|= |F|, ωm = 1 ∀m, and vk = v0 ∀fk.
Then the solution given by the DGD algorithm is optimal.
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(a)

(b)

Figure 3: (a) A sample MEC slot assignment that induces a cyclic path. (b) A sample MEC
slot assignment that induces two isolated VSs.

Proof. We prove the theorem by contradiction. We denote by xh the solution of the DGD
algorithm, and assume that xh is not optimal. When ωm = 1 ∀m, the assignment σs

k

and σt
k are unique for each VS fk, and therefore the dependency graph G is unique. The

suboptimality of xh thus requires that the result of at least one of the Algorithms 2 and 3 is
not optimal with respect to its inputs.

Since |M|= |F| and ωm = 1 ∀m, and each MEC slot must host one VS both in xs

and xt, we know that S0 = ∅. Therefore, Algorithm 2 is optimal with respect to its input,
according to Theorem 1. Furthermore, Theorem 2 shows that when the values of all VSs are
homogeneous, Algorithm 3 is also optimal with respect to its input. Since both Algorithm 2
and 3 are optimal with respect to their inputs when |M|= |F|, ωm = 1 ∀m, and the value
of all the VSs are homogeneous, xh must be optimal.

Besides the complete DGD algorithm that is described in Algorithm 4, it is tempting
to consider two variants of it. The first variant solves (16)-(21) instead of using Algorithm
3 to cut the long paths, and thus can potentially provide a higher total service value than
the complete DGD algorithm. The other variant is the DGD algorithm that skips the local
search in Algorithm 3, and has a lower running time than the complete DGD algorithm.
We refer to the former and the latter variant of the DGD algorithm as DGD-optPB and
DGD-noLS algorithm, respectively. As we next show, the DGD-noLS algorithm is indeed
computationally lightweight.

Theorem 4. The DGD-noLS algorithm has worst case complexity O(|M|+|F|).
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Proof. It is easy to see that Lines 2-4 and Lines 5-9 in Algorithm 4 have complexityO(|M|)
and O(|F |), respectively. Furthermore, the DGD-noLS algorithm calls Algorithm 1, which
has complexity O(|F |).

In terms of breaking a cyclic path Pc, the worst case is when S0 6= ∅ and Lines 2-9
in Algorithm 2 are executed. Since Lines 2-6 has complexity O(|Pc|), and Lines 7-9 has
complexity O(1), the Algorithm 2 has worst case complexity O(|Pc|+1). When all the
paths are cyclic, it takes O(

∑
Pc∈Pc

(|Pc|+1) ≤ O(2|F|) = O(|F|) time to break all the
cyclic paths.

Finally, the Line 1 of Algorithm 3 is executed for each long path, and has complex-
ity O(|Pl|) to set y. In the worst case that all the paths are long, cutting the long paths
takes O(

∑
Pl∈Pc

|Pl|) = O(|F|) time. Therefore the DGD-noLS algorithm has worst case
complexity O(|M|+|F|).

6 Numerical Results
In this section we evaluate the performance of the DGD algorithm in terms of efficiency,
scalability, and total service value. We simulated systems with ωm = 6, ∀m and vk is a
uniformly distributed integer variable on [1, 50], representing the priority of fk according
to the importance of its real-time performance from low to high. For example, services
with vk = 1 could correspond to predictive maintenance applications for automotive and
smart grid applications, while services with vk = 50 could correspond to real-time state
estimation and UAV control, corresponding to the highest importance. In each simulation
the source node Ms

k and the target node M t
k of VS fk ∈ F are uniformly selected from

the MEC nodes with free computing resources. The results shown are the averages of 100
simulations, and the confidence intervals are at the 95% confidence level.

To benchmark the DGD algorithm, we compare it with the optimal solution and the
Wedelin heuristic. The optimal solution is obtained by using the MILP solver of the Matlab
Optimization Toolbox, which is based on branch and bound. The Wedelin heuristic is a
general heuristic for IPs in the following form,

maximize
z

cz

subject to Az = b
(P3)

where z is the vector of binary variables, and A is a matrix with elements belonging to
{0, 1,−1}. The Wedelin heuristic is based on the Lagrangian relaxation of (P3), and mod-
ifies the coefficients of the objective function iteratively. The Wedelin heuristic is widely
used to solve large scale IPs, for example the crew scheduling problem in the airline indus-
try [25, 26].

To evaluate the benefit of introducing the improved MEC slot assignment in Section 5.1,
we implemented the DGD, the DGD-noLS, and the DGD-optPB algorithms also without
the improved initialization, and refer to them as baseline DGD, baseline DGD-noLS and
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Figure 4: NLSV vs. number of VSs (|F|), |M|=80, T=4.

baseline DGD-optPB, respectively.

6.1 Service value performance
We start with evaluating the service value performance of the DGD algorithm. To compare
different scenarios on a common scale, we define the Normalized Loss of Service Value
(NLSV) as

NLSV =

∑T
i=1

∑
fk∈F

∑
m∈M vk(1− em,k,i)

T
∑

fk∈F vk
, (23)

i.e., as the ratio of the total service value of the interrupted VSs during migration and the
total service value of the VSs without migration. The NLSV quantifies the service degrada-
tion during VS migration, and has a negative linear relation with the objective function of
(P1).

Figure 4 shows the NLSV of the eight algorithms as a function of the number |F| of
VSs, for a system with |M|= 80, bk = 1 ∀fk, and T = 4. The optimal solution and the
Wedelin heuristic only scale up to |F|= 60 and |F|= 120, respectively, while DGD-optPB
and baseline DGD-optPB scale up to |F|= 360. The figure shows that the DGD algorithm,
the DGD-optPB algorithm and the Wedelin heuristic perform close to optimal as long as
the optimal solution can be computed. The results also show that the NLSV of the DGD al-
gorithm increases as |F| increases. However, note that as |F| increases, the optimal NLSV
also increases as a result of the decreasing free MEC capacity. As an extreme example,
when |F|= 480 it is easy to see that migrating any VS without VS interruption is infea-
sible. Furthermore, the DGD algorithm causes significantly lower NLSV than its baseline
version, e.g., for |F|= 300 less than one fifth. This is because the improved MEC slot as-
signment reduces the number of dependency relations, and therefore reduces the number of
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Figure 5: NLSV vs. time constraint (T ) for a system with |M|= 80 and |F|= 360 for the
DGD and the baseline DGD algorithms.

long paths to be cut. When the system is highly loaded, the gap between the DGD and the
baseline DGD decreases since there is a smaller chance for the improved MEC slot assign-
ment to avoid creating dependency relations. The comparison between the DGD-noLS and
the baseline DGD-noLS, and between the DGD-optPB and the baseline DGD-optPB also
show similar trends.

Finally, the results show that the DGD algorithm outperforms the DGD-noLS algorithm
by more than 10% point when the number of VSs is high, and performs close to the DGD-
optPB algorithm. This shows that the local search is an essential component of the DGD
algorithm, and contributes significantly to maintaining a low NLSV.

In what follows we evaluate the impact of the distribution of bk on the performance of
the DGD algorithm. Figure 5 shows the NLSV of the DGD algorithm and of the baseline
DGD algorithm for a system with |M|= 80, |F|= 360 and three distributions of bk with
mean value of 2. The first distribution is P (bk = 2) = 1, the second one is P (bk =
1) = P (bk = 3) = 0.5, and the last one is P (bk = 1) = 0.25, P (bk = 2) = 0.5, and
P (bk = 3) = 0.25. It is interesting to see that for the first distribution of bk, when T is
even increasing T by one results in a lower decrease in the NLSV compared to the other
distributions. This is because increasing T from an even number to an odd number does
not increase the search space of the local search for the first distribution, while the local
search may find better solutions for the other two distributions. The results also show that
the distribution of bk has limited impact on the NLSV, and therefore we use bk = 1 in the
rest of the simulations.

Figure 6 shows the NLSV of the DGD and the baseline DGD algorithms for four com-
binations of |M| and |F| with respect to T . The results show that the NLSV decreases as
T increases, with a decreasing marginal gain. This is because a larger T requires fewer
acyclic paths to be cut and therefore results in less VS interruptions. The results also show
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Figure 6: NLSV vs. time constraint (T ) for combinations of |M| and |F| for the DGD and
the baseline DGD algorithms.

that for the scenarios with same |F|, the NLSV of the DGD algorithm decreases as |M|
increases. This is because increasing |M| leads to a lower chance to generate cyclic paths
and long paths. Comparing the performance of the baseline DGD algorithm for different
scenarios leads to similar conclusions. Practically, the trade-offs above allow to tune the
NLSV performance by configuring the system load and T .

6.2 Efficiency and scalability
Figure 7 shows the running time of the eight algorithms as a function of |F|, for the same
scenario as in Figure 4. Compared with the optimal solution and the Wedelin heuristic, the
DGD algorithm and its variants have orders of magnitude lower running time, and scale sig-
nificantly better. It is interesting to see that the optimal solution and the Wedelin heuristic
intersect after |F |= 60. This is because when the dimension of the problem is relatively
small, it is easier for the optimization solver to find the optimal solution, while the Wedelin
heuristic still needs to go through the constraints and solve the problem iteratively. The scal-
ability of the Wedelin heuristic is mainly limited by the fact that it requires the coefficient
matrices of the problem instances to be stored.

Comparing different versions of DGD, we observe that the superior performance of
DGD-optPB comes at the cost of a significantly higher execution time compared to DGD
(due to solving (16)-(21)), while skipping local search (DGD-noLS) provides a large speedup
in the case of many VSs (at the price of twice NLSV).

Overall, the results show that the DGD algorithm is an effective, efficient, and scal-
able algorithm for solving the TCVM problem, and allows to balance between the solution
quality, VS migration time, and the computation complexity of finding a solution.
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Figure 7: Running time vs. number of VSs (|F|), |M|=80, T=4.

Figure 8: Architecture of the testbed.

6.3 Experimental results
To investigate the applicability and the performance of the proposed DGD algorithm in real
systems, we set up a container based real-time control testbed. The testbed consists of a
number of inverted pendulums, simulated by Python programs, and each pendulum is con-
trolled by a PID controller run in a Docker container. In this testbed the controllers are
the VSs. The controllers are further placed within five MEC nodes. Each MEC node is a
Linux host with docker environment that can host one VS at the same time. To automate
and coordinate the management of the VSs, we deploy Kubernetes within the architecture.
The Kubernetes master communicates with a resource manager, which monitors the fail-
ures and attacks in the architecture. When a migration is needed, the resource manager
sends a request to the migration scheduler to compute the migration schedule online by us-
ing the DGD algorithm and then instructs the Kubernetes master to migrate the pendulum
controllers. The architecture of the testbed is shown in Figure 8.

In the following we show results for |F|= 4 pendulums. The service value vk of VS fk
is inversely proportional to the square of the length of the pendulum that it controls. This
setting is reasonable since the time to fall of a pendulum is approximately proportional to the
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Figure 9: ASSCE when migrating four pendulums among |M|= 5 MEC nodes, under
various time constraints (T ).

square of its length, and setting the service value in such a way guides the DGD algorithm
to avoid interrupting the pendulums that are easy to fall. At time t = 0 the pendulums
are initialized and their controllers are placed according to a source placement. At t = 10
seconds the network delay between MEC node 1 and its connected pendulums is increased
due to a network failure, and the resource manager triggers VS migration at t = 20 seconds.
After the migration is done, all the pendulums enter the stable state again. To evaluate the
control performance of the pendulums we use the squared control error, which is the angle
between the pendulum and the vertical position. Figure 9 shows the accumulated sum of
the squared control error (ASSCE) of the system as a function of t, with respect to different
target number of migration rounds T . The results show that decreasing T can decrease
the ASSCE of the system when the migration is done. For example, when the migration
is finished the ASSCE for T = 2 is about 78% of that for T = 4. While seemingly
contradicting to the results shown in Figure 6, the decrease of the ASSCE for low T is due
to the nonlinearity of the control error during VS interruption. It is also interesting to see
that decreasing T can also increase the gradient of the ASSCE, since a smaller T usually
requires to interrupt more VSs per migration round. These observations show that time
constrained VS migration and the DGD algorithm allow to tune the control error and the
migration time in a real system.

7 Conclusion
We have proposed an algorithm for solving the problem of scheduling virtualized services
migration with the objective of maximizing service availability subject to a target migration
time. The iterative algorithm we proposed builds and decomposes a migration dependency
graph to generate a migration schedule. Extensive numerical results show that the pro-
posed algorithm achieves near-optimal performance with low computational complexity,
and scales significantly better than the state of the art Wedelin heuristic for solving binary
programming problems. Furthermore, the numerical results show that the proposed algo-
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rithm allows to balance between the solution quality, migration time, and the computation
complexity of finding a solution. An interesting extension of our work is to consider virtu-
alized services with heterogenous capacity requirements. In this case the migration depen-
dency graph becomes a directed graph, which has to be decomposed into a set of polytrees
with maximum stretch at most the migration time constraint.
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Abstract

Migrating virtualized services (VSs) in mobile edge clouds is essential for maintain-
ing service quality under mobility, for optimizing resource utilization, and for respond-
ing to incidents. We consider migrating VSs with heterogeneous resource requirements
from a source placement to a target placement under a time constraint, while maintain-
ing service continuity as much as possible. We formulate the VS migration problem
as an integer programming problem, and propose an efficient algorithm to compute
sequences of migration actions. The algorithm is based on a graphical representation
of the VS dependencies, and constructs a collection of acyclic directed hypergraphs
with bounded length. We evaluate our algorithm in realistic scenarios and compare it
to the optimal solution and to a baseline algorithm. Extensive simulations show that
our algorithm achieves near-optimal performance, and is computationally efficient and
scalable.

1 Introduction
Service virtualization benefits end users by reducing capital costs and by enabling flexible
resource scaling, with performance isolation, high reliability and security. Examples of
Virtualized Services (VSs) can be network functions, content caches, primitives of com-
putational offloading for Internet of Things (IoT) devices and for in-network data analyt-
ics [1–4].

A promising architecture for hosting VSs for latency critical and high bandwidth ap-
plications is Mobile Edge Computing (MEC). As a key enabler for 5G, MEC provides
distributed computation and storage resources in the proximity of end users, with high per-
formance and low latency. A fundamental primitive for resource management when hosting

*This work was partly funded by the MSB CERCES project.
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VSs in MEC is scheduling VS migration. VS migration is necessary for MEC node main-
tenance, and it also facilitates load balancing and performance optimization under shifting
workloads caused by user mobility. Representative emerging use cases are the control and
monitoring of unmanned aerial vehicles (UAVs) and self-driving cars. VS migration also
enhances resilience, for example, in case of cyber attacks or device failures a VS can be
migrated to a MEC node that operates normally to recover service availability.

A critical requirement for scheduling VS migration within MEC is to make fast reaction
to workload shifts and incidents. Existing works on migration scheduling mainly consider
data center clouds, which serve large areas with slowly shifting workloads, and thus they
mostly focus on maintaining service availability, without considering the migration time
constraints. Compared to data centers, MEC nodes serve relatively small areas and thus
the workloads may shift fast, which requires fast VS migration so as to accommodate user
mobility and to satisfy QoE requirements.

Fast VS migration within MEC is constrained by the requirement of maintaining ser-
vice continuity during migration and by the available computing resources. This is because
migrating VSs while maintaining the service continuity requires extra computing resources,
and thus some of the VSs may need to be turned off to make resources available for fast
migration. Additionally, during migration a VS transits through multiple phases, in each
of which a VS has different resource requirements and service availability. Therefore com-
puting an optimal solution requires joint consideration of the available resources, the load
of the system, the phases of migration, and the availability requirements of VSs. These
factors together make VS migration under time constraints extremely challenging.

In this paper we address the problem of scheduling the migration of VSs under time
constraint, with the objective of maximizing the service continuity during VS migration.
We consider a set of MEC nodes with computational capacity for hosting a set of VSs. Each
VS requires some computational resources for providing a service, and is associated with a
value according to the service it provides. The VSs are initially placed according to a source
placement, and they need to be migrated to a target placement within a time constraint. We
formulate the VS migration scheduling (VMS) problem as an integer programming (IP)
problem, and propose an efficient heuristic for solving the VMS problem. We prove that
the heuristic terminates in a finite number of iterations. By simulations we benchmark our
algorithm against the optimal solution and against a baseline algorithm. Numerical results
show that our algorithm achieves near-optimal performance, and is efficient and scalable.

The rest of the paper is organized as follows. Section 2 reviews the related work and
Section 3 introduces the system model and problem formulation. Section 4 presents our
solution to the VMS problem and Section 5 presents the numerical results. Finally, Section
6 concludes the paper.

2 Related Work
Closely related to our work is the area of Virtual Machine (VM) migration. VM migration is
recognized as a key enabler for improving performance optimization and energy efficiency
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for various cloud architectures. [5] considers VM migration for server consolidation in
data centers, and proposes a framework to compute a VM placement and to schedule VM
migration subject to server capacity. The solution relies on solving constraint programming
problems by an optimization solver, and does not consider the complexity. Authors in [6]
consider the problem of scheduling VM migration to satisfy the requirement of the VMs
in terms of resources, security, and communication, but the migration time minimization is
not considered.

Related to our work are recent works on VM migration scheduling for migration time
and downtime minimization [7–11]. Due to the complexity of modeling VM migration,
those works propose solutions based on heuristics or approximations. Authors in [7] ad-
dress the problem of minimizing the total migration time of VMs while considering energy
consumption. The problem is solved by using an optimization solver with the assistance
of a proposed heuristic. [8] proposes a heuristic for minimizing VM migration time and
downtime in data centers. The proposed heuristic limits parallel VM migration to VMs
that utilize different network links and different hosting servers, even if there are sufficient
servers and network resources. [12] considers maximizing the transmission rate for VM mi-
gration in a Software Defined Network (SDN), and thus indirectly minimizes the total mi-
gration time. The paper formulates a mixed integer linear programming (MILP) problem,
and reduces it to a maximum multicommodity flow problem by ignoring the bandwidth
constraints, for which an approximation algorithm is proposed.

An important issue in VM migration is to handle migration deadlocks, which is explic-
itly considered in [9,10]. Authors in [9] propose a heuristic for scheduling VM migration so
as to minimize the migration time and downtime, under the constraints of network topology
and bandwidth capacity. The proposed solution resolves a migration deadlock by migrat-
ing the VM with the minimal migration cost to a temporary location. [10] formulates the
VM migration problem as an Integer Linear Problem (ILP), and provides a heuristic that
migrates VMs in descending order of their weight, based on the dependencies among the
VMs. In case of a migration deadlock, the algorithm interrupts the VM with the lowest
weight.

For considering the impact of VM migration on the service availability of VMs, cost
minimization based VM migration can be adopted. Authors in [11] compute the VM mi-
gration cost based on the memory consumption of a VM and they formulate a constraint
satisfaction programming problem to minimize the overall VM migration cost. However,
the importance of different VMs or migration time constraints are not considered.

Closest to our work is [13], which considers scheduling the migration of VSs with
homogeneous resource requirements, and proposes a solution based on a top-down ap-
proach, which decomposes the migration dependency graph. Our work goes beyond [13]
substantially by considering VSs with heterogeneous resource requirements. Due to this
heterogeneity, the dependencies between VSs form a hypergraph, which requires a com-
pletely different solution approach. In this paper, we propose a bottom-up approach that
constructs a hypergraph from an empty graph, opposite to the top-down approach. Nu-
merical results show that for migrating VSs with heterogeneous resource requirements, our
bottom-up approach outperforms the top-down approach based solution significantly, while
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the top-down approach provides lower execution time when the number of VSs is low.

3 System Model and Problem Formulation

3.1 System Model

Table 1: Decision variables and the states of VSs

xm,k,i em,k,i State
1 0 Starting
1 1 Running
0 0 Powered off

We consider a setF = {f1, f2, . . . , f|F|} of VSs, each of which provides some service.
The VSs are placed on a setM of MEC nodes. We consider that a VS instance on a MEC
node can be in one of three states.

• Powered off is the state when a VS instance is turned off, and hence it cannot provide
service.

• Running is the state when a VS instance is providing service. A VS outage occurs
when there is no instance of a VS in running state. A VS instance in the running state
can be turned off immediately, in which case it enters the powered off state.

• Starting is the state when a VS instance is turned on and is performing a set of
operations to get ready for the running state, for example, loading the VS image
from storage, configuring runtime environment, and setting up network connections.
We denote by ts the time that a VS spends in the starting state, and consider that a
VS instance cannot provide service in the starting state.

Since a VS instance can enter the powered off state immediately, while it takes a VS
instance ts time to enter the running state, we divide time into slots of length ts to facilitate
the scheduling. A VS can be turned on or off at the beginning of each slot. We will refer
to these time slots as migration rounds, and we denote by T the target number of migration
rounds, i.e. the total time available for migration. Furthermore, we denote by vk the value
of the service provided by VS fk ∈ F per migration round in the running state.

We use two binary variables to jointly indicate the state of a VS instance. In migration
round i the binary variable xm,k,i indicates whether an instance of fk is placed on MEC
node m ∈ M, and the binary variable em,k,i further indicates whether an instance of VS
fk is in the running state on MEC node m. There is a unique mapping between the value
of the decision variables and the states of the VSs, as shown in Table 1. To make sure that
a VS makes valid transitions among different states, a set of constraints has to be satisfied.
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First, if VS fk is in the running state on MEC node m in time slot i, it should be placed on
MEC node m during the same time slot,

xm,k,i − em,k,i ≥ 0, ∀m, k, i. (1)

Moreover, a VS instance has to be placed on a MEC node m for one time slot to enter the
running state, hence

xm,k,i−1 ≥ em,k,i, ∀m, k, i. (2)

Also, if VS fk is placed on MEC node m in the time slot i − 1, it can be either in the
running state or in the powered off state on m in time slot i,

xm,k,i−1 + xm,k,i − em,k,i ≤ 1, ∀m, k, i. (3)

We denote by xi = (x1,1,i, . . . , x|M|,|F|,i) the placement of the VSs in migration
round i. We denote by xs and xt the source placement and the target placement of the
VSs, respectively; thus we have

x0 = xs, and xT = xt, (4)

which ensure the VSs to be in the running state after migration.
We also consider that VS migration is constrained by computational resources. We

denote by ωm the amount of computational resources on MEC node m for hosting VSs,
and we consider that VS fk requires rk ∈ Z≥0 computational resources in the starting or in
the running state. A VS instance in the powered off state does not require any computational
resources, thus

|F|∑

k=1

xm,k,irk ≤ ωm, ∀m, i. (5)

For the sake of simplicity, we assume that both rk and ωk are integers. This assumption
is reasonable considering that the number of virtual CPUs (e.g., cores) is an integer, and
bare metal partitioning hypervisors, such as Jailhouse [14] allocate an integer number of
virtual CPUs to each process to ensure isolation.

3.2 Problem Formulation
We are now ready to formulate the VMS problem. The VMS problem is to compute a
migration schedule for migrating VSs from a source placement xs to a target placement xt

within T migration rounds, with the objective of maximizing the total value of the VS
instances in the running state during the migration.
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maximize
xm,k,i,em,k,i

T∑

i=1

|F|∑

k=1

∑

m∈M
vkem,k,i

subject to (1)− (5)
∑

m

(xm,k,i − em,k,i) ≤ 1, ∀k, i
∑

m

em,k,i ≤ 1, ∀k, i

xm,k,i, em,k,i ∈ {0, 1}, ∀m, k, i
T ∈ N

(P1)

The additional constraints in (P1) enforce that each VS can have at most one instance
in the running state and at most one instance in the starting state in each migration round.
These two constraints ensure that the potential interruption of a VS is not compensated by
running multiple instances of a VS in another migration round.

If the constraint matrix of problem (P1) is totally unimodular, the linear relaxation of
(P1) has optimal solutions correspond to integral optimal solutions of (P1). However, as
the variables in (5) have coefficients rk ∈ Z≥0, the constraint matrix of (P1) is not totally
unimodular in general. Due to the complexity of (P1), it is infeasible to solve even moderate
sized instances of the VMS problem by optimization solvers. Therefore we propose an
efficient heuristic to solve the VMS problem.

4 The migration dependence hypergraph construction al-
gorithm

In this section we propose an efficient heuristic to solve the VMS problem. First, we
analyze the source and the target placement of the VSs to create a dependency hypergraph
G, which consists of cyclic and acyclic paths. We then observe that a migration schedule
can be built based on acyclic paths, which motivates us to construct a hypergraph that
consists of acyclic paths only and we use it to generate a migration schedule that satisfies
the migration time constraint. In what follows we describe each step in detail.

4.1 Creating and Assigning MEC Slots
To begin with, for each MEC node m we create a set Sm of MEC slots that correspond to
the resources on MEC node m with |Sm|= ωm. We denote by smn ∈ Sm the nth MEC
slot of MEC node m. We then assign each VS fk to a set of rs MEC slots on its source
MEC node Ms

k and to a set of rs MEC slots on its target MEC node M t
k, referred to as the

set of source slots σs
k and the set of target slots σt

k, respectively. When assigning source
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(a) Source Assignment (b) Target Assignment

Figure 1: The MEC slot assignment for 3 VSs with r1 = 1, r2 = 2, and r3 = 3.

and target slots for VSs, a straightforward way could be to assign MEC slots arbitrarily.
However, as we will show later, the MEC slot assignment affects the total value of VSs in
the migration schedule, and thus we propose to assign MEC slots as follows.

For each MEC node m, we consider two algorithms for assigning MEC slots Sm as
source slots. The first algorithm orders the VSs on MEC node m in ascending order of
their resource requirement rk, and assigns to each VS the available MEC slots with the
lowest indices. We refer to this as the Smallest First (SF) algorithm. The second algorithm
orders the VSs on MEC node m in descending order of their resource requirement rk, and
assigns to each VS the available MEC slots with the lowest indices. We refer to this as
the Largest First (LF) algorithm. Figure 1 (a) illustrates the source slot assignment for 3
VSs, with r1 = 1, r2 = 2, r3 = 3, and Ms

1 = Ms
2 = Ms

3 = m. Since f1 has the
lowest resource requirement, f1 is assigned to σm

1 by the SF algorithm. On the contrary,
MEC slots {σm

1 , σ
m
2 , σ

m
3 }, which have the lowest indices, are assigned to VS f3 by the

LF algorithm, as f3 has the highest resource requirement. Similarly, we consider the SF
and the LF algorithms for the target slot assignment, but for the target slot assignment we
assign to each VS the available MEC slots with the highest indices. An example of the
target slot assignment is shown in Figure 1 (b), for the same set of VSs as in Figure 1 (a)
and assuming that the VSs use m as their target MEC node. Observe that the algorithm for
the source and the target slot assignment can be chosen independently, but as we will show
later, source assignment with the SF algorithm minimizes the number of hyperedges in the
dependency hypergraph.

4.2 Building the Dependency Hypergraph
In general if the target MEC slots σt

k of VS fk are not assigned to any VS in xs then fk can
be migrated immediately. Otherwise, fk has to wait for the VSs on σt

k to be migrated, or
for them to be interrupted. To create a dependency hypergraph, we start with defining the
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Algorithm 1: Building the Dependency Hypergraph
Input : F

1 Create a hypergraph G = (F , E , (qe)e∈E), where
E = ∅.

2 for ∀fk ∈ F do
3 if D(fk) 6= ∅ then
4 e = (fk, D(fk))
5 E = E ∪ {e} and qe = 0

Output : G

dependency relation between two VSs as follows.

Definition 1. For any two VSs fk and fj , we say that fk depends on fj if at least one of the
target slots of fk is a source slot of fj , that is, σt

k ∩ σs
j 6= ∅, and we denote the dependence

of fk on fj by fk → fj .

We define D(fk) = {fj : fk → fj ,∀fj ∈ F} and D−1(fk) = {fj : fj → fk,∀fj ∈
F} as the set of VSs that fk depends on and the set of VSs that depends on fk, respectively.
To describe the dependency relations among the VSs, we create the weighted directed
hypergraph G = (F , E , (qe)e∈E), which we call the dependency hypergraph. Each vertex
in G corresponds to a VS, and each hyperedge e ∈ E is an ordered pair of two disjoint sets
of VSs,

e = (F t
e,Fh

e ), (6)

where F t
e is the tail of e and Fh

e is the head of e. The edges are built based on the de-
pendency relations among the VSs: we form a hyperedge e = (fk, D(fk)) if D(fk) 6= ∅.
Therefore each hyperedge in G has only one tail but can have multiple heads. For a hyper-
edge e, we denote by qe its weight, which is initially set to 0; we will show how to update
qe later. Algorithm 1 summarizes the steps of building the dependency hypergraph. In the
dependency hypergraph G, we define paths as follows.

Definition 2. In the dependency hypergraph G = (F , E , (qe)e∈E), a path P ∈ G is a
weakly connected subgraph with P = (Fp, Ep). We say that P is cyclic, if there exists
a set of VSs {f1, . . . , fN} ∈ FP such that fk → fk+1 ∀k < N , and fN → f1. Otherwise,
P is acyclic and we define the length of P as the number of the constituent VSs of the
longest simple path on P , denoted by L(P ).

For convenience, we denote by P (fk) the path that fk is on. Among the two types of
paths, we are interested in acyclic paths, as we will show in the next subsection that an
acyclic path can be used for scheduling the migration of its constituent VSs.

4.3 Building Migration Schedules from Acyclic Paths
In an acyclic path the VSs are related to each other according to their locations. We define
the set F (fk)s = {fj : fk ∈ F t

e, fj ∈ Fh
e , e ∈ Ep} of VSs that have an incoming edge
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Figure 2: The dependency hypergraph of a sample system with 3 MEC nodes and 7 VSs.

from fk as the successors of fk. Similarly, the set F (fk)p = {fj : fj ∈ F t
e, fk ∈ Fh

e , e ∈
Ep} of VSs that have outgoing edges to fk are the predecessors of fk. Moreover, we
define fk as the tail of a path if F (fk)p = ∅, and define fk with F (fk)

s = ∅ as the
head of a path. Figure 2 shows a sample dependency hypergraph of a system with |M|=
3, ωm = 4 ∀m ∈M, and |F|= 7. The path induced by {f1, f2, f3, f4} is acyclic with
F (f2)

s = {f3, f4} and F (f2)p = {f1}, and the path induced by {f5, f6, f7} is cyclic.
Consider now an acyclic path P . To avoid VS interruption, VSs on P shall be migrated

according to a topological order such that fk will not be migrated until VSs in F (fk)s

are migrated. Since P is acyclic, a topological order of P exists and can be computed by
Algorithm 7.2 in [15] with complexity O(|EP |+|FP |). Let us define tmk to be the time slot
when fk is migrated from its source slots to its target slots. As we next show, tmk can be
computed easily.

Lemma 1. tmk can be calculated as

tmk =

{
1, if F (fk)s = ∅
max({tmj : fj ∈ F (fk)s}) + 1 if F (fk)s 6= ∅

(7)

Proof. Let us consider a VS fk that is to be migrated. If fk has no successor then fk can
be migrated immediately without waiting and therefore tmk = 1. Otherwise, fk waits for
all of its successors to be migrated. Upon migration, an instance of fj ∈ F(fk)s enters the
starting state at time slot tmj on MEC slots σt

j and then it enters the running state at time
slot tmj + 1. The instance of fj running on source slots σs

j can be turned off at time slot
tmj + 1 to make resource available for the migration of fk, thus (7) holds.

The steps to schedule the migration of VSs on path P are summarized in Algorithm 2.
In Algorithm 2, VS fk ∈ P cannot be interrupted by its predecessors on path P , but fk still
can be interrupted if VSs D−1(fk) are located on different paths. As an example, consider
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Algorithm 2: Compute Migration Schedule
Input : A path P = (FP , EP )

1 Sort FP according to its topological order
2 for fk ∈ FP do
3 if F (fk)s = ∅ then
4 Set tmk = 1
5 else
6 Set tmk = max({tmj : fj ∈ F (fk)s}) + 1

Output : tmk

that fj ∈ D−1(fk), and fk and fj are on different paths. fk will be interrupted if the
migration of fj is executed before the migration of fk is finished, which is tmj − tmk < 1.
Let us denote by tik the number of time slots that fk is interrupted, we can then write

tik = max({tmj − tmk + 1|fj ∈ D−1(fk)} ∪ {0}). (8)

We can use tik to calculate the sum interruption cost of the VSs on path P as

C(P ) =
∑

fk∈FP

tikck, (9)

and we refer to C(P ) as the cost of path P . Moreover, we can also use tmk to calculate the
length of an acyclic path P by the following result.

Lemma 2. The length of path P equals to the number of time slots to migrate the con-
stituent VSs of P .

Proof. First, we prove by contradiction that tmk is the number of VSs on the longest simple
path that starts with fk. Let us consider a VS f1 with tm1 = u. Since f1 is migrated at
time slot tm1 and the migration of each VS takes one time slot, there exits a simple path P1

consists of VSs FP1
= {f1, f2, . . . , fu}, with fj ∈ F (fj−1)s,∀j = 2, . . . , u. Clearly, the

length of P1 is tm1 .
Let us assume that the longest simple path that starts with f1 is P2, and FP2

=
{f ′1, f ′2, . . . , f ′v}, with f ′1 = f1 and f ′j ∈ F (f ′j−1)s,∀j = 2, . . . , v. If L(P2) > tm1 , it indi-
cates that f ′2 will be interrupted by f1, which violates the derivation of tm1 . If L(P2) < tm1 ,
the assumption that P2 is the longest simple path that starts with f1 is contradicted. There-
fore, L(P2) = tm1 and then the length of P can be calculated as

L(P ) = max({tmk : fk ∈ FP }), (10)

which is also the number of time slots to migrate the constituent VSs of P .

Inspired by the observations above, a hypergraph that consists of a set of disjoint acyclic
paths Pac can be used to build a migration schedule that solves the VMS problem if Pac
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has the following properties :

1. Complete :
⋃

P∈Pac
Fp = F .

2. Disjoint : FP ∩ FP ′ = ∅, ∀P, P ′ ∈ Pac.

3. Constrained : L(P ) ≤ T, ∀P ∈ Pac.

4.4 Migration Dependence Hypergraph Construction Algorithm
A natural way to find the set Pac would be to start from G and remove edges from it iter-
atively until the remaining paths are acyclic and satisfy the length requirement. However,
this requires to classify the paths on the hypergraph and to update their lengths and costs
whenever an edge is removed. The complexity of doing so can increase exponentially as
the number of VSs increases. For example, using the adjacency matrix of the dependency
graph G to identify all the cyclic paths requires to compute the |F|th power of a |F|×|F|
matrix [16]. Instead, we propose the migration dependency hypergraph construction (DHC)
algorithm, which works as follows.

Initialization: We initialize the DHC algorithm with the hypergraph G(0)ac = (F , ∅),
i.e., the empty graph. As the following result shows, the graph G(0)ac is a feasible solution
for the VMS problem, and thus a valid hypergraph to start from.

Lemma 3. G(0)ac = (F , ∅) is a feasible solution for the VMS problem.

Proof. Since the set of hyperedges on G(0)ac is empty, VSs on G(0)ac are disjoint. Then each
VS forms a path P (fk) =

(
FP (fk), EP (fk)

)
with FP (fk) = {fk} and EP (fk) = ∅. There-

fore the initial set of disjoint paths is P(0)
ac = {P (fk) : fk ∈ F}, and for any two VSs

fk, fj ∈ F , paths P (fk) and P (fj) are disjoint, which satisfies the disjointness property.
Clearly,

⋃
P∈P(0)

ac
Fp =

⋃
fk∈F FP (fk) = F , and thus the completeness property is satis-

fied. Finally, note that L(P ) = |EP |= 1 ∀P ∈ P(0)
ac , and thus G(0)ac is constrained.

Finding feasible edges: Let us denote by G(n)ac = (F , E(n)ac ) the hypergraph constructed
after n iterations, and by P(n)

ac the set of disjoint paths on graph G(n)ac . P (n)
fk

indicates the

path that fk belongs to in graph G(n)ac . In iteration n > 0, we add an edge e ∈ E \ E(n−1)ac to
E(n−1)ac , and thus E(n)ac = E(n−1)ac ∪ {e}.

Nevertheless, we have to ensure that E(n)ac is a feasible solution, which we do by re-
stricting the selection to feasible edges, defined as follows.

Definition 3. Let edge e ∈ E \ E(n−1)ac . We say that e is a feasible edge for E(n−1) if
G

(n)
ac = (F , E(n−1)ac ∪ {e}) is a feasible solution to the VMS problem.

To derive the conditions for e to be a feasible edge for E(n−1)ac , let us denote byP(n−1,t)
e =

{P (n−1)
fk

: fk ∈ F t
e} and P(n−1,h)

e = {P (n−1)
fk

: fk ∈ Fh
e } the set of paths that contains
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the tail and heads of e on graph G(n−1)ac . Adding an edge e to E(n−1)ac connects its tail and
heads, and merges paths P(n−1,t)

e and P(n−1,h)
e to a new path P (n)

e = (F
P

(n)
e
, E

P
(n)
e

), with

F
P

(n)
e

= {FP : P ∈ P(n−1,t)
e ∪ P(n−1,h)

e } and E
P

(n)
e

= e ∪ {EP : P ∈ P(n−1,t)
e ∪

P(n−1,h)
e }. Consequently,

P(n)
ac =

(
P(n−1)
ac \

(
P(n−1,t)
e ∪ P(n−1,h)

e

))
∪ P (n)

e . (11)

Now we are ready to prove the conditions for an edge e to be feasible for E(n−1)ac .

Lemma 4. An edge e ∈ E \ E(n−1)ac is feasible for E(n−1)ac if and only if P (n)
e is acyclic and

L(P
(n)
e ) ≤ T .

Proof. First, we prove the sufficiency of the conditions. Since F
P

(n)
e

= {FP : P ∈
P(n−1,t)
e ∪ P(n−1,h)

e }, adding e to E(n−1)ac does not change the constituent VSs of the
paths in P(n)

ac and thus completeness is satisfied. Since paths P(n−1,t)
e and P(n−1,h)

e are
disjoint withP(n−1)

ac \ (P(n−1,t)
e ∪ P(n−1,h)

e ), and edge e is only incident to pathsP(n−1,t)
e

and P(n−1,h)
e , P (n)

e is disjoint with paths P(n−1)
ac \ (P(n−1,t)

e ∪ P(n−1,h)
e ). Thus by (11)

adding e to E(n−1)ac ensures disjointness. Therefore, for e to be feasible for E(n−1)ac it is
sufficient that P (n)

e is acyclic and L(P (n)
e ) ≤ T .

To show necessity, observe that if adding e to E(n−1)ac is feasible, all the paths in P(n)
ac

are acyclic and satisfy the constrained condition. Since P (n)
e ∈ P(n)

ac , P (n)
e is acyclic and

L(P
(n)
e ) ≤ T .

Algorithm 3 uses the conditions in Lemma 4 to verify whether an edge e is feasible for
E(n−1)ac . The algorithm assumes that e is feasible for E(n−1)ac until it finds that e fails the
conditions in Lemma 4. Lines 2-8 check if P (n)

e is cyclic. For edge e, if the tail VS F t
e and

a head VS fj ∈ Fh
e are not on the same path of G(n−1)ac , the algorithm can instantly confirm

that P (n)
e is not a cyclic path that containsF t

e and fj , sinceP(n−1,t)
e and P (n−1)

fj
are disjoint

(Lines 3-4). However, if F t
e and fj are already on the same path at iteration n − 1, the

algorithm needs to go through Lines 5-8. Since edge e forms a path from F t
e to fj , if there

exists a path from fj to F t
e, P (n)

e would be cyclic according to Definition 2. This check

can be performed by making use of the function A(fk) =
(⋃

fj∈F (fk)p
A(fj)

)
∪ F (fk)p,

which returns the set of VSs that can reach VS fk before e is connected. If P (n)
e is cyclic,

e is not feasible and then the algorithm terminates. Otherwise, the algorithm checks if the
length of P (n)

e is larger than T by (10) (Lines 9-10). Note that (10) requires the migration
time of the constituent VSs of P (n)

e . Observe that the successors of VSs in Fh
e remain the

same when e is connected, and the migration times of those VSs also remain the same.
Therefore, we only need to update the migration times of the constituent VSs of F t

e by (7).
Recomputing edge weights: Finally, if edge e is feasible for E(n−1)ac , we can update

the weight of e as the reduction of interruption cost when adding e to E(n−1)ac ,
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Algorithm 3: Feasibility Check
Input : An edge e

1 Result=True
2 for fj ∈ Fh

e do
3 if P(n−1,t)

e 6= P
(n−1)
fj

then
4 Continue
5 else
6 if fj ∈ A(F t

e) then
7 Result=False
8 Terminate

9 if L(P (n)
e ) > L then

10 Result=False
Output : Result

qe =
∑

P∈(P(n−1,t)
e ∪P(n−1,h)

e )

C(P )− C(P (n)
e ). (12)

At iteration n among the feasible edges of E(n−1)ac we choose to add the edge e with the
highest positive weight to E(n−1)ac . Let us consider now what happens after this. Since E(n)ac

affects the structure of G(n)ac , the feasibility and the weight of edges in E \ E(n)ac need to be
updated. The following results show that we only need to update the feasibility and weight
for a small subset of E \ E(n)ac .

Lemma 5. Let e, e′ ∈ E \ E(n−1)ac . If e′ and P (n)
e are disjoint, then the feasibility and

weight of e and e′ are independent.

Proof. First, we prove by contradiction that paths P (n)
e′ and P

(n)
e are disjoint. Since

e, e′∈ E \ E(n−1)ac , the paths P(n−1,t)
e , P(n−1,h)

e , P(n−1,t)
e′ and P(n−1,h)

e′ are in the set
P(n−1)
ac and thus are disjoint. If P (n)

e′ is incident to P (n)
e , then there exists a path P ∈

P(n−1,t)
e ∪P(n−1,h)

e and there exists a path P ′ ∈ P(n−1,t)
e′ ∪P(n−1,h)

e′ such thatFP ∩FP ′ 6=
∅, which contradicts the disjoint condition.

Therefore, P (n)
e′ and P (n)

e are disjoint, which indicates that the feasibility and weight
of e′ are independent of whether e will be added to E(n−1)ac . This proves the lemma.

From Lemma 5, the following corollary is immediate.

Corollary 1. Consider that an edge e is added to E(n−1)ac at iteration n, and let E(n+1)
u =

{e′ : (F t
e′ ∪Fh

e′)∩FP
(n)
e
6= ∅,∀e′ ∈ E \ E(n)ac }. Then the set of edges whose feasibility and

weight have to be updated is exactly E(n+1)
u .
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We are now ready to summarize the steps of the DHC algorithm, shown in Algorithm 4.
Line 1 assigns the MEC slots according to the source and target assignment algorithms,
and line 2 builds the dependency hypergraph G by Algorithm 1. Then line 3 initializes
the solution G(0)ac and initializes the set of acyclic paths P(0)

ac accordingly. The set E(1)u is
initialized as E on line 5. Line 9 updates the feasibility of e ∈ E(n)u for E(n−1)ac . If e is
infeasible, it will be removed from E , otherwise, line 10 updates its weight qe. After the
weight of the edges in Eu are updated, line 13 finds the edge e with the highest weight. If
qe is positive, the algorithm adds e to E(n−1)ac and then updates P(n)

ac , tmk , A(fk) and E(n+1)
u

accordingly (Lines 15-19). The algorithm terminates when E \ E(n)ac = ∅ or max(qe) ≤
0 ∀e ∈ E \ E(n−1)ac . The algorithm results in a hypergraph G(n)ac that consists of a set of
disjoint acyclic paths P(n)

ac with length bounded by T , and tmk indicates when VS fk should
be migrated.

The following result shows that the DHC algorithm terminates in a finite number of
iterations.

Lemma 6. The DHC algorithm terminates in at most |F| iterations.

Proof. Observe that in each iteration n the DHC algorithm adds one edge into E(n−1)ac until
termination. Since there is at most one hyperedge for each VS, |E|≤ |F|. Therefore the
DHC algorithm terminates in at most |F| iterations.

In the DHC algorithm the set of edges E determines the set of edges that the solution
E(n)ac can contain, and it depends on the MEC slot assignment. In the following we show
that our proposed MEC slot assignment can help to improve the performance of the DHC
algorithm.

Proposition 1. The source slot assignment with the SF algorithm when using the DHC
algorithm induces the minimal number of edges in E .

Proof. Let us consider a MEC node m that is the source node of a set Fs of VSs, and is the
target node of a set Ft of VSs. We need to assign ωs =

∑
fk∈Fs

rk and ωt =
∑

fk∈Ft
rk

MEC slots as source slots and as target slots, respectively. The MEC slot assignment in the
DHC algorithm assigns the MEC slots sm1 , s

m
2 , . . . , s

m
ωs

as source slots to VSs, and assigns
MEC slots smωm−ωt+1, . . . , s

m
ωm

as target slots. We refer to a MEC slot as a shared slot if it
is assigned to VSs both as a source slot and as a target slot. Clearly, a hyperedge is formed
for each VS that uses at least one shared slot as a source slot.

When ωs + ωt ≤ ωm, no shared slot will be induced by the DHC algorithm and thus
no hyperedges. On the contrary, when ωs + ωt > ωm, the minimal number of shared slots
is ωs + ωt − ωm, and the shared MEC slots will be smωm−ωt+1, . . . , s

m
ωs

. Consider now the
algorithms for source slot assignment. Among those, the SF algorithm assigns the shared
slots to the VSs with the highest computational resource requirements as source slots, and
hence occupies the shared slots with minimal number of VSs. Consequently, the number
of edges in E is minimized.
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Algorithm 4: DHC Algorithm
Input : F , xs, xt

1 Execute the source and target assignment algorithms
2 Build G = (F , E , (qe)e∈E) by Algorithm 1
3 Initialize G(0)ac = (F , E(0)ac ) with E(0)ac = ∅ , and P(0)

ac

4 n=0
5 Set E(1)u = E and tmk = 1 ∀fk
6 while (E \ E(n)ac ) 6= ∅ do
7 n=n+1
8 for e ∈ E(n)u do
9 if e is feasible by Algorithm 3 then

10 Update qe by (12)
11 else
12 E = E \ e

13 Let e ∈ argmax{qe′ |e′ ∈ E \ E(n−1)ac }
14 if qe > 0 then
15 E(n)ac = E(n−1)ac ∪ {e}
16 Update P (n)

ac by (11)
17 Update tmk ∀ fk ∈ Pt

e by Algorithm 2
18 Update A(fk) ∀ fk ∈ P(n−1,h)

e

19 Update E(n+1)
ac by Corollary 1

20 else
21 Break

Output : P(n)
ac and tkm

5 Numerical Results
In the following we use simulations to evaluate the performance of the DHC algorithm
in terms of total service value, efficiency and scalability. We simulated MEC nodes with
ωm = 10 ∀m to host VSs. The computational resource requirement rk of each VS is
between 1 and 3, representing the resource requirement of small, medium, and large sized
VSs. In the simulations we considered two distributions of rk to simulate systems with
different constituent VSs. The first distribution is D1 with P (rk = 1) = P (rk = 2) =
P (rk = 3) = 1

3 , and the second distribution is D2 with P (rk = 1) = P (rk = 3) = 0.25
and P (rk = 2) = 0.5. The service value vk of VS fk is chosen uniform at random on
[1, 50]. In the simulations we uniformly select the source node Ms

k and the target node M t
k

of VS fk ∈ F for each VS among the MEC nodes with available resources.
To benchmark the DHC algorithm, we compare its performance with the optimal so-
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Figure 3: Loss of NTSV vs. load, |M|=80, T=4.

lution and with a baseline algorithm, referred to as the migration dependency hypergraph
decomposition (DHD) algorithm. The optimal solution is obtained by using the MILP
solver of Matlab. The DHD algorithm is adopted from a heuristic algorithm for scheduling
the migration of VSs with homogeneous resource requirements in [13]. The DHD algo-
rithm first creates the dependency hypergraph G and assigns the MEC slots as in the DHC
algorithm. Then the DHD algorithm breaks each simple cycle in G by removing the in-
coming edges of the VS with the lowest service value vk on each cycle. Finally, by a local
search based approach the DHD algorithm cuts each path P with L(P ) > L into a set of
paths whose length are bounded by T .

In the simulations, we implemented the DHC algorithm with all four combinations of
the MEC slot assignment algorithms. We concatenate the abbreviations of the source and
the target slot assignment algorithms to denote different implementations. For example, we
refer as DHC-SFSF to the DHC algorithm that uses the SF algorithm for both source slot
and target assignment, while we refer as DHC-SFLF to the DHC algorithm that uses the SF
algorithm for source slot assignment and uses the LF algorithm for target slot assignment.
The results shown are the averages of 100 simulations, and the confidence intervals are at
the 95% confidence level.

5.1 Service Value Performance
We first evaluate the service value performance of the DHC algorithm. To compare the ser-
vice value of different simulation scenarios on a common scale, we compute the normalized
total service value (NTSV) as follows,

NTSV =

∑T
i=1

∑
fk∈F

∑
m∈M vkem,k,i

T
∑

fk∈F vk
, (13)
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Figure 4: Loss of NTSV vs. number of MEC nodes (M) for D1 and D2.

and we define 1-NTSV as the loss of NTSV, which measures the service interruption during
VS migration. To measure the overall computational resource consumption of a system, we
define the average load ρ,

ρ =

∑
fk∈F rk∑
m∈M ωm

. (14)

Figure 3 shows the loss of NTSV of six algorithms as a function of the load (ρ) , for
a system with |M|= 80, T = 4, and rk ∼ D1. The results show that the optimal solu-
tion can only be computed for very low load values, and the different variants of the DHC
algorithm achieve near-optimal performance for those problem instances. The results also
show that the DHC algorithm outperforms the DHD algorithm significantly: the perfor-
mance gap increases as the load increases, and when the load is 70% the loss of NTSV for
the DHC-SFSF algorithm is 90% less than that for the DHD algorithm. This is because
the DHC algorithm considers the global impact of adding each edge to the solution, while
DHD breaks each simple cycle locally and thus loses accuracy and performance as the load
increases.

Figure 3 also shows that among the variants of the DHC algorithm, the DHC-SFSF
algorithm achieves the lowest loss of NTSV for most of the scenarios, while the DHC-
LFSF algorithm leads to the highest loss of NTSV. This shows the importance of choosing
the right combination of the MEC slot assignment algorithms. Though Proposition 1 shows
that the SF algorithm for source slot assignment induces the minimal number of edges
in the dependency graph G, the performance gap between the DHC-SFSF and the DHC-
SFLF algorithms shows that the target slot assignment also has impact on the performance.
As we will show later, evaluating the performance of the DHC-SFSF and the DHC-LFSF
algorithms for different scenarios shows interesting observations, and thus we focus on
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Figure 5: Loss of NTSV vs. time constraint (T ) for combinations of |M| and load.

those two algorithms in the following figures.
In what follows we investigate the impact of the distribution of rk on the performance

of the DHC algorithm. Figure 4 shows the loss of NTSV for the DHC-LFSF and the DHC-
SFSF algorithms as a function of the number of MEC nodes |M|, for various load values
and distributions for rk. The figure allows us to assess scaling with the number of MEC
nodes, and shows that contrary to intuition, the loss of NTSV shows an increasing trend
with the number of MEC nodes for a given load. The reason is that for the same load
the system with more MEC nodes generally has more VSs and thus has more cyclic paths
and acyclic paths with length larger than T , for which the DHC algorithm induces more
VS interruptions to compute a feasible migration schedule. The results also show that the
distribution of rk has limited impact on the DHC-SFSF and the DHC-LFSF algorithms,
and therefore we use D1 in the rest of the simulations.

To evaluate the impact of the time constraint T , Figure 5 shows the loss of NTSV for the
DHC-LFSF and the DHC-SFSF algorithms as a function of T with rk ∼ D1. The results
show that the loss of NTSV decreases as T increases, with a decreasing marginal gain. This
is because a larger T allows the DHC algorithm to include more edges on a path to avoid
VS interruptions. It is also interesting to observe that the performance gap between the
DHC-LFSF and the DHC-SFSF algorithms for ρ = 80% is larger than that for ρ = 60%.
This is because as the load increases there are more VSs that form dependency relations,
and thus it becomes critical for the DHC algorithm to start from a good assignment of the
MEC slots.

5.2 Efficiency and Scalability
Figure 6 compares the execution time of the six algorithms as a function of the load (ρ),
for the same scenarios as in Figure 3. Compared to the optimal solution, the variants of the
DHC algorithm have orders of magnitude lower execution time. Note that when the load
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Figure 6: Running time vs. load, |M|=80, T=4.

is higher than 13%, the coefficient matrix of the problem instances exceeds the memory
limit of the optimization solver, and thus we are unable to obtain the optimal solution.
It is interesting to see that when the load is between 20% and 50%, the DHD algorithm
has lower execution time than the DHC algorithm, while the DHD algorithm has a higher
execution time when the load exceeds 50%. This is because when the load is low the
dependency hypergraph G contains few cyclic paths and few paths with length larger than
T , and thus the DHD algorithm can compute a solution relatively fast. However, as the
load increases, it becomes more time consuming to find all the acyclic paths and to cut
the paths with lengths longer than T . Finally, it is important to note that for loads beyond
70% the DHD algorithm is not scalable anymore due to the increased time for finding all
the cyclic paths. Furthermore, Figure 6 shows that when the load is high the DHC-SFSF
algorithm outperforms the DHC-SFLF algorithm at the cost of a higher execution time.
This observation shows that there is a tradeoff between the execution time and the service
value performance.

Overall, the results above show that the DHC algorithm is an effective and efficient
solution for the VMS problem, and the DHC algorithm scales well as the size and load of
the system increase.

6 Conclusion
We have proposed an algorithm for solving the problem of migration scheduling of vir-
tualized services with heterogeneous resource requirements for maximizing service avail-
ability under time constraints. The proposed algorithm follows a bottom-up approach and
iteratively constructs a hypergraph for generating a parallel migration schedule. Extensive
simulations show that our proposed algorithm provides near-optimal performance and sig-
nificantly outperforms a baseline algorithm that is based on a top-down approach, with high
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efficiency and scalability. An interesting extension of our work is to consider the problem
of migration scheduling of virtualized services that need multiple types of resources, which
would require to create a dependency graph per resource type and then to jointly consider
those.
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Abstract

Mobile edge computing (MEC) is an emerging architecture for accommodating
latency sensitive virtualized services (VSs). Many of these VSs are expected to be
safety critical, and will have some form of reliability requirements. In order to support
provisioning reliability to such VSs in MEC in an efficient and confidentiality preserving
manner, in this paper we consider the joint resource dimensioning and placement problem
for VSs with diverse reliability requirements, with the objective of minimizing the energy
consumption. We formulate the problem as an integer programming problem, and prove
that it is NP-hard. We propose a two-step approximation algorithm with bounded
approximation ratio based on Lagrangian relaxation. We benchmark our algorithm
against two greedy algorithms in realistic scenarios. The results show that the proposed
solution is computationally efficient, scalable and can provide up to 30% reduction in
energy consumption compared to greedy algorithms.

1 Introduction
Mobile edge computing (MEC) is an emerging technology for providing distributed compu-
tational and storage resources to end users in mobile networks. Due to its proximity to end
users, MEC benefits operators and end users by reducing end-to-end service latency, and
by increasing data and service capacity, and is a promising architecture for hosting mission
critical services as well if end-to-end latency requirements can be met [1–6]. Notable appli-
cations include real-time machine learning services, data analytics services, computation
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through the TECoSA project.
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offloading for Internet of Things (IoT) devices and for connected vehicles, and process
control for critical infrastructures [7, 8].

For all these applications resource dimensioning is a prerequisite for MEC to be able to
host the Virtualized Services (VSs) corresponding to end-user applications (VSs are often
referred to as micro-services in the literature). Resource dimensioning involves determining
the location and amount of MEC resources to be deployed. In practice, MEC resource
dimensioning at a candidate site needs to consider the available bandwidth and power
supply, together with the kinds of MEC node hardware suitable for the site. Resource
dimensioning naturally affects the feasible set of locations for the placement of VSs, and
thus dimensioning and placement together have a high impact on the end-to-end latency and
performance provided to the VSs [1–3].

While there has been significant attention paid to the latency and energy consumption
aspects of MEC, resilience to the failure of computing and communication resources has
received less attention even though for many VSs that would benefit from MEC it is an
essential requirement [6, 9, 10]. Failures could be due to cyber attacks, faulty components,
or mistakes in operations [11]. While in the case of traditional cloud environments the cloud
infrastructure exposes a high level topological abstraction to applications (typically referred
to as availability zones), in the case of MEC such an abstraction is unlikely to be feasible
as the small scale of the backhaul network would not allow a confidentiality preserving
abstraction [12]. Thus, we argue that resilience in MEC would have to be expressed as
part of the service level agreement (SLA) between individual applications and the network
operator.

Including resilience as a requirement in SLAs implies that the network infrastructure
has to be able to cater for the diverse resilience requirements of different services. For
critical services that require continuous operation 1+1 redundancy shall be considered,
such that seamless failover is possible between the primary instance and the redundant
instance [11]. Less costly than 1+1 redundancy but suitable for stateful services with lower
availability requirements is to stream the state of the primary VS instance to a secondary
VS on a different MEC node. In this case the secondary VS only requires shared resources
and a small amount of computational resources. Clearly, the resource requirements of VSs
depend on their resilience requirements, which implies that existing approaches to resource
dimensioning and placement have to be revisited to enable efficient MEC infrastructures
that respect the latency and resilience requirements set in the SLAs, and at the same time
are energy efficient.

In this paper we address the problem of joint resource dimensioning and placement
(RDP) of VSs with diverse availability requirements in MEC. We consider a set of hardware
configuration for MEC nodes and a set of candidate locations for deploying MEC nodes. The
RDP problem is to dimension the MEC nodes to be deployed at each location for placing a
set of VSs, with the objective of minimizing the total energy consumption of the system.
To ensure service continuity despite potential failures, we consider three classes of VSs
with different availability requirements, and we consider that VS placement is subject to
computational resource and VS-dependent end-to-end latency constraints. We formulate the
RDP problem as an integer programming (IP) problem, and prove that it is NP-hard. We
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propose an efficient approximation algorithm based on Lagrangian relaxation and provide a
bound on its approximation ratio. By simulations we benchmark our algorithm against three
greedy algorithms, and we show through numerical results that it is efficient and scalable.

The rest of the paper is organized as follows. Section 2 reviews the related work and
Section 3 introduces the system model and the problem formulation. Section 4 shows the
complexity of the RDP problem and Section 5 presents our approximation scheme for the
RDP problem. Section 6 presents numerical results and Section 7 concludes the paper.

2 Related Work
Closely related to our work is resource dimensioning in the area of cloud computing [13–17].
The recent work [13] considers the placement of Virtual Machines (VMs) in MEC for
minimizing average response times of services. [14] focuses on minimizing the total cost
for MEC node and Access Point (AP) placement and for traffic routing. Both [13] and [14]
propose heuristic solutions. [15] considers resource dimensioning for improving resource
utilization, and proposes a two-step algorithm that decides the location of data centers and
allocates computational resources to the data centers separately. However, resilience is not
considered in these works.

Resource dimensioning with resilience is addressed in [16] with the objective of mini-
mizing infrastructure cost. A multi-step solution is proposed to protect the system against
network link failures. However, in this work the number of data centers is assumed to be
given a priori, which limits the flexibility of resource dimensioning. Compared to these
works, our model considers opening MEC nodes with heterogeneous hardware configura-
tions at different locations. In addition, compared to [13–16] our work also considers the
placement of services among the opened computational resources.

[17] considers the joint dimensioning and placement problem for IoT applications. The
proposed solution relies on solving two sub-problems iteratively without a performance
bound, places at most one MEC node per location, and resilience is not considered.

Also related to ours are the works that focus on service placement within MEC [1–5]. [1]
considers the joint service placement and routing problem in MEC subject to computational
and communication resources and proposes a randomized rounding based approximation
algorithm. The algorithm allows to exceed the capacity of MEC nodes, which limits its
application in realistic scenarios. [2] considers the joint service placement and request
scheduling in MEC with the objective of maximizing the number of served users, subject
to available computational and network resources. The problem is proven to be NP-hard
and approximation algorithms are proposed. [3] considers the placement of services in
heterogeneous MEC to maximize the total reward for providing services, and proposes
an approximation algorithm based on partitioning each edge node into multiple slots. [4]
considers the placement of multi-component applications in MEC and proposes and approx-
imation algorithm. However, these works mainly consider minimizing the maximal cost of
using an individual MEC node instead of the total cost. [5] proposes a multi-stage stochastic
programming model for service placement in MEC subject to energy budget, and maximizes
the quality of service.
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Closest to our work in terms of methodology are the works on the uncapacitated facility
location (UFL) problems, which we use as a building block of our approximation solu-
tion.The UFL problem is NP-hard, and approximation algorithms with a tight approximation
bound have been proposed for the UFL problem [18, 19]. However, those works assume
costs on a metric space, i.e., the cost for serving a client by a facility is proportional to
geometric distances. Non-metric costs make many approximation techniques inapplicable to
the UFL problem. An approximation algorithm based on converting the UFL problem to a
minimal weight set cover problem was proposed in [19]. Compared to the UFL problems
above, we consider the dimensioning of resources, services with different service availability
requirements, and constraints on network delay and compatibility, which are in general not
considered in the UFL problems.

3 System Model and Problem Formulation

3.1 Edge Computing Infrastructure
We consider a mobile backhaul that contains a set B of base stations (BSs) and a set L of
locations where MEC nodes can be deployed. The MEC nodes can be located within the
radio access network or at different network edge elements, for example, at base stations
and at core network functions [20, 21]. Practically, the locations L are constrained by the
availability of power supply, backhaul connectivity, and the preferences of the operators.
There is an underlying backhaul network topology connecting the BSs B and the locations
L, which we model as a weighted graph G = (B∪L, E ,W). The set of edges E corresponds
to the set of paths in the backhaul network, and the weight wi,j∈ W of edge (i, j) ∈ E
models the latency of the corresponding path.

We consider to open MEC nodes at the set L of locations, and we denote by T the set of
MEC node types (e.g., hardware configuration) available for use. We denote by cl,t ∈ Z≥0

the number of MEC nodes of type t ∈ T to be opened at location l ∈ L, and we denote
by the tuple (l, t, n) the nth instance of a MEC node of type t opened at location l. Finally,
we denote byM = {(l, t, n)|l ∈ L, t ∈ T , n ∈ Z≥0} the set of MEC nodes that could be
opened in the mobile backhaul (i.e., considering all combinations of locations, types and
number of nodes). Our notation allowsM to be infinite, we will provide an upper bound
on n later to ensure thatM is a finite set. Assuming thatM is finite we can reindex the
MEC nodes inM so as to simplify notation: in what follows we use a single index i for the
MEC nodes inM, and we define the functions T (i) ∈ T , L(i) ∈ L, and N(i) ∈ Z≥0 that
provide the type, the location and the index of MEC node i, respectively. For convenience,
letMl,t = {i ∈ M|T (i) = t, L(i) = l} be the set of MEC nodes of type t that can be
placed at location l. We will use binary variable ci to indicate if MEC node i is open, and
we define c = {c1, c2, . . . , c|M|}.

We denote by integer parameter ωi the number of computational resources available
at MEC node i ∈ M. The assumption of integer resource availability is reasonable if we
consider the number of virtual CPUs (e.g., cores) as the computational resource, as bare
metal partitioning hypervisors, such as Jailhouse [22] allocate dedicated virtual CPUs to
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each process for isolation and security reasons. Clearly, the MEC nodes of a particular type
at a particular location have the same capacity, i.e., ωi = ωj , ∀i, j ∈Ml,t, ∀l ∈ L, ∀t ∈ T .

3.2 Virtualized Services and Availability
We consider the placement of VSs at the set L of MEC node locations; a VS corresponds to
an edge computing application, such as an industrial control process, an augmented reality
service, or a visual analytics application. The application logic for a VS is implemented in a
virtualized environment (e.g., a container), and receives data from (and possibly sends data
to) a physical process. Each VS f is characterized by its end-to-end latency requirement
Df , and by its service availability requirement. We consider three types of VSs in terms of
their requirement for service availability.

Non-critical stateless: The first type of services have low availability requirements
and/or do not require to maintain state. In case of failure of the node the VS is running on,
a new instance of the VS can be created from a stored image without major impact on the
application performance. Typical examples include visual analytics services (e.g., object
recognition), and proportional-derivative (PD) controllers used for process control. These
services require a single running instance, and do not need a hot standby or a replica. We
denote by Fl the set of non-critical services.

Stateful: The second type of services require state to be maintained despite node failure.
Typical examples of stateful VSs are process control services, such as the widely used
proportional-integral-derivative (PID) controller, the linear-quadratic-Gaussian (LQG) con-
troller, and model predictive control (MPC). These VSs thus require a hot standby besides
the primary VS: when the primary instance of a VS is available, only the primary instance
provides service, while the state of the primary instance is streamed to the secondary in-
stance(s). In case of failure of the primary instance the secondary instance can take over
based on the most recent state. We denote by Fn the set of processes that are stateful.

Critical: The third type of services may be stateful or stateless, but they require con-
tinuous real-time operation despite failure. Thus, they require redundant VSs that provide
service simultaneously. Examples include controllers for unstable plants and controllers
for safety critical systems, e.g., autonomous vehicles. We denote by Fh the set of critical
processes.

We consider n− 1 contingency as the planning criterion for reliability, that is, in case of
the failure of a single MEC node the service continuity of stateful and critical VSs should be
guaranteed (Section III, [23]). To satisfy the n− 1 contingency criterion, we thus consider
that each VS f ∈ Fn requires a primary instance to provide service, and a secondary instance
as a hot standby. For critical services f ∈ Fh instead we have to ensure 1 + 1 redundancy,
i.e., two primary instances provide the service simultaneously.

An example of resource dimensioning and VS placement is shown in Figure 1. The
mobile backhaul consists of two BSs (|B|= 2) and three locations (|L|= 3), where two types
of MEC nodes (|T |= 2) can be opened. In this mobile backhaul three VSs of different types
(i.e., Fl = {f1}, Fn = {f2} and Fh = {f3}) need to be placed to serve three physical
processes. As an illustrative solution, a MEC node of type 1 and a MEC node of type 2 are



144

Location	1

BS	2

Location	2 Location	3

BS	1

Backhaul	
network

MEC	node:	Type	1 MEC	node:	Type	2

									VS	1P

									VS	2P

									VS	3P

									VS	2S

									VS	3P

S

P Primary	
instance
Secondary
instance

Backhaul
link

Figure 1: An example of resource dimensioning and VS placement for a system with two
BSs (|B|= 2), three locations (|L|= 3), and two MEC node types (|T |= 2). Three VSs are
placed to serve three physical processes, with Fl = {f1}, Fn = {f2} and Fh = {f3}.

opened at locations 1 and 2, respectively. VS instances are then placed as the figure shows
to ensure service continuity for stateful and for critical VSs.

3.3 Placement Model
In order to provide a unified treatment of the different classes of VSs, we start with intro-
ducing replica instances for VSs f ∈ Fh, which require two primary instances. We do so
by introducing a replica fc for each f ∈ Fh, and we define the set Fc of replica VSs. Note
that |Fc|= |Fh|. Furthermore, for convenience we define the set F = Fl ∪ Fn ∪ Fh ∪ Fc
of all VSs. We use binary decision variables xpf,i and xsf,j to indicate the placement of
the VS instances. Specifically, xpf,i = 1 if a primary instance of VS f is placed on MEC
node i ∈ M, and xpf,i = 0 otherwise. Similarly, xsf,j = 1 if a secondary instance of
VS f is placed on MEC node j ∈ M, and xsf,j = 0 otherwise. Furthermore, we define
x = {xp1,1, xs1,1, . . . , xp|F|,|M|, xs|F|,|M|}. Since each VS f ∈ F requires one primary in-
stance to be placed, and each VS in Fn also requires one secondary instance to be placed,
we have ∑

i∈M
xpf,i = 1,∀f ∈ F , (1)

and
∑

j∈M
xsf,j = 1,∀f ∈ Fn. (2)



145

Besides the general constraints above we introduce two constraints that are specific to
the type of VS. First, for a VS f ∈ Fn, the primary and secondary instances of VS f cannot
be placed on the same MEC node, and thus

xpf,i + xsf,i ≤ 1,∀f ∈ Fn, i ∈M. (3)

The constraint above ensures that upon the failure of the MEC node that hosts the primary
instance of f ∈ Fn, the secondary instance of f can provide service, while the primary
instance of f is not affected if the MEC node that hosts the secondary instance of f fails.

Furthermore, for a critical VS f ∈ Fh, the primary instance of VS f and its replica fc
cannot be placed on the same MEC node, and therefore we have

xpf,i + xpfc,i ≤ 1,∀f ∈ Fh∀i ∈M. (4)

In order to ensure that the placement of VSs respects the end-to-end latency requirements,
we consider the communication latency due to wireless transmission and backhaul network
transmission. We denote by bf ∈ B the BS that serves the edge computing application
(plant, augmented reality device, etc) corresponding to VS f , and we denote by df,bf the
wireless transmission latency to BS bf . Furthermore, we denote by dbf ,i the backhaul
network transmission latency between BSs bf and MEC node i. dbf ,i is calculated as the
sum weight of the edges on the shortest path between bf and i on the backhaul graph G.
Based on these the total communication latency between VS f and MEC node i is

df,i = df,bf + dbf ,i. (5)

This model is simple, but can be used with any additive measure of latency (e.g., mean). We
consider that the amount of traffic related to VSs is relatively small and therefore it does not
affect the latency on a link. Thus the latency mainly depends on the locations of the VSs and
the backhaul topology. Furthermore, df,i can include the latency in the uplink and in the
downlink, depending on the use case of VS f , determined by interference, radio network
topology and the interference management solutions used.

Let us denote by Df the end-to-end delay requirement of VS f . Then any instance of
VS f ∈ F must be placed on a MEC that satisfies

xpf,idf,i ≤ Df ,∀f ∈ F , i ∈M (6)

xsf,jdf,j ≤ Df ,∀f ∈ Fn, j ∈M. (7)

We consider that the MEC nodes of a particular type t ∈ T at a particular location l ∈ L
also have the same total communication latency for serving a VS, i.e., df,i = df,j ,∀i, j ∈
Ml,t∀f ∈ F .

Placement is also constrained by the availability of computational resources. We consider
that each primary VS instance requires one unit of computational resource to provide service,
while a secondary VS instance requires a unit of computational resource only if it is providing
service (i.e., if the primary has failed). Our assumption of the resource requirements of
the primary instances are motivated by the use case of critical applications, which require
isolation for performance and security reasons and thus would prefer to be executed on a
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dedicated resource. The assumption about the secondary instances is reasonable, as when
a secondary instance is not providing service, it only needs computational resources for
the state to be synchronized with the primary instance, which requires much less resources
than providing the service. We provide experimental results in Section 6.4 that support our
modeling assumption. We can thus consider that on each MEC node all secondary instances
that are not providing service can be handled by a single computational resource on the MEC
node, e.g., by the resource (vCPU) that executes the operating system (or the hypervisor).

For a VS f of any type its primary and secondary instances can be placed on MEC node
i only if i is open, and therefore

xpf,i ≤ ci,∀f ∈ F , i ∈M, (8)

and xsf,j ≤ cj , ∀f ∈ Fn, j ∈M. (9)

When MEC node i is open, the number of primary VS instances placed on it can be
calculated as

∑
f∈F x

p
f,i, and therefore the available resources for placing the secondary

instances on MEC node i are:

ai = ciωi −
∑

f∈F
xpf,i. (10)

When a MEC node j ∈ M fails, the secondary instances of VSs in Fn with xpf,j = 1

will be providing service, among which
∑
f∈Fn

xsf,ix
p
f,j secondary VS instances will be

running on MEC node i 6= j. Therefore, MEC node i needs to have enough resources for
those secondary instances,

ai ≥
∑

f∈Fn

xsf,ix
p
f,j , ∀i, j ∈M. (11)

Note that constraint (11) is non-linear. In order to solve the problem as an IP problem,
we linearize (11) by introducing a new binary variable yf,i,j with the following constraints:

yf,i,j ≤ xpf,i,∀f ∈ Fn, and i, j ∈M, (12)

yf,i,j ≤ xsf,j ,∀f ∈ Fn, and i, j ∈M, (13)

yf,i,j ≥ xpf,i + xsf,j − 1,∀f ∈ Fn, and i, j ∈M. (14)

When at least one of the the variables xpf,i and xsf,j is equal to 0, constraints (12) and
(13) enforce that yf,i,j ≤ 0. Since yf,i,j is binary, yf,i,j = 0. When xpf,i = 1, xsf,j = 1, the
constraints above require that yf,i,j ≤ 1 and yf,i,j ≥ 1, and thus yf,i,j = 1. Therefore, with
the constraints (12)-(14), we can replace xpf,ix

s
f,j by yf,i,j , and thus (11) is equivalent to

ai ≥
∑

f∈Fn

yf,j,i,∀f ∈ Fn, and i, j ∈M. (15)

Finally, we define y = {y1,1,1, . . . , y|F|,|M|,|M|}.

3.4 Energy Consumption and Problem Formulation
When MEC node i is open for placing VSs, we consider that its energy consumption has
two sources. The first source is the base energy consumption pi that accounts for running
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the operating system and for hosting the secondary VS instances. The second source is
the energy consumption for executing the primary VS instances; we denote by pf,i the
energy consumption of hosting the VS f ∈ F on i. We consider that pf,i accounts for
the increased energy consumption of the CPUs, memory, hard disks, cooling systems and
other hardware components, due to hosting VS f . Furthermore, we make the reasonable
assumption that MEC nodes of the same type t ∈ T and at the same location l ∈ L have the
same energy consumption, i.e., pi = pj ,∀i, j ∈Ml,t, and pf,i = pf,j ,∀i, j ∈Ml,t. Using
these notations we can express the total energy cost as

E(c,x) =
∑

i∈M

(
cipi +

∑
f∈F

pf,ix
p
f,i

)
. (16)

We are now ready to formulate the joint resource dimensioning and placement problem
for VSs within MEC, referred to as the RDP problem. The RDP problem is to decide
the number of MEC nodes to be placed at each location of each MEC node type, and to
compute the placement of the primary and secondary instances of VSs, with the objective of
minimizing the total energy consumption of the MEC nodes.

minimize
c,x,y

E(c,x)

subject to (1)− (10) and (12)− (15)
ci ∈ {0, 1}, ∀i ∈M
xpf,i ∈ {0, 1}, ∀f ∈ F , and i ∈M
xsf,j , yf,i,j ∈ {0, 1}, ∀f ∈ Fn, and i, j ∈M

(RDP)

In the RDP problem we observe that the number of binary variables xpf,ix
s
f,j depends

on the number of MEC nodes |M|, which further depends on cl,t, the number of MEC
nodes of type t opened at location l. Therefore, in order to solve the RDP problem as an IP
programming problem, we need to fix the number of variables. In the following result, we
show that cl,t can in fact be bounded.

Lemma 1. Consider a set F of VSs with delay constraints Df . Denote by ωl,t = ωi ∀i ∈
Ml,t the capacity of MEC nodes of type t ∈ T at location l ∈ L, and by df,l,t = df,i ∀i ∈
Ml,t,∀f ∈ F their communication latency. Then at location l we need to open at most
cmaxl,t = d |{f∈F|df,l,t≤Df}|

ωl,t
e+ 1 MEC nodes of type t.

Proof. The set of VSs for which the delay constraints can be satisfied by MEC nodes
in Ml,t is {f ∈ F|df,l,t ≤ Df}. Therefore, to place the primary VS instances at most
cmaxl,t = d |{f∈F|df,l,t≤Df}|

ωl,t
e MEC nodes of type t need to be opened at location l. In

addition, we need at most one more MEC node of type t at location l to satisfy the n− 1
contingency criterion (i.e., place the secondary instances of the stateful VSs with primary
instances placed on MEC nodesMl,t). This proves the result.

By Lemma 1 we can thus set cl,t = cmaxl,t in the RDP problem. Then the problem
becomes an IP problem. The most frequently used notations are summarized in Table 1.
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Table 1: Table of Notations

Sets
B Set of base stations
Fl Set of non-critical stateless VSs
Fn Set of stateful VSs
Fh Set of critical VSs
Fc Set of replica VSs
F Set of all VSs
L Set of possible locations of MEC nodes
T Set of MEC node types
M Set of all MEC nodes
Ml,t Set of MEC nodes of type t ∈ T at l ∈ L

Parameters
bf,i Latency between f ∈ F and i ∈M
cl,t Number of possible MEC nodes of type t ∈ T at l ∈ L
Df Delay requirement of f ∈ F
pi Base energy consumption of i ∈M
pf,i Energy consumption for executing f ∈ F on i ∈M
ωi Capacity of i ∈M

Functions
T (i) MEC node type of i ∈M
L(i) Location of i ∈M
N(i) Index of i ∈M

Decision Variables

ci =

{
1, MEC node i ∈M is open
0, Otherwise

xpf,i =

{
1, Primary instance of f ∈ F is placed on i ∈M
0, Otherwise

xsf,j =

{
1, Secondary instance of f ∈ F is placed on j ∈M
0, Otherwise

yf,i,j =

{
1, xpf,i = 1 and xsf,j = 1, ∀f ∈ F and i, j ∈M
0, Otherwise

4 Complexity Analysis
In what follows we analyze the computational complexity of the RDP problem. For this, we
start with recalling the minimum set cover (MSC) problem.

MSC problem: Consider a set E = {e1, e2, . . . , e|E|} of elements, and let S = {S1,

S2, . . . , S|S|} be a collection of subsets of E such that ∪|S|s=1Ss = E . For a sub-collection
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R ⊆ S we say thatR is a set cover of E if each element in E belongs to at least one subset in
R. The MSC problem is to find a set cover of E consisting of a minimal number of subsets.
The MSC problem is known to be NP-hard (Chapter 16.1, [24]). We now introduce a variant
of MSC as follows.

Minimum set cover with soft capacity constraints (MSCSC) problem: Consider a
set E = {e1, e2, . . . , e|E|} of elements. Let S = {S1, S2, . . . , S|S|} be a collection of
subsets of E , such that ∪|S|s=1Ss = E . Furthermore, assume that each subset Si ∈ S can
be used to cover at most gi ∈ Z≥0 elements of E . For a sub-collection R ⊆ S we say
that R is a set cover of E if there exists a mapping Q : E → R and non-negative integers
hi, 1 ≤ i ≤ |S|, such that Q is defined for all e ∈ E , and there are at most gihi elements
mapped to subset Si ∈ R. The MSCSC problem is to find a set cover R with minimal∑
Si∈R hi. Our next result shows that the MSCSC problem is also NP-hard.

Lemma 2. The MSCSC problem is NP-hard.

Proof. We prove this result by reducing the MSC problem to the MSCSC problem. For an
instance (E , S) of the MSC problem we create an instance of the MSCSC problem with (E ,
S,(gi)), with gi = |Si| ∀Si ∈ S. Since gi = |Si|, each subset in S needs to be included
in R at most once, i.e., hi ∈ {0, 1} at optimality. Therefore, a solution to the MSCSC
problem instance is a solution to the corresponding MSC problem instance, which proves
the lemma.

Now we can prove the complexity of the RDP problem.

Proposition 1. The RDP problem is NP-hard.

Proof. We prove the proposition by reducing the MSCSC problem to the RDP problem.
For an instance (E , S,(gi)) of the MSCSC problem we construct a corresponding instance
of the RDP problem as follows. We create a set Fn = {1, 2, . . . , |E|} of stateful VSs,
where f ∈ Fn corresponds to element ef ∈ E , and let sets Fl = Fh = Fc = ∅. Clearly,
F = Fn. We then create a mobile backhaul with a single BS and a single MEC location,
i.e., L = B = {1}, and create a set T = {1, 2, . . . , |S|, |S|+1} of MEC node types. Each
MEC node type 1 ≤ t ≤ |S| corresponds to subset St ∈ S . Furthermore, we set df,i ≤ Df

∀ef ∈ ST (i) if 1 ≤ T (i) ≤ |S|, and we set df,i ≤ Df ∀f if T (i) = |S|+1. The capacity of
each MEC node is set as ωi = gT (i) ∀1 ≤ T (i) ≤ |S|, and ωi = |F| if T (i) = |S|+1. We
set the base energy consumption pi = 1 ∀1 ≤ T (i) ≤ |S| and pi = 0 if T (i) = |S|+1. The
energy consumption for executing a VS instance is set as pf,i = 0 ∀f if ∀1 ≤ T (i) ≤ |S|,
and pf,i � 0, ∀f if T (i) = |S|+1.

Let us denote by (c?,x?) an optimal solution to the RDP problem above, and letM? =
{i ∈ M : c?i = 1, 1 ≤ T (i) ≤ |S|}. Since MEC nodes of type |S|+1 have much
higher energy cost than the MEC nodes of other types for executing VS instances, in an
optimal solution they are only suitable for the placement of the secondary instances, i.e.,
xp?f,i = 0, ∀ T (i) = |S|+1f ∈ F . Therefore, the objective function of the RDP problem
above becomes
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E(c?,x?) =
∑

1≤T (i)≤|S|
(c?i pi +

∑

f∈F
pf,ix

p?
f,i)+

+
∑

T (i)=|S|+1

(c?i pi +
∑

f∈F
pf,ix

p?
f,i) =

∑

1≤T (i)≤|S|
c?i . (17)

In what follows we construct a solution (R?, Q?, h?i ) to the MSCSC problem from
(c?,x?). For each VS f , by constraint (1) there exists i such that xp?f,i = 1. Then we
include subset ST (i) in R?, add mapping ef → ST (i) to Q?. For each subset Si, we set
h?i =

∑
j∈M,T (j)=i c

?
j . Clearly, E(c?,x?) =

∑
Si∈R? h?i .

To prove the proposition, what remains is to prove that (R?, Q?, h?i ) is an optimal solu-
tion to the MSCSC problem. We prove this by contradiction. Let us assume that there exists
another solution (R′, Q′, h′i) to the MSCSC problem such that

∑
Si∈R′ h

′
i <

∑
Si∈R? hi .

Then we can construct a solution (c′,x′) to the RDP problem as follows. We open h′i MEC
nodes of type i, and then place the primary instance of VS f on one of the MEC nodes of type
i if there exists a mapping ef → Si ∈ Q′. Finally, we place the secondary instance of the
VSs on the MEC node of type |S|+1, which does not increase the total energy consumption.
Since E(c′,x′) =

∑
1≤T (i)≤|S| c

′
i =

∑
Si∈R′ h

′
i, we have E(c′,x′) < E(c?,x?), which

contradicts the assumption that (c?,x?) was optimal. This concludes the proof.

5 Approximation Algorithm based on Lagrangian Relax-
ation

Our proof of NP-hardness of the RDP problem relies on proving that the classical set cover
problem is a special case of the RDP problem. For set cover type problems branch-and-
bound algorithms have been shown not to perform well (Table 5, [25]), thus in what follows
we propose computationally efficient algorithms for computing approximate solutions to
the RDP problem. We start with introducing an approximation algorithm for the UFL
problem with delay and compatibility constraints, which we use as a building block in our
approximation scheme, after that we develop the approximation algorithm, and prove its
approximation ratio bound.

5.1 UFL problem with delay and compatibility constraints
We present an approximation algorithm for the UFL problem with delay and compatibility
constraints, referred to as the UFL-DC problem. We are not aware of an approximation
algorithm for the UFL-DC, but in the following we show that the algorithm for approximating
the non-metric UFL problem proposed in [26] can be extended to the UFL-DC problem.

The UFL-DC problem is as follows. Consider a set of facilities U and a set of clients
K. Decision variable bu denotes if facility u is open, and decision variable zk,u denotes if
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client k is served by facility u. The cost for opening facility u is qu and the cost for serving
a client k by facility u is qk,u. In a feasible solution each client k ∈ K must be served by
one facility,

∑
u
zk,u = 1,∀k ∈ K. (18)

Parameter Dk denotes the delay requirement of client k, and parameter dk,u denotes the
service delay when client k is served by facility u. A client k can be served by a facility u
only if its delay requirement is satisfied, thus

zk,udk,u ≤ Dkbu, ∀u ∈ U ,∀k ∈ K. (19)

Due to the compatibility constraint two clients that are incompatible with each other
cannot be served by the same facility. Parameter rk,k′ indicates if two clients k, k′, k 6= k′

are compatible, and thus

zk,u + zk′,u ≤ 1 + rk,k′ ,∀k, k′ ∈ K, u ∈ U . (20)

The objective of the UFL-DC problem is to find a feasible solution that minimizes the total
cost,

minimize
bu,zk,u

∑

u

buqu +
∑

u

∑

k

zk,uqk,u

subject to (18)− (20)
bu ∈ {0, 1}, ∀u ∈ U
zk,u,∈ {0, 1}, ∀ k ∈ K, u ∈ U

(UFL-DC)

The UFL-DC problem is clearly NP-hard, as we can convert an instance of the UFL problem
into an instance of the UFL-DC problem by setting Dk =∞ and rk,k′ = 1,∀k, k′ ∈ K.

To develop an approximation algorithm, for convenience, let us denote by Ku = {k ∈
K|dk,u ≤ Dk} the set of clients that can be served by facility u. Let us consider a subset
K′u ⊆ Ku of clients, and let us define the cost efficiency of serving clients K′u by u as

v(u,K′u) =
qu +

∑
k∈K′u qk,u

|K′u|
. (21)

In what follows we propose Algorithm 1 as an approximation scheme for the UFL-DC
problem. The algorithm is an extension of an approximation algorithm for the UFL problem
proposed in [26]. In line 1, we initialize the set of unserved clients Ω = K. Observe that
Ku ∩ Ω is the set of unserved clients that can be served by facility u. Then in iteration n,
among all the facilities, we find the facility u(n) and the subsets of clients K(n) with the
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Algorithm 1: Approximation algorithm for UFL-DC
Input :U ,K, qk, qk,u, rk,k′

1 Ω = K, and n = 0
2 while Ω 6= ∅ do
3 n = n+ 1

4 [u(n),K(n)] =
argmin{v(u,K′u)|u ∈ U ,K′u ⊆ Ku ∩ Ω}

5 bu(n) = 1

6 zu(n),k = 1,∀k ∈ K(n)

7 Ω = Ω \ K(n)
u

Output :bu, zf,u

lowest cost efficiency v(u(n),K(n)) (line 4). Then we open the facility u(n) and let u(n)

serve the clients K(n) (lines 5-7). The algorithm continues until all the clients are served.
The following result provides an approximation ratio bound for Algorithm 1.

Lemma 3. For an instance of the UFL-DC problem let us denote by (bu,zk,u) the solution
provided by Algorithm 1, and let us denote by Opt(UFL-DC) the optimal objective value of
the UFL-DC problem. Then

∑

u

buqu +
∑

u

∑

k

zk,uqk,u ≤ H|K| · Opt(UFL-DC), (22)

where H|K| is the harmonic series and H|K| ≈ log(|K|).

The proof is provided in the appendix.

5.2 Approximation Algorithm
We now proceed with presenting our approximation scheme for the RDP problem. First, we
apply Lagrangian relaxation to the RDP problem, and then we propose algorithms that place
the primary and the secondary instances, referred to as the LRA (LRA) algorithm.

Lagrangian relaxation: We apply Lagrangian relaxation to constraint (15) of the RDP
problem as follows. Let us denote by λi,j > 0 the Lagrangian multiplier of constraint (15),
then the objective function of the relaxed problem becomes
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E(c,x)−
∑

i∈M

∑

j∈M
λi,j(ciωi −

∑

f∈F
xpf,i −

∑

f∈Fn

yf,j,i)

=
∑

i∈M
ci


pi − ωi

∑

j∈M
λi,j


+

∑

i∈M

∑

f∈F
xpf,i


pf,i +

∑

j∈M
λi,j




+
∑

i∈M

∑

j∈M

∑

f∈Fn

λi,jyf,j,i (23)

As a next step let us set λi,j = βi

ωi
, for some βi > 0, whose value we will determine

later to serve the derivation of the approximation bound of the proposed LRA algorithm. We
can express the objective function of the relaxed problem as

ER(c,x,y) =
∑

i∈M
ci(pi − |M|βi)

︸ ︷︷ ︸
base energy consumption

(24)

+
∑

f∈F

∑

i∈M
(pf,i + |M |βi

ωi
)xpf,i

︸ ︷︷ ︸
placement of primary instances

+
∑

f∈Fn

∑

i∈M

∑

j∈M

βj
ωj
yf,i,j

︸ ︷︷ ︸
placement of secondary instances

The relaxed-RDP (R-RDP) problem then becomes

minimize
c,x,y

ER(c,x,y)

subject to (1)− (9) and (12)− (14)
ci ∈ {0, 1}, ∀i ∈M
xpf,i ∈ {0, 1}, ∀f ∈ F , and i ∈M
xsf,j , yf,i,j ∈ {0, 1}, ∀f ∈ Fn, and i, j ∈M

(R-RDP)

Let us denote by Opt(RDP) and Opt(R-RDP) the optimal objective value of the RDP
and the R-RDP problems, respectively. We relate Opt(RDP) and Opt(R-RDP) as follows.

Proposition 2. Opt(R-RDP) ≤ Opt(RDP).

Proof. Assume that (c?,x?,y?) is an optimal solution to an instance of the RDP problem.
Since the constraints of the R-RDP problem constitute a subset of the constraints of the
RDP problem, (c?,x?,y?) is also a feasible solution to the R-RDP problem. Thus,

Opt(R-RDP) ≤ ER(c?,x?,y?). (25)
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Now, because (c?,x?,y?) is feasible for the RDP problem, the constraint (15) is satisfied,
and thus

c?iωi −
∑

f∈F
xp?f,i −

∑

f∈Fn

y?f,j,i ≥ 0,∀i, j ∈M. (26)

Furthermore, since λi,j > 0 and by (23) we have that

ER(c?,x?,y?) ≤ E(c?,x?) = Opt(RDP ). (27)

This proves the statement.

Based on the Lagrangian relaxation of constraint (15), in what follows we first focus on
the placement of the primary instances, and then we handle the placement of the secondary
instances.

Placement of the primary instances: For the placement of the primary instances we
first construct the modified-RDP (M-RDP) problem by ignoring the terms βj

ωj
|M|yf,i,j that

are related to the placement of the secondary instances in the objective function of the
R-RDP problem, and by only considering the constraints related to the primary placement
variable xpf,i,

minimize
c,x

EM (c,x) =
∑

i∈M
ci(pi − |M|βi)

+
∑

f∈F

∑

i∈M
(pf,i + |M|βi

ωi
)xpf,i

subject to (1), (4), (6), (8)
ci ∈ {0, 1}, ∀i ∈M
xpf,i ∈ {0, 1}, ∀f ∈ F , and i ∈M

(M-RDP)

Let us denote by Opt(M-RDP) the optimal objective value of the M-RDP problem.
The following result relates the optimal objective values of M-RDP and R-RDP, and will
facilitate the derivation of the approximation ratio bound of the proposed algorithm.

Proposition 3. Opt(M-RDP)≤ Opt(R-RDP)

Proof. Let use denote by (c?,x?,y?) an optimal solution to the R-RDP problem. Observe
that the constraints of the M-RDP problem are a subset of the constraints of the R-RDP
problem, therefore (c?,x?) is also a feasible solution to the M-RDP problem, and thus

Opt(M-RDP) ≤ EM (c?,x?).

Furthermore, observe that the objective function EM (c?,x?) contains the first two terms of
the objective function ER(c?,x?,y?), and therefore,

EM (c?,x?) ≤ ER(c?,x?,y?) = Opt(R-RDP),

which concludes the proof.
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Algorithm 2: LRA(1)-Primary instance placement
Input : MEC nodesM and VSs F

1 Create UFL-DC problem instance (U ,K, dk,u, rk,k′)
2 Compute a solution (bu, zk,u) by Algorithm 1
3 for i ∈M do
4 if c′L(i),T (i) > 0 and N(i) ≤ c′L(i),T (i) then
5 ci = 1

6 for f ∈ F do
7 Find i with f ∈ FL(i),T (i), and

∑
i x

p
f,i < ωici

8 xpf,i = 1

Output :ci, xpf,i

In what follows we propose to solve the M-RDP problem by mapping it to the UFL-DC
problem introduced in Section 5.1. For an instance of the M-RDP problem we first create a
set of facilities U , with |U|= |M|, where facility ui ∈ U corresponds to MEC node i ∈M,
and qui

= pi − |M|βi. We then create a set of clients K, with |K|= |F|, where client
kf ∈ K corresponds to VS f ∈ F . The cost for serving client kf ∈ K by facility ui is
qkf ,ui

= pf,i + βi

ωi
|M |. The delay constrains are set to dkf ,ui

= df,i. Finally, in the M-RDP
problem any two primary instances of the VSs in Fl ∪ Fn ∪ Fh are compatible with each
other, therefore we set rkf ,kf′ = 1,∀f, f ′ ∈ Fl∪Fn∪Fh. Since VS f ∈ Fh and its replica
fc ∈ Fc cannot be placed on the same MEC node, rkf ,kfc = 0 ∀f ∈ Fh.

Now we can use Algorithm 1 to solve the constructed UFL-DC problem instance
(U ,K, dk,u, rk,k′). Let us denote by (bu, zk,u) the solution given by Algorithm 1. Since the
M-RDP problem is not constrained by MEC node capacity ωi, in the solution (bu, zk,u)
facility ui that corresponds to MEC node i serves

∑
kf
zkf ,ui clients, corresponding to∑

kf
zkf ,ui VSs. If we place the VSs to MEC node i as implied by zkf ,ui (i.e., set xpf,i =

zkf ,ui), we may overload the MEC nodes (i.e.,
∑
f x

p
f,i > ωi). Therefore, we have to

construct a feasible placement of the primary VS as follows.
The solution (bu, zk,u) implies that on MEC nodes of type t ∈ T at location l ∈ L

the number of primary VS instances to be placed is (
∑
i∈Ml,t

∑
kf
zkf ,ui

). Thus the total
number of MEC nodes of type t to be opened at location l is

c′l,t = d
∑

i∈Ml,t

∑
kf
zkf ,ui

ωi
e ≤

∑

i∈Ml,t

d
∑
kf
zkf ,ui

ωi
e. (28)

Let us denote by Fl,t = {f ∈ F|zkf ,ui
= 1, i ∈ Ml,t} the set of VSs that have their

corresponding clients served by facilities that correspond to MEC nodes Ml,t. We can
then place the primary instances of VSs f ∈ Fl,t at any MEC node (l, t, n), as long as∑
f x

p
f,i<ωi. The pseudo-code for placing the primary instances is shown in Algorithm 2.
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Algorithm 3: LRA(2)-Secondary instance placement
Input :ci, xpf,i

1 for i ∈M with ci = 1, N(i) ≤ c′L(i),T (i) do
2 Construct bipartite graph Gi
3 Compute Emaxi by Hopcroft-Karp Algorithm [27]
4 if |Emaxi |= |Fpi | then
5 for (f, vi,m) ∈ Emaxi do
6 xsf,i = 1

7 else
8 ci′ = 1 with i′ ∈ML(i),T (i), and

N(i′) = c′L(i),T (i) + 1

9 xsf,i′ = 1 ∀f ∈ Fpi
Output :ci, xsf,j

Proposition 4. Consider an M-RDP problem instance, and its corresponding UFL-DC
problem instance. Let us denote by (bu, zu,k) the solution given by Algorithm 1 for the
UFL-DC problem instance above. Then

∑

i

bui
(pi − |M|βi) +

∑

f

∑

i

(
pf,i + |M |βi

ωi

)
zkf ,ui

≤ H|F| · Opt(UFL-DC) = H|F| · Opt(M-RDP)

≤ H|F| · Opt(RDP). (29)

Proof. The first inequality holds as Algorithm 2 is a H|F|-approximation solution to the
constructed UFL-DC problem (Lemma 3). Furthermore, the equality holds because the
objective functions of the M-RDP problem and the constructed UFL-DC problem are the
same. Finally, the last inequality holds by Propositions 2 and 3.

Placement of the secondary instances: What remains to be solved is the placement of
the secondary VSs instances of the stateful VSs f ∈ Fn as the other VSs in Fl ∪ Fh ∪ Fc
do not require secondary instances. We handle the placement of the secondary VS instances
by constructing and solving a maximal matching problem. For convenience, let us define
the set Fpi = {f ∈ F|xpf,i = 1} of VSs that have their primary instances placed on MEC
node i. Recall that ai defined in (10) is the amount of resources that are available for the
placement of secondary VS instances on MEC node i. For each set of VSs Fpi , we create a
bipartite graph Gi = (Fpi ,Vi, Ei) as follows. For each MEC node that is open, we add ai
vertices to Vi, and we denote by vi,m,m ≤ ai the mth vertex added for MEC node i. We
then add an edge (f, vi,m)∀m ≤ ai to Ei if MEC node i satisfies the delay requirement of
f ∈ Fpi (i.e., df,i ≤ Df ).
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Now we are ready to place the secondary VS instances using Algorithm 3. For each
MEC node that is opened by Algorithm 2 we construct a bipartite graph Gi, and we compute
a maximal matching by the Hopcroft-Karp algorithm [27] (lines 2-3). We denote by Emaxi

the set of edges included in the maximal matching. For each bipartite graph Gi, if the number
of edges in Emaxi is equal to the number of VSs in Fpi , it indicates that each vertex that
corresponds to a VS can be mapped to a vertex that corresponds to a MEC resource uniquely.
For each edge (f, vi,m) ∈ Emaxi we then place the secondary instance of f on MEC node
i, i.e., xsf,i = 1 (lines 5-6). Otherwise, we open a MEC node i′ of the same type and at the
same location as MEC node i (line 8). Since ω′i = ωi, MEC node i′ has enough capacity for
placing the secondary instances of VSs Fpi , and thus we set xsf,i′ = 1 ∀f ∈ Fpi (line 9).

5.3 Approximation Ratio Bound
The above algorithm clearly executes in polynomial time, and as we show next, has a
bounded approximation ratio.

Lemma 4. Let (c,x) be the solution provided by the LRA algorithm for an instance of the
RDP problem. Then

E(c,x) ≤ 3 ·H|F|Opt(RDP ), (30)

where H|F| is the harmonic series and H|F| ≈ log(|F|).

Proof. Recall that in the first part of the LRA algorithm, the algorithm opens c′l,t MEC
nodes of type t at location l,

c′l,t≤
∑

i∈Ml,t

d
∑
kf
zkf ,ui

ωi
e ≤

∑

i∈Ml,t

(∑
kf
zkf ,ui

ωi
+ bui

)
(31)

The first inequality holds by (28). The second inequality holds because when bui
= 0

no client can be served by facility ui and therefore d
∑

kf
zkf ,ui

ωi
e = 0. Otherwise,

d
∑
kf
zkf ,ui

ωi
e ≤

(∑
kf
zkf ,ui

ωi
+ 1

)
=

(∑
kf
zkf ,ui

ωi
+ bui

)
.

For convenience, let us define the indicator

1|c′l,t>0=

{
1, c′l,t > 0

0, Otherwise
(32)

Clearly, when c′l,t = 0,
∑
i∈Ml,t

bui = 0 and 1|c′l,t>0 = 0. Otherwise, 1|c′l,t>0 = 1 ≤∑
i∈Ml,t

bui
. Therefore

1|c′l,t>0 ≤
∑

i∈Ml,t

bui
. (33)
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In the stage of the secondary instance placement, the algorithm may open one extra node
for each MEC node type if c′l,t > 0. Let us denote by cl,t the total number of MEC nodes of
type t opened by the algorithm at location l,

cl,t ≤ c′l,t + 1|c′l,t>0

≤
∑

i∈Ml,t

(∑
kf
zkf ,ui

ωi
+ bui

)
+
∑

i∈Ml,t

bui

=
∑

i∈Ml,t

(∑
f zf,ui

ωi
+ 2bui

)
(34)

Recall that MEC nodes of the same type and at the same location have the same energy
consumption. We can thus denote by pl,t the base energy consumption of MEC nodes of
type t at location l. Then the cost of solution (c,x) is

E(c,x) =
∑

l

∑

t

cl,tpl,t +
∑

i

∑

f

xpf,ipf,i

≤
∑

l

∑

t

∑

i∈Ml,t

(∑
f zkf ,ui

ωi
+ 2bui

)
pl,t +

∑

i

∑

f

zkf ,uipf,i

≤
∑

i

(∑
f zkf ,ui

ωi
+ 2bui

)
pi +

∑

i

∑

f

zkf ,uipf,i

= 2
∑

i

bui
pi +

∑

i

∑

f

pi
ωi
zkf ,ui

+
∑

i

∑

f

zkf ,ui
pf,i (35)

Finally, let us substitute βi = pi
3|M| into (29) to obtain

2
∑

i

bui
pi +

∑

i

∑

f

pi
ωi
zkf ,ui

+ 3
∑

i

∑

f

zkf ,ui
pf,i

≤ 3H|F| · Opt(RDP). (36)

Then, (30) follows by (35) and (36).

Finally, we show that the LRA algorithm terminates after a finite number of iterations.

Lemma 5. The LRA algorithm terminates after at most 2(|F|+|M|) iterations.
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Figure 2: The simulated area, based on a map of the city of Milan, Italy. Triangles show the
considered locations of the MEC nodes.

Proof. To begin with, let us focus on the first part of LRA (Algorithm 2). Line 2 of Algorithm
2 relies on Algorithm 1 to compute the placement of the primary instances. Since Algorithm
1 chooses one subset that corresponds to at least one VS at each iteration, Algorithm 1
terminates in at most |F| iterations. Furthermore, we observe that the remaining parts of
Algorithm 2 require |F|+ |M| iterations. The second part of LRA (Algorithm 3) needs
exactly |M| iterations to compute the placement of the secondary VS instances, as the
pseudo-code shows. This proves the result.

6 Numerical Results
For the evaluation we simulated an urban area based on the map of the center of the city of
Milan, Italy, covered by a set B of BSs of 581 LTE BSs (http://opencellid.org/). The set L
of MEC locations is chosen as a subset of B using a local search heuristic for the K-means
problem; the MEC locations are shown by triangles in Figure 2. The backhaul network
topology is a minimum cost spanning tree of B.

We used the number of CPU cores as the capacity of a hardware configuration t, and
we used a set of four hardware configurations T = {2, 4, 8, 16}. The maximal energy
consumption per CPU core pcoret was chosen uniform at random between 2W and 20W
based on the technical specifications of recent Intel CPUs. We choose the base energy
consumption Pt of MEC node type t uniformly between [65%, 230%] of the maximal energy
consumption of its CPU cores pcoret ωt, which is based on the experimental results in [28].
In the simulations we consider that the CPUs are the main source of energy consumption for
executing the VS instances and thus the energy consumption of executing a VS instance on a
MEC node of type t is chosen uniformly on [0.5, 1]× pcoret . This assumption is reasonable,
as CPUs usually account for a large portion of the energy consumption of a MEC server,
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Algorithm 4: Least Opening Cost First Algorithm

1 Ω = F
2 while Ω 6= ∅ do
3 [l, t] = argminl,t{pl,t|c′l,t = 0}
4 c′l,t = d |Ω∩Fl,t|

ωi
e

5 ci = 1, ∀i with N(i) ≤ c′l,t, T (i) = t, L(i) = l

6 for f ∈ Ω ∩ Fl,t do
7 Find i ∈Ml,t with ci = 1,

∑
f x

p
f,i < ωi

8 xpf,i = 1, and Ω = Ω \ {f}

9 Use Algorithm 3 to compute xsf,j , ∀f ∈ Fn

Algorithm 5: Least Execution Cost First Algorithm

1 for f ∈ F do
2 i = argmini{pf,i|i ∈M,

∑
f x

p
f,i < ωi, df,i ≤

Df}
3 ci = 1xpf,i = 1

4 Use Algorithm 3 to compute xsf,j∀ f ∈ Fn

e.g., measurement results in [28] show that the CPU may account for 30% to 60% of the
energy consumption of a single CPU server; the ratio may be even higher in servers with
multiple CPUs and solid state drives.

At each location l ∈ L we selected 3 hardware configurations from T as the configu-
rations that can be deployed. This corresponds to typical technical constraints, such as the
available energy supply at a site and constraints on physical dimensions. As baselines for
comparison we use three greedy algorithms.

Least Opening Cost First: The first greedy algorithm attempts to open MEC nodes
in ascending order of their opening cost; we refer to it as the least open cost first (LOC)
algorithm. The pseudo-code of LOC is shown in Algorithm 4. In line 1, the algorithm
initializes the set Ω of VSs that have not yet been placed. Then in each iteration it finds
the MEC node type t and location l with minimal base energy consumption (line 3). Then
the algorithm opens the minimal number of MEC nodes of type i at location l (i,e., c′l,t =

d |Ω∩Fl,t|
ωi

e in lines 4-5), to place the primary instances of all the VSs in Ω∩Fl,t. At the end,
we use Algorithm 3 to compute the placement of secondary instances of the stateful VSs
Fn.

Least Execution Cost First: The second greedy algorithm attempts to minimize the
execution cost; we refer to it as the least execution cost first (LEC) algorithm. The pseudo-
code of LEC is shown in Algorithm 5. LEC places primary instance of VS f on MEC
node i with the lowest execution energy consumption, among all the feasible MEC nodes



161

Algorithm 6: Non-joint Dimensioning and Placement Algorithm

// Dimensioning
1 for l ∈ L do
2 Open d |{f∈F|df,l,t≤Df}|

ωl,t
eMEC nodes of type t

// Placement
3 for f ∈ F do
4 i = argmini{pf,i|i ∈M,

∑
f x

p
f,i < ωi, df,i ≤ Df}

5 xpf,i = 1

6 Use Algorithm 3 to compute xsf,j∀ f ∈ Fn

that have available computational resources (i.e.,
∑
f x

p
f,i<ωi) and can satisfy the delay

requirement of f (i.e., df,i ≤ Df ) in lines 2-3. At the end, LEC uses Algorithm 3 to compute
the placement of secondary instances of the stateful VSs Fn (line 4).

Non-joint Dimensioning and Placement: The third greedy algorithm considers the
MEC node dimensioning and VS instance placement in two separate steps, and we refer
to it as the non-joint dimensioning and placement (NJDP) algorithm. The pseudo-code of
NJDP is shown in Algorithm 6. The NJDP algorithm first dimensions the MEC resources
(lines 1-2). At each location l, MEC nodes of type t can satisfy the delay requirement of
|{f ∈ F|df,l,t ≤ Df}| VSs, and thus the algorithm opens d |{f∈F|df,l,t≤Df}|

ωl,t
eMEC nodes

of type t at location l. The NJDP algorithm then handles the VS placement (lines 3-6). The
NJDP algorithm assigns the primary VS instance of f to the MEC node with the lowest
execution cost, among all the MEC nodes that have available computational resources and
can satisfy the delay requirement of f (lines 4-5), and then uses Algorithm 3 to place the
secondary instances (line 6).

Furthermore, to show the cost of considering resilience, we also consider a variant of the
LRA algorithm that consider all VSs F are non-critical stateless, referred to as the LRA-no
resilience algorithm. The results shown are the averages of 500 simulations.

6.1 Cost Performance
To evaluate the cost performance of LRA, we start with a system with |L|= 5 locations.
Besides the baselines above, we also compute optimal solutions by solving the RDP problem
as an IP problem, and then compute an upper bound as the product of the optimal cost and
the approximation ratio 3H|F|. Figure 3 shows the total energy cost of the algorithms as
a function of the number of VSs |F|. The error bars show the 5% and 95% percentiles.
The results show that LRA performs close to the optimal solution. For example, when
|F|= 10 the total cost of LRA is within a factor of two of the optimal solution. It is also
interesting to observe that the total cost of the NJDP algorithm is much higher than that of
the other algorithms. For example, when |F|= 10 the total cost of the NJDP algorithm is
about fifteen times of the total cost of LRA. This is because VS placement is not considered
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Figure 3: Cost vs. number of VSs |F| for |L|= 5

during MEC resource dimensioning in NJDP, and thus the resource demand of each VS
has been redundantly addressed at multiple locations. This observation shows that our joint
approach is necessary for efficiently solving the dimensioning and placement problem. In
the following, we will focus on LRA, LRA-no resilience, LEC and LOC, and evaluate them
in larger systems to obtain more insight.

Figure 4 shows the total energy cost of LRA, LRA-no resilience, LEC and LOC as
a function of the number of VSs |F| for two scenarios. The two scenarios differ in the
fraction of the types of VSs, and allow to investigate the impact of different types of VSs
on the performance of the algorithms. In the first scenario (distribution D1) VS types are
uniformly distributed among {non-critical stateless, stateful, critical}, while in the second
scenario (distribution D2) all the VSs are stateful. The results for D1 and D2 are shown
using solid and dashed lines, respectively. It is interesting to observe that LRA, LEC and
LOC achieve higher costs in D1 than in D2. This is mainly due to the critical VSs present
in D1, as critical VSs require more computational resources than stateful VSs, i.e., each
critical VS requires dedicated resources for its two primary instances, while each stateful
VS only requires one dedicated resource for its primary instance and runs its secondary
instance on shared computational resources. Note that since LRA-no resilience treats all
VSs as non-critical stateless, LRA-no resilience performs exactly the same in D1 and D2.

In what follows, let us first focus on the performance of the algorithms in D1. Figure 4
shows that the LRA algorithm outperforms the two greedy algorithms, and the performance
gap increases as |F| increases. For example, for |F|= 500 the energy consumption of the
LRA algorithm is about 27% and 20% less than that of LEC and LOC, respectively. This
is because the LEC and the LOC algorithms only focus on minimizing the base energy
consumption and the execution energy consumption, respectively, while the LRA algorithm
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Figure 4: Cost vs. number of VSs |F| for |L|= 30

considers both. Compared to LRA-no resilience, the energy consumption of LRA increases
up to 34% due to providing resilience to the stateful and critical VSs. The increased cost
comes from opening extra MEC nodes and from the energy consumption for executing the
replicas of the critical VSs. Furthermore, the reasoning above also explains the phenomenon
that in D2 the performance gaps of the four algorithms are similar to that in D1.

Besides the energy consumption, we also use the share of idle computational resources
(SICR) as a second performance metric,

SICR = 1− |F|∑
i∈M ωici

. (37)

The SICR is a measure of how well the algorithms utilize the computational resources of
the opened MEC nodes. Figure 5 shows the SICR of the algorithms as a function of the
number of VSs |F| for the same scenario as Figure 4. The results show that for all the
algorithms the SICR decreases as |F| increases under both VS type distributions D1 and
D2. This is because when |F| is small, the VSs are sparsely distributed within the simulated
area. Therefore, due to the delay requirement of the VSs, it could be the case that a VS is
opened to serve much fewer VSs than its capacity allows. Among all the algorithms, the
LEC algorithm has the highest SICR, as it minimizes the execution energy consumption of
each VS individually without coordinating the VSs. On the contrary, LOC has a lower SICR
than the LRA and LEC, as the LRA attempts to fill the opened MEC nodes before opening
new MEC nodes. Further, the results show that the LRA-no resilience algorithm achieves
lower SICR than the LRA algorithm in both D1 and D2. This is mainly because the LRA
algorithm reserves idle resources for the secondary instances of the stateful VSs. The need
for reserving idle resources for secondary instances also explains the observation that LRA,
LEC and LOC have higher SICR under D2 than under D1, as there are more stateful VSs.
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6.2 Efficiency
Figure 6 shows the execution time for the algorithms as a function of the number of VSs |F|
for the same scenario as in Figure 4. The results show that the LEC algorithm has the lowest
execution time under both distributions D1 and D2, as using this algorithm the number of
iterations for placing the primary instances is determined by |F|. The LRA-no resilience
algorithm consumes less time than the LRA algorithm, as the LRA-no resilience algorithm
does not consider replicas of the critical VSs, and it also skips the placement of secondary
instances. Furthermore, the results show that LRA, LRA-no resilience and LOC have a
higher execution time in D1 than in D2. This is because there are more primary instances to
be placed in D1 than under D2 due to the critical instances present in D1, and using those
algorithms the placement of primary instances has a bigger impact on the execution time
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than that of the secondary instances. It is worthwhile to note that the execution time of the
LRA algorithm is arguably negligible compared to the timescale at which a MEC operator
would in practice update the deployment of MEC nodes and services.

6.3 Impact of backhaul topology
Next we evaluate the impact of the backhaul topology on the cost and on the latency
performance. For this we modified the backhaul topology by adding extra links to the
original spanning tree using an iterative greedy algorithm: in each iteration we add an
extra link between the first and the last nodes on the longest shortest path in the backhaul,
thereby reducing the diameter of the graph. Figure 7 shows the total cost for |F|= 200
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with 0, 20, 40, and 60 extra links added, the error bars show the 5% and 95% percentiles.
In simulations we choose the types of VSs according to the distribution D1 considered in
Figure 4, as D1 includes all VS types and thus is more general than D2. Overall, the total
cost decreases as the number of extra links increases with a decreasing marginal gain. For
example, compared to the spanning tree topology (i.e., 0 extra links) adding 20 extra links
(i.e., about 2% increase in number of links) reduces the total cost of the LRA algorithm by
about 20%. This is because adding extra links increases the number of MEC nodes that a
VS can be placed on, which gives the algorithm more flexibility when solving the problem.
Another interesting observation is that adding extra links to the network topology has a
higher impact on the worst-case energy cost than on the average cost or on the 5% cost, i.e.,
it helps to make the energy consumption more predictable.

Second we consider number of network hops between the BS serving the application and
the locations of the primary instances of the VSs as a performance metric for the backhaul
delay. We consider the number of hops only, as the propagation delay in mobile backhaul
networks is almost negligible (e.g., fiber), and thus the delay in the mobile backhaul mainly
comes from packet processing in each hop. Figure 8 shows the average number of hops
together with the 5% and 95% percentiles. The results show that as the number of extra links
increases, the average number of hops decreases significantly for all the algorithms. The
results indicate that improving the backhaul network is very important for MEC to serve
VSs with stringent delay requirements. The result also show that the LRA and the LRA-no
resilience algorithms perform close to the greedy algorithms and even outperform the greedy
algorithms when no extra links are added. This shows that the LRA algorithm does not
sacrifice the backhaul delay performance while reducing the energy consumption.
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6.4 Experimental Results
To validate our resource consumption model for the primary and secondary instances,
we measured the CPU usage for two different processes on a desktop computer with 4
CPU cores. The first process implements model predictive control (MPC) for balancing an
inverted pendulum. MPC is an advanced process control method that uses dynamic linear
models, and is widely used in the process industry in chemical plants and oil refineries. We
use the MPC process to simulate the main activity of primary VS instances. The second
process is a UDP server that listens to and reads packets from a number of UDP ports. Each
UDP port receives about 60 packets per second. We use this process to capture the main
activity of the secondary instances, which receive state update messages from the primary
instances periodically. Figure 9 shows the average CPU usage of the UDP server with 100
and 200 UDP ports, and the MPC process with a control frequency of 10 and 20 per second,
respectively. The results show that compared to the MPC process, the UDP server uses
significantly less computational resources. For example, when there are 200 ports the CPU
usage of the UDP server is about 5%. These results justify our assumption that properly
implemented secondary instances can be hosted together on a shared computational resource
(e.g., together with the operating systems).

7 Conclusion
We have proposed an approximation algorithm for solving the joint problem of resource
dimensioning and placement for dependable virtualized services, for minimizing energy
consumption under resource and latency constraints. The proposed approximation algorithm
is based on Lagrangian relaxation and solves the problem in two steps. Extensive simulations
show that our proposed algorithm significantly outperforms three greedy baseline algorithms
and is computationally efficient. Overall our results indicate that service availability re-
quirements can effectively be incorporated into SLAs, and can be used for making MEC
dimensioning and service placement efficient. An interesting extension of our work is to
consider virtualized services that have heterogeneous resource requirements, and the case of
shared computation resources subject to schedulability constraints. A further extension of
the model would be to consider services that require data from devices connected to multiple
base stations.

Appendix: Proof of Lemma 3
Proof. Algorithm 1 was applied to the non-metric UFL problem in [26]. Since the complete
proof is missing in [26], we provide the complete proof as follows, based on an approach
similar to Theorem 1.11 in [29]. Let us denote by Ω(n) the set of clients that are not served
at the beginning of iteration n, and by U (n∗) the set of facilities that the optimal solution
would use to serve the clients in Ω(n). Let us denote by (b∗u, z

∗
k,u) the optimal solution of

the UFL-DC problem. Then,
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v(u(n),K(n)) ≤
∑

u∈U(n∗) (b∗uqu +
∑

k z
∗
k,uqk,u)∑

u∈U(n∗)
∑

kz
∗
k,u

≤ Opt(UFL-DC)
|Ω(n)| . (38)

The first inequality holds as v(u(n),K(n)) is the minimal cost efficiency at iteration n
(line 4, Algorithm 1). The second inequality holds as

∑
u∈U(n∗)(b∗uqu +

∑
k z
∗
k,uqk,u) ≤

Opt(UFL-DC) and
∑
u∈U(n∗)

∑
k z
∗
k,u ≥ |Ω(n)|.

Let us define the cost efficiency of serving client k as v(k) = v(u(n),K(n)), where
k ∈ K(n). Assume that the Algorithm 1 converges in N iterations, then

N∑

n=1

∑

k∈K(n)

v(k) ≤
N∑

n=1

∑

k∈K(n)

Opt(UFL-DC)
|Ω(n)| (39)

≤
N−1∑

n=1

(
Opt(UFL-DC)
|Ω(n)| +

Opt(UFL-DC)
|Ω(n)|−1

+ . . . +
Opt(UFL-DC)

|Ω(n)|−|Ω(n+1)|+1

)

+

(
Opt(UFL-DC)

Ω(N)
+

Opt(UFL-DC)
Ω(N) − 1

+ . . . +
Opt(UFL-DC)

1

)

= Opt(UFL-DC)
(

1

|K| + . . .
1

3
+

1

2
+

1

1

)
= H|K|Opt(UFL-DC),

where H|K| is the harmonic series and H|K| ≈ log(|K|).
Finally, the cost of the solution given by Algorithm 1 is

∑

u

buqu +
∑

u

∑

k∈K
zk,uqk,u ≤

N∑

n=1

∑

k∈K(n)

v(k)≤H|K|Opt(UFL-DC), (40)

which proves the result.
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Abstract
Mobile edge computing (MEC) is considered a key enabler for serving mission-

critical and delay sensitive services in mobile networks. For such applications to be
deployed, MEC will have to provide availability and latency guarantees tailored to the
services’ requirements, while ensuring energy efficiency. In this paper we address the
problem of providing service specific availability guarantees via an abstraction that can
be encapsulated in service level agreements, allowing the MEC operator to optimize
resource dimensioning and allocation subject to performance constraints. We formulate
the problem of energy optimal server dimensioning and service placement subject to
schedulability and availability constraints, and we prove that the problem is NP-hard.
We propose three algorithms for approximating the optimal solution, and we propose
a scheme based on approximation programming for computing a lower bound of the
optimal solution. Our results from extensive simulations in realistic scenarios show that
the proposed solutions are efficient and scalable, support the feasibility of using the
proposed abstraction in MEC and highlight the benefits of availability requirement-aware
resource management.

1 Introduction
Mobile edge computing (MEC) is meant to provide computational and storage resources at
the network edge, e.g., near base stations (BSs) within the radio access network, and could
serve as an enabler for mission-critical, latency sensitive applications. Prominent use cases
include a variety of cyber physical systems (CPS), such as high confidence medical systems,
water and energy distribution systems, robotics and autonomous vehicles. Many of these
latency sensitive applications have high availability requirements as well, and thus edge
computing systems will have to provide low latency and high availability, while ensuring
efficient use of resources.
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The widely used approach to ensure availability in cloud computing is to expose a high
level abstraction of the platform to users in the form of failure domains (e.g., racks, data
centers or - most often - availability zones), and allow users to specify VS placement using
this abstraction [1, 2]. This approach may, however, not suit MEC, as it requires a universal
abstraction across diverse MEC infrastructures and it limits the MEC operator’s ability
for optimizing resource allocation. Instead, we argue that availability in MEC should be
specified in the service level agreement (SLA) between users and the MEC operator. Doing
so not only simplifies application programming [3], but it also allows all placement decisions
to be made by the MEC operator so as to optimize resource use, subject to task availability
requirements, constraints on service placement due to latency constraints [4–6] and due to
schedulability constraints.

Latency constraints are typically accounted for based on the network topology [4–6], but
task assignment subject to schedulability is more involved. One common approach is to allow
one service per CPU or MEC node, leading to matching type problem formulations [7,8], but
doing so may result in inefficient use of resources. An alternative approach is to assign tasks
to MEC nodes based on their offered load so that the resulting task queues remain stable. This
model allows multiple knapsack type formulations, but it results in unpredictable processing
times [9]. In addition, schedulability under latency constraints depends on the number of
tasks sharing the computational resource and on their periodicity [10]. Consequently, in the
resulting placement problem the capacity of individual computing nodes becomes a function
of the placement decisions. The placement dependent capacity constraints combined with
the requirement of ensuring availability despite failures leads to inherently complex coupling
in the resulting problem, without a known efficient solution.

In this paper we address this problem. We consider resilient energy-aware placement
(REP) of Virtualized Services (VSs) in MEC subject to reliability and schedulability con-
straints. We consider a set of MEC nodes that can be opened to serve a set of VSs with
periodic workloads and diverse availability requirements. The REP problem is to compute
the set of MEC nodes to be opened for placing the VSs, so as to minimize the energy
consumption of the system. We provide a non-linear optimization problem formulation and
prove that it is NP-hard. We propose three efficient algorithms for solving problem and an
approximation programming based approach to approximate a lower bound on the optimal
cost. By extensive simulations we evaluate the performance of the algorithms and we show
through numerical results that they are both efficient and scalable, showing that the proposed
abstraction of task availability could be feasible to use in MEC systems.

The rest of the paper is organized as follows. Section 2 reviews the related work. Section
3 introduces the system model and the REP problem formulation, and Section 4 provides
results on problem complexity. Section 5 presents an iterative matching approach, and
Section 6 presents a primal-dual placement algorithm for solving the problem. Section 7
presents an approximation programming scheme to obtain a lower bound of the optimal
solution. Section 8 presents numerical results and Section 9 concludes the paper.
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2 Related Work
Closely related to ours are works on service placement for MEC and for data centers [4–6,
11–13]. [11] addresses the problem of service placement in MEC with dense base station
deployment and proposes a decentralized algorithm to reduce the traffic in the backhaul
network. [5] formulates the problem of V2X service placement in MEC for minimizing
the service latency and proposes a greedy heuristic. Authors in [4] consider joint service
placement and traffic routing in MEC subject to MEC node capacity and network bandwidth,
and propose an approximation algorithm for maximizing the number of admitted user
requests. The algorithm utilizes randomized rounding and allows to exceed the capacity of
the MEC nodes, which limits its applicability for real-time applications. Unlike ours, the
works [4, 5, 11] consider service placement only, while our work also addresses the problem
of MEC node deployment.

The energy-aware service placement problem is modelled as a multi-stage stochastic
program in [12], and a sampling-based solution is proposed to optimize the Quality of
Service (QoS) performance of the system. Different from our work, this work considers
energy consumption in the form of a budget per MEC node, instead of minimizing the
overall energy consumption.

Nonetheless, the works [4, 5, 11, 12] do not consider the reliability and schedulability
requirements of the services. Joint service placement and scheduling is considered in [6] to
maximize the expected number of accepted services on the long-term. However, the work
considers that each service needs to be executed once and thus does not apply to periodical
services. The problem of resilient placement of virtual network functions is considered
in [13] for single-server failures, and relies on solving integer programming (IP) problems,
which may not be salable as the number of services increases.

Closest to our work in terms of problem formulation are the works on facility location
(FL) problems, which are NP-hard. Approximation algorithms for uncapacitated facility
location (UFL) are proposed in [14, 15], and approximation algorithms for capacitated
facility location (CFL) problems are proposed in [16]. The methods above cannot be directly
applied to our problem as we consider a hard capacity for each MEC node, while algorithms
in [16] allow to overload a facility subject to penalty. At the same time, the works above
assume assignment cost on a metric space, while our work has a general cost model for
energy consumption. An approximation algorithm based on converting the UFL problem to
a minimal weight set cover problem with general cost was proposed in [15]. Compared to
the FL problems above, we also consider MEC nodes in different availability zones, services
with reliability and latency requirements, and constraints on schedulability of the services,
which are in general not considered in FL problems.

Also related to ours are combinatorial optimization problems with non-linear objective
functions and constraints. [17] considers the joint service placement and MEC node opening
problem subject to a budget. A bandit learning approach is proposed for maximizing the sys-
tem utility. [18] considers service placement in MEC for maximizing a non-linear objective
function and proposes an online learning based solution. [19] considers the service chain
placement problem subject to multiple types of resources, and proposes genetic algorithms
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with two selection techniques for minimizing the deployment cost. These methods either
require fine-grained implementations, or are not guaranteed to converge. On the contrary, in
our work we apply a low-complexity approximation programming approach for obtaining a
lower bound of the energy consumption of the system, under reliability and schedulability
constraints.

3 System Model and Problem Formulation
We consider a mobile backhaul that consists of a setB of BSs and a setM of MEC nodes that
can be opened to host VSs. The BSs B and MEC nodesM are connected by an underlying
backhaul network, which we model by a weighted directed graph G = (B ∪M, E ,W),
where wi,j∈ W is the weight of edge (i, j) ∈ E , and corresponds to the backhaul latency on
edge (i, j). We use binary decision variable ci to indicate if MEC node i is open, and we
define vector c = {c1, c2, . . . , c|M|} as the MEC node deployment decision of the system.

3.1 VSs and Availability Requirements
We consider to serve a set F of VSs by the MEC nodes. Each VS corresponds to an
application, and is implemented as a software instance that can be executed in a virtual
environment (e.g., a container). VSs f receives data from and sends data to the corresponding
physical process, which communicates wirelessly through access point bf ∈ B. The end-to-
end latency df,i when hosting an instance of VS f on MEC node i can be expressed as the
sum of the latency df,bf of wireless transmission and the latency in the backhaul network
modeled by G, determined by the routing policy (e.g., shortest path between i and bf ). This
simple model of network latency is reasonable if congestion does not depend on placement
decisions of the VSs, which is the case if the related traffic is not significant.

Motivated primarily by control applications for emerging cyber-physical systems, we
consider that the VSs serve periodic workloads, and we denote by Tf the periodicity of VS f .
As a general model of the corresponding workload, we denote by ef,i the computational time
required when f is executed on MEC node i. Thus, we can express the resource utilization
uf,i =

ef,i
Tf

due to VS f on MEC node i. Note that for stability a VS f has to be placed on a
MEC node for which Tf≥ef,i, i.e., uf,i ≤ 1. To cater for latency sensitive applications, we
consider that each VS f has an end-to-end latency requirement, denoted by Df , and that
the execution of the workload of VS f should not take longer than its periodicity Tf . In
addition, we consider three types of VS availability requirements.

Non-critical stateless VSs have low availability requirements. When an instance fails,
the VS can wait for a new instance to be restarted, and does not require application state to
be restored. Typical examples include visual analytics services (e.g., object recognition),
and proportional-derivative (PD) controllers used for process control. Thus a non-critical
stateless VS requires only one primary instance to be active all the time to provide the
service. We denote by Fns the set of non-critical stateless VSs.
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Stateful VSs operate based on historical data, referred to as state, which has to be
maintained. Typical examples include the widely used proportional-integral-derivative (PID)
controller, the linear-quadratic-Gaussian (LQG) controller, and model predictive control
(MPC). Thus, besides a primary instance, each stateful VS also requires one secondary
instance to receive the states of the primary instances. Upon failure of the primary instance,
the secondary instance can provide the service based on the most recent state. We denote by
Fs the set of stateful VSs.

Critical VSs are very sensitive to service outage and thus have high availability re-
quirements, for example, medical alert systems and safety relevant services for autonomous
vehicles. Thus, each critical VS requires one primary instance and one redundant instance
that is always active. The redundant instance can take over when the primary service fails,
without the need to be activated. We denote by Fc the set of critical VSs, and we denote by
F = Fns ∪ Fs ∪ Fc the set of all VSs.

3.2 Placement Model
We define binary variables to indicate the placement of the VS instances. For each non-
critical stateless VS f ∈ Fns, binary decision variable xf,i = 1 indicates that a primary
instance of f is placed on MEC node i, and xf,i = 0 otherwise. For each stateful VS f ∈ Fs,
binary decision variable xf,i,j = 1 indicates that a primary instance of f is placed on MEC
node i and a secondary instance of f is placed on MEC node j, and xf,i,j = 0 otherwise.
Finally, for each critical VS f ∈ Fc binary decision variable xf,i,j = 1 indicates a primary
and a redundant instance of f are placed on MEC node i and j, respectively, and xf,i,j = 0
otherwise. For convenience, we denote by vector x the set of all placement variables, i.e.,
x = {xf,i|f ∈ Fns, i ∈M} ∪ {xf,i,j |f ∈ Fs ∪ Fc, i, j ∈M}.

First of all, we consider that VS placement is constrained by the availability of computa-
tion resources. A MEC node needs to be open to host any VS instances and therefore

xf,i ≤ ci,∀f ∈ Fns, i ∈M (1)
xf,i,j ≤ ci,∀f ∈ Fs ∪ Fc, i ∈M, j ∈M (2)
xf,i,j ≤ cj ,∀f ∈ Fs ∪ Fc, i ∈M, j ∈M. (3)

In a valid VS placement a primary instance of each non-critical stateless VS must be placed,
∑

i∈M
xf,i ≥ 1,∀f ∈ Fns, (4)

while for stateful and for critical VSs the two required instances must be placed,
∑

i∈M

∑
j∈M

xf,i,j ≥ 1,∀f ∈ Fs ∪ Fc. (5)

In addition, VS placement needs to satisfy the end-to-end latency requirements of the VSs.
Recall thatDf denotes the end-to-end latency requirement of VS f , thus a feasible placement
must satisfy
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xf,idf,i ≤ Df ,∀f ∈ Fns, i ∈M (6)
xf,i,jdf,i ≤ Df ,∀f ∈ Fs ∪ Fc, i, j ∈M (7)
xf,i,jdf,j ≤ Df ,∀f ∈ Fs ∪ Fc, i, j ∈M. (8)

3.3 Resilience and MEC Availability Zones
We consider that MEC nodes are partitioned into |Z| availability zones, where Z is the set
of availability zones. Let us denote byMz the MEC nodes that belong to availability zone
z ∈ Z . We assume that each MEC node must and can only belong to one availability zone,
and we use Zi to indicate the availability zone that MEC node i belongs to. This assumption
is motivated by the concept of availability zones in cloud computing services (e.g., Amazon
AWS and Microsoft Azure) that allows to distribute user applications to different regions
to avoid service interruptions caused by the regional failures. Examples of such failures
include major power outages and communication link failures in the mobile backhaul. While
in existing cloud offerings users make explicit choices for availability zones, we argue
that in a MEC environment ease of deployment requires a simpler abstraction of reliability
guarantees. We thus consider that the instances of stateful and of critical VSs have to be
placed in different availability zones to ensure service continuity under large-scale failures,

∑

i∈Mz

∑

j∈M
xf,i,j +

∑

j∈M

∑

i∈Mz

xf,j,i ≤ 1,∀f ∈ Fs ∪ Fc,∀z ∈ Z. (9)

3.4 Schedulability Constraint
A MEC node i can host multiple VS instances as long as there exists a schedule of the
execution of the VS instances such that each VS instance f can be completed within Tf . We
refer to this requirement as schedulability. In what follows, we utilize the classical result
from [10], which states that n jobs are schedulable on a processor if the total utilization is at
most U(n) = n · (2 1

n − 1). Observe that the bound decreases with the number of jobs, i.e.,
active VS instances.

Schedulability should be ensured not only for the primary and redundant instances, but a
feasible placement should guarantee that the secondary VS instances placed on a MEC node
i can get the necessary computational resources if their primary instances are affected by
MEC node failures. To formulate a corresponding constraint, let us consider the worst case
scenario that all MEC nodes in a zone z ∈ Z fail. Then at MEC node i with Zi 6= z there are
(
∑

f∈Fns
xf,i +

∑
f∈Fs∪Fc

∑
j∈M xf,i,j) primary VS instances, (

∑
f∈Fc

∑
j∈M xf,j,i)

redundant instances of critical VS, and due to the failure an additional
∑

f∈Fs

∑
j∈Mz

xf,j,i
secondary instances need to be activated. Thus, if all MEC nodes in availability zone z 6= Zi
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fail, the number of active VS instances on MEC node i becomes

ni,z =
∑

f∈Fns

xf,i+
∑

f∈Fs∪Fc

∑

j∈M
xf,i,j (10)

+
∑

f∈Fc

∑

j∈M
xf,j,i +

∑

f∈Fs

∑

j∈Mz

xf,j,i.

According to (Theorem 5, [10]) a sufficient condition for the resulting set of VSs to be
schedulable is


 ∑

f∈Fns

xf,iuf,i +
∑

f∈Fs∪Fc

∑

j∈M
xf,i,juf,i +

∑

f∈Fc

∑

j∈M
xf,j,iuf,i

+
∑

f∈Fs

∑

j∈Mz

xf,j,iuf,i


 ≤ U(ni,z), ∀i ∈M and ∀z ∈ Z. (11)

Observe that the right hand side of the above constraint is convex, hence the feasible region
of the resulting optimization problem is non-convex.

3.5 Energy Consumption Model
We consider that the energy consumption of hosting the VSs on MEC nodes has two sources.
First, the base energy consumption for running the operating system and for running the
secondary instances. We denote by pi the base energy consumption of MEC node i. Second,
the energy consumption for executing the primary and redundant instances, and we denote
by pf,i the energy consumption for executing a primary or a redundant instance of VS f
on MEC node i. Thus, the total energy consumption of a feasible VS placement x can be
expressed as

E(c,x) =
∑

i∈M
cipi +

∑

i∈M

∑

f∈Fns

pf,ixf,i (12)

+
∑

i∈M

∑

j∈M

∑

f∈Fs

pf,ixf,i,j +
∑

i∈M

∑

j∈M

∑

f∈Fc

(pf,i + pf,j)xf,i,j .

3.6 Problem Formulation
We are now ready to formulate the REP problem for MEC. The objective of the REP problem
is to choose the set of MEC nodes to be opened and a corresponding VS placement so as to
minimize the energy consumption of the MEC nodes, subject to schedulability, latency and
resilience constraints.
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Table 1: Table of Notations

Sets
B Set of base stations
Fns Set of non-critical stateless VSs
Fs Set of stateful VSs
Fc Set of critical VSs
F Set of all VSs
M Set of all MEC nodes
Mz Set of MEC nodes in availability zone z ∈ Z
Z Set of availability zones

Parameters
df,i Latency between f ∈ F and i ∈M
Df Delay requirement of f ∈ F
ef,i Computational time of executing f ∈ F on i ∈M
pi Base energy consumption of i ∈M
pf,i Energy consumption for executing f ∈ F on i ∈M
Tf Periodicity of f ∈ F
uf,i Utilization of VS f on i ∈M
Zi Availability zone of i ∈M

Functions
U(n) Maximum schedulable sum utilization of a set of n VSs

Decision Variables

ci =

{
1, MEC node i ∈M is open
0, Otherwise

xf,i =

{
1, A primary instance of f ∈ Fns is placed on i ∈M
0, Otherwise

xf,i,j =





1,
A primary and a secondary (redundant) instance
of f is placed on i ∈M and j ∈M, respectively

0, Otherwise

minimize
c,x

E(c,x) (REP)

subject to (1)− (11)
ci ∈ {0, 1}, ∀i ∈M
xf,i ∈ {0, 1}, ∀f ∈ Fns,∀i ∈M
xf,i,j ∈ {0, 1}, ∀f ∈ Fs ∪ Fc,∀i, j ∈M

The most frequently used notations are summarized in Table 1.
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4 Complexity Analysis
In what follows we analyze the computational complexity of the REP problem. We start
with recalling the UFL problem [20].

UFL problem: Consider a set of facilities U and a set of clients K. Binary decision
variable bu denotes if facility u ∈ U is open, and binary decision variable yk,u denotes if
client k ∈ K is served by facility u ∈ U . In a feasible solution, a client must be served by a
facility that is open, and hence

yk,u ≤ bu, ∀k ∈ K,∀ u ∈ U . (13)

Furthermore, each client k ∈ K must be served by one facility,
∑

u
yk,u ≥ 1,∀k ∈ K. (14)

The cost for opening facility u is gu and the cost for serving a client k by facility u is
gk,u. The objective of the UFL problem is to find a feasible solution that minimizes the total
cost,

minimize
bu,yk,u

∑

u

(bugu +
∑

k

yk,ugk,u)

subject to (13)− (14)
bu ∈ {0, 1}, ∀u ∈ U
yk,u,∈ {0, 1}, ∀ k ∈ K, ∀ u ∈ U

(UFL)

The UFL problem above is known to be NP-hard [20]. We are now ready to prove the
complexity of the REP problem.

Proposition 1. The REP problem is NP-hard.

Proof. We prove the proposition by reducing the UFL problem to the REP problem. For
an instance (U , K) of the UFL problem we construct an instance of the REP problem as
follows. We create a set M of MEC nodes, where |M|= |U|+1 and each MEC node
i ≤ |U| corresponds to a facility ui ∈ U . MEC nodes i ≤ |U| belong to availability zone
1 and MEC node |U| + 1 belongs to availability zone 2. We create a stateful VS instance
f that corresponds to each client kf ∈ K, and thus |Fs|= |K|. We set Fns = Fc = ∅,
and F = Fs. Therefore, constraints (1) and (4) which only involve non-critical stateless
VSs, become inactive. Furthermore, we set Df such that df,i ≤ Df ∀i ∈M∀f ∈ F , and
therefore constraints (6)-(8) become slack constraints. We then set the computation time and
periodicity of each VS f such that ef,i

Tf
= U(∞)

|F| . Consequently, we only need to consider
the constraints (2), (3), (5) and (9) in the REP instance above. Finally, we set the base energy
consumption pi = gui

∀1 ≤ i ≤ |U| and pi = 0 when i = |U|+1. The energy consumption
for executing a VS instance is set as pf,i = gkf ,ui ∀f if 1 ≤ i ≤ |U|, and pf,i = ∞ ∀f
when i = |U|+1.
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Based on the energy consumption of the nodes, an optimal solution (c?,x?) to the REP
problem would not place any primary instances on a MEC node i = |U|+1. Then the total
cost of the optimal solution becomes

E(c?,x?)

=

|U|+1∑

i=1

(c?i pi +
∑

f∈F

∑

j∈M
pf,ix

?
f,i,j) (15)

=

|U|∑

i=1

(c?i pi +
∑

f∈F

∑

j∈M
pf,ix

?
f,i,j). (16)

Following the reduction above, we can construct a solution (b?u, y
?
k,u) to the UFL problem

from an optimal solution (c?,x?) to the REP problem. For c?i = 1 we open corresponding
facility ui (i.e., b?ui

= 1), and for x?f,i,j = 1 we serve client kf by facility ui (i.e., y?kf ,ui
= 1).

Due to the mappings between MEC nodes and facilities, between VSs and clients, and by
(16) we have

E(c?,x?) =
∑

u

(b?ugu +
∑

k

y?k,ugk,u). (17)

To prove the proposition, what remains is to prove that (b?u, y
?
k,u) is an optimal solution

to the UFL problem. We prove this by contradiction. Let us assume that there exists another
solution (b′u, y

′
k,u) to the UFL problem such that

∑
u(b′ugu +

∑
k y
′
k,ugk,u) <

∑
u(b?ugu +∑

k y
?
k,ugk,u). Then we can construct a solution (c′,x′) to the REP problem as follows.

First, we set c′i = 1 if b′ui
= 1. Then we place the secondary instance of the all the VSs on

the MEC node |U| + 1, which has an energy consumption of zero. Finally, we place the
primary instance of VS f on the MEC node i if y′kf ,ui

= 1 (i.e., x′f,i,|U|+1 = 1). Clearly,
the solution above satisfies constraints (2), (3), (5) and (9). Therefore, (c′,x′) is a feasible
solution to the REP problem. Similar to (17), E(c′,x′) =

∑
u(b′ugu +

∑
k y
′
k,ugk,u) and

thus we have E(c′,x′) < E(c?,x?), which contradicts the assumption that (c?,x?) is
optimal. This concludes the proof.

5 Iterative Matching for Placement Algorithm
In this section we first formulate and propose an optimal solution to the k-matching problem,
based on which we propose the iterative matching placement (IMP) algorithm for solving
the REP problem.

5.1 The k-Matching Problem
We start with introducing the k-matching problem, which is an important building block of
the proposed IMP algorithm. The problem is defined as follows.
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k-matching problem: Consider a weighted bipartite graph G = (U ,V, E) with the set
of weights of the edges denoted byW (e.g., wu,v ∈ W is the weight of edge (u, v) ∈ E). A
k-matching of G is a matching of G that consists of k edges, where k is a positive-integer and
k ≤ min{|U|, |V|}. The k-matching problem is to find a k-matching of G with minimum
sum weights.

In what follows we propose a polynomial time solution to the k-matching problem
through computing the solution of an appropriately constructed instance of the minimum
weight perfect matching problem [21]. For completeness, we start with the definition of the
perfect matching problem.

Minimum weight perfect matching problem: Consider a weighted bipartite graph
G = (U ,V, E) with the set of weights of the edges denoted byW (e.g., wu,v ∈ W is the
weight of edge (u, v) ∈ E). The minimum weight perfect matching problem is to find a
maximal matching of G with minimum sum weights.

For an instance (G, k) of the k-matching problem, we first extend graph G by adding a
set V ′ of vertices with |V ′|= |U|−k. We then add an edge between each vertex u ∈ U and
v′ ∈ V ′, with the corresponding weight wu,v′ = 0, and denote by E ′ the set of newly added
edges. Finally, we obtain a bipartite graph G′ = (U ,V ∪ V ′, E ∪ E ′).

Let us denote by Ẽ ′ a minimum weight prefect matching of G′. Ẽ ′ can be computed
by the Hungarian algorithm in polynomial time [21]. The following result shows that an
optimal solution to the k-matching problem can be constructed based on Ẽ ′.

Proposition 2. Ẽ = Ẽ ′ ∩ E is an optimal solution to the k-matching problem (G, k).

Proof. We prove the statement by contradiction. Let us assume that there exists a k-matching
Ē of G with a sum weight lower than that of Ẽ , and denote by Ū the vertices in U that are
incident to edges Ē . Then we can construct a perfect matching Ē ′ with a sum weight lower
than that of Ẽ ′ for G′. The perfect matching Ē ′ consists of the edges in Ē , and of a perfect
matching of the bipartite graph (U \ Ū ,V ′, E ′), which always exists due to (U \ Ū ,V ′, E ′) is
a complete bipartite graph with zero weights and |V ′|= |U \ Ū|= |U|−k. Clearly, the sum
weight of Ē ′ is lower than that of Ẽ ′, which contradicts the assumption that Ẽ ′ is a minimum
weight perfect matching for graph G′.

5.2 Iterative Matching Placement Algorithm
The IMP algorithm proposed in this section for solving the REP problem places VS instances
by constructing and solving k-matching problems iteratively. The algorithm is based on
the observation that given the number of VS instances placed on a MEC node and their
sum utilization, one can compute the maximum utilization of a single instance that the
MEC node can accept subject to the schedulability constraint. For convenience, we use
binary variables xpf,i x

s
f,i, x

r
f,i to denote whether a primary, a secondary and a redundant

instance of f is placed on i, respectively. We use these variables to denote the placement of
each type of VS instance, as the IMP algorithm handles the placement of different types of
instances separately, instead of handling them jointly as in the problem formulation of REP.
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Clearly, these variables are equivalent to the placement variables xf,i and xf,i,j introduced
in Section 3.

Before we start introducing the IMP algorithm, we introduce some notations. We
denote by npi =

∑
f∈F x

p
f,i and nri =

∑
f∈Fc

xrf,i the number of primary and redun-
dant instances placed on MEC node i, respectively. Furthermore, we denote by nsi,z =∑

f∈Fs

∑
j∈Mz

xpf,jx
s
f,i the maximal number of primary instances that need to be activated

on MEC node i when the MEC nodes in availability zone z 6= Zi fail. Accordingly, we
denote by Up

i =
∑

f∈F x
p
f,iuf,i and Ur

i =
∑

f∈F x
r
f,iuf,i the sum utilization of the pri-

mary and redundant instances placed on i, and by Us
i,z =

∑
f∈Fs

∑
j∈Mz

xpf,jx
s
f,iuf,i the

maximum sum utilization of secondary instances that need to be activated on MEC node i
when the MEC nodes in availability zone z 6= Zi fail.

Let us consider that a certain set of VS instances have been placed on a MEC node i,
and let us denote by upi,max and uri,max the maximum utilization of a single primary and
redundant instance of a VS that can be added to MEC node i, respectively. Based on the
schedulability constraint (11), we obtain

upi,max = uri,max = (18)

U(npi + nri + maxz 6=Zi
{nsi,z}+ 1)− Up

i − Us
i −maxz 6=Zi

{Us
i,z}.

Similarly, we denote by usi,z,max the maximum utilization of a secondary VS that can be
added to MEC node i, with the corresponding primary instances placed in availability zone
z,

usi,z,max = U(npi + nri + nsi,z + 1)− Up
i − Us

i − Us
i,z. (19)

Now we are ready to introduce the placement of the primary VS instances. We denote
by F (p,t) the set of primary VS instances that have not been placed by iteration t, and set
F (p,0) = F as all the VSs require a primary instance. Then, at iteration t we construct an
instance of the k-matching problem to place the VS instances. For this, we construct the
bipartite graph G(p,t) = (F (p,t),M, E(p,t)), in which there is a vertex for each primary VS
instance that is not yet placed, i.e., F (p,t), and there is a vertex for each MEC node i. For
each VS and MEC node pair (f, i) we add edge (f, i) to the set of edges E(p,t) if MEC node
i has sufficient capacity to host a primacy instance of f and if MEC node i can satisfy the
delay requirement of VS i, i.e., uf,i ≤ upi,max and df,i ≤ Df . We set the weight ωf,i of
edge (f, i) to be a a lower bound of the total energy consumption that would be related to
hosting a primary instance of f on i,

ωf,i = pf,i + uf,ipi, (20)

where uf,ipi is an estimate of the base energy consumption that would be related to hosting
f on i.

What remains is to determine the parameter k for the k-matching problem instance.
Let us denote by Mf = {i ∈ M|df,i ≤ Df} the set of MEC nodes that can satisfy the
delay requirement of VS f . Then the average utilization of f on the MEC nodesMf can be
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calculated as ūf =

∑
i∈Mf

uf,i

|Mf | . Therefore, we set k = d∑f∈F ūfe and use k as an estimate
of the number of MEC nodes needed to place all the primary instances. Consequently, at
most k MEC nodes would be opened in each iteration.

At this point we are ready to compute a k-matching of G(p,t). Let use denote by Ẽ(p,t)
the set of edges included in the k-matching of G(p,t). If Ẽ(p,t) = ∅ then no more primary
VS instances can be placed on the set of MEC nodes and thus the algorithm terminates.
Otherwise, for each VS and MEC node pair (f, i) ∈ Ẽ(p,t) the algorithm places the primary
instance of f on i (i.e., xpf,i = 1), and updates F (p,t) accordingly. We execute the algorithm
for placing primary instances until F (p,t) = ∅, unless the algorithm terminates due to
Ẽ(p,t) = ∅.

After the placement of the primary VS instances, we continue with placing redundant
instances for critical VSs. We denote by F (r,t) the set of redundant instances that need to be
placed at iteration t, and initialize it as F (r,0) = Fc. We then follow the same procedure
as in the placement of the primary instances. In iteration t we construct a bipartite graph
G(r,t) = (F (r,t),M, E(r,t)). When we add an edge (f, i) to E(r,t), besides requiring that
uf,i ≤ uri,max and df,i ≤ Df , we also ensure that the primary instance of f is not placed
in availability zone Zi. We then set k = d∑f∈Fc

ūfe, an estimate of the number of MEC
nodes needed for placing the redundant instances, and then compute a k-matching Ẽ(r,t) of
G(r,t). If Ẽ(r,t) = ∅ then the algorithm cannot compute a feasible placement for redundant
VS instances. Otherwise, we place the redundant VS instances as the edges in Ẽ(r,t) indicate
(i.e., set xrf,i = 1 for each (f, i) ∈ Ẽ(r,t)). We iterate until F (r,t) = ∅, unless the algorithm
terminates due to Ẽ(r,t) = ∅.

Finally, we handle the placement of secondary instances. To handle the failure of each
availability zone, we need to place the secondary VS instances so as to avoid the locations
of their primary instances. At iteration t for availability zone z we denote by F (s,t)

z the
set of secondary instances to be placed when the MEC nodes in zone z fail, F (s,0)

z =
{f ∈ Fs|xpf,i = 1 and i ∈ Mz}. Following the same procedure as in the placement of

primary and secondary instances, in iteration t we then construct a bipartite graph G(s,t)z =

(F (s,t)
z ,M, E(s,t)). We add an edge (f, i) to E(s,t) if and only if uf,i ≤ usi,z,max, df,i ≤ Df

and the primary instance of f is not placed in zone Zi. Since a secondary instance does
not induce energy consumption when it is inactive, we set the weight of edge (f, i) as
wf,i = pi

uf,i

(|Z|−1) . We then compute a k-matching Ẽ(s,t)z for G(s,t)z with the parameter
k = d∑

f∈F(s,0)
z

ūfe, which estimates the number of MEC nodes needed to place the VS
instances. Finally, we handle the placement of secondary VS instances as indicated by the
VS and MEC node pairs in Ẽ(s,t)z .

We summarize the steps of the IMP algorithm in Algorithm 1. During the execution of
the IMP algorithm, if the algorithm cannot compute a feasible placement for the primary,
the secondary or the redundant instances then it fails computing a feasible placement of the
VSs and consequently terminates. In our next result, we show that the IMP algorithm always
terminates in a finite number of iterations.
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Algorithm 1: Iterative Matching Placement Algorithm

// Placing primary instances

1 F (p,0) = F and t = 0

2 while F (p,t) 6= ∅ do
3 Construct G(p,t) = (F (p,t),M, E(p,t))
4 Compute a k-matching Ẽ(p,t) for G(p,t)
5 if Ẽ(p,t) = ∅ then
6 Terminate
7 else
8 for (f, i) ∈ Ẽ(p,t) do
9 xpf,i = 1

10 F (p,t) = F (p,t) \ {f}
11 F (p,t+1) = F (p,t)

12 t = t+ 1

// Placing redundant
instances

13 F (r,0) = F and t = 0

14 while F (r,t) 6= ∅ do
15 Construct G(r,t) = (F (r,t),M, E(r,t))
16 Compute a k-matching Ẽ(r,t) for G(r,t)
17 if Ẽ(r,t) = ∅ then
18 Terminate
19 else
20 for (f, i) ∈ Ẽ(r,t) do
21 xrf,i = 1

22 F (r,t) = F (r,t) \ {f}
23 F (r,t+1) = F (r,t)

24 t = t+ 1

// Placing secondary
instances

25 for z ∈ Z do
26 F (s,0)

z = {f ∈ Fs|xpf,i = 1 and i ∈
Mz} and t = 0

27 while F (s,t)
z 6= ∅ do

28 Construct
G(s,t)z = (F (s,t)

z ,M, E(s,t)z )

29 Compute a k-matching Ẽ(s,t)z for
G(s,t)z

30 if Ẽ(s,t)z = ∅ then
31 Terminate
32 else
33 for (f, i) ∈ Ẽ(s,t)z do
34 xsf,i = 1

35 F (s,t)
z = F (s,t)

z \ {f}
36 F (s,t+1)

z = F (s,t)
z

37 t = t+ 1

Lemma 1. The IMP Algorithm terminates in at most 2|F| iterations.

Proof. In each while loop in Algorithm 1 (i.e., lines 3-12, lines 15-24 and lines 28-37), at
least one VS instance is placed in each iteration, or the algorithm terminates without finding
a solution. Thus Algorithm 1 terminates in at most |F|+|Fs|+|Fc|≤ 2|F| iterations.
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5.3 Iterative Matching Placement Algorithm with Maximal Costs
In this section we introduce a variant of the IMP algorithm which we refer to as the iterative
matching placement algorithm with maximal costs (IMP-MC). The IMP-MC modifies the
IMP algorithm by using a different method of assigning the weights when constructing the
bipartite graphs. During the placement of primary and redundancy instances the weight of
an edge (f, i), corresponding to placing an instance of f to MEC node i, is assigned as

ωf,i =

{
pf,i, if i is already open

pf,i + pi, otherwise (21)

where the first VS instance to be placed on a MEC node pays both the base energy consump-
tion pi and the energy consumption for executing the instances and the other VSs only pay
the energy consumption of executing the instances. Consequently, the IMP-MC algorithm
opens a new MEC node only if it can reduces the assignment cost significantly.

Similarly, in the placement of the secondary instances, the weight of an edge (f, i) is
assigned as

ωf,i =

{
0, if i is already open
pi, otherwise (22)

where the first VS instance to be placed on a MEC node pays the base energy consumption
pi and the other VSs do not pay for the placement of their secondary instances.

6 Primal-Dual Placement Algorithm
In this section, we propose a primal-dual based placement algorithm. Since constraint (11)
of the REP problem is non-linear, to obtain a Linear Programming (LP) formulation, we
replace constraint (11) by the constraint

uf,i


 ∑

f∈Fns

xf,i +
∑

f∈Fs∪Fc

∑

j∈M
xf,i,j +

∑

f∈Fc

∑

j∈M
xf,j,i

+
∑

f∈Fs

∑

j∈Mz

xf,j,i


 ≤ 1, ∀i ∈M and z ∈ Z, (23)

i.e., we replace the utilization bound U(ni,z) by constant 1. Observe that U(ni,z) ≤ 1 ∀ni,z ,
thus constraint (23) extends the feasible region of the REP problem. Then we obtain the
relaxed-REP problem as follows,
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minimize
c,x

E(c,x)

subject to (1)− (9), (23)
ci ∈ [0, 1], ∀i ∈M
xf,i ∈ [0, 1], ∀f ∈ Fns

xf,i,j ∈ [0, 1], ∀f ∈ Fs ∪ Fc

(Relaxed-REP)

We can use this formulation to derive the dual problem of the relaxed-REP problem.

maximize
ααα,βββ,λλλ

∑

f∈F
αf −

∑

f∈Fns

∑

i∈M
λf,i −

∑

f∈Fs∪Fc

∑

i∈M

∑

j∈M
λf,i,j (24)

subject to pi −
∑

z 6=Zi

βi,z ≥ 0,∀i ∈M (25)

pf,i +
∑

z 6=Zi

βi,zuf,i + λf,i ≥ αf ,∀f ∈ Fns,∀i ∈M (26)

pf,i + βj,Zi
uf,j +

∑

z 6=Zi

βi,zuf,i (27)

+ λf,i,j ≥ αf ,∀f ∈ Fs, and ∀i, j ∈M s.t. Zi 6= Zj

pf,i + pf,j +
∑

z 6=Zj

βj,zuf,j +
∑

z 6=Zi

βi,zuf,i (28)

+ λf,i,j ≥ αf ,∀f ∈ Fc, and ∀i, j ∈M s.t. Zi 6= Zj

αf ≥ 0, ∀f ∈ F (29)
βi,z ≥ 0,∀i ∈M,∀z (30)
βi,Zi = 0,∀i ∈M (31)
λf,i ≥ 0,∀f ∈ Fns,∀i ∈M (32)
λf,i,j ≥ 0,∀f ∈ Fs ∪ Fc,∀i, j ∈M (33)

Dual variable αf is the contribution of VS f towards the final cost, dual variable βi,z is
the unit marginal revenue of MEC node i when MEC node i is used to host the secondary
instances of VSs that have primary instances placed in availability zone z. Dual variable
λf,i∀f ∈ Fns is the reward for VS f when at most one instance of a VS is placed on each
MEC, and λf,i,j∀f ∈ Fs ∪ Fc is the reward for VS f when at most one instance of a VS is
placed on each of MEC nodes i and j.

To maximize the objective function of the dual problem, we need to maximize αf , and
minimize λf,i and λf,i,j . Nonetheless, the value of αf is bounded by the values of βi,z , λf,i
and λf,i,j , depending on the type of the VS. Based on these observations, we propose the
Primal-Dual Placement (PDP) algorithm, shown in Algorithm 2, for maximizing the dual
objective.
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Algorithm 2: Primal-Dual Placement Algorithm
Input : MEC nodesM and VSs F , σ

1 αf = 0, βi,z = 0, λf,i = 0, λf,i,j = 0 and F̄ = F
2 while F̄ 6= ∅ or ∃qf,i = 1∀f ∈ F̄ ∩ Fns&∃qf,i,j = 1∀f ∈ F̄ ∩ (Fs ∪ Fc)
3 for f ∈ F̄ do
4 if f ∈ Fns

5 do
6 Increase αf at sensitivity 1
7 when (26) is tight for i ∈M
8 case ci = 0 do
9 increase βi,z at sensitivity ((|Z| − 1)uf,i)

−1

10 case ci = 1 do
11 if up

i,max ≥ uf,i

12 xpf,i = 1 and F̄ = F̄ \ {f}
13 Continue
14 else increase λf,i by sensitivity 1, qf,i = 0

15 until
16 case αf is increased by σ do
17 continue
18 case Constraint (25) is tight do
19 ci = 1, continue

20 if f ∈ Fs

21 do
22 Increase αf at sensitivity 1
23 when (27) is tight for i, j ∈M
24 case ci = 0 do
25 Increase βi,z∀z 6= Zi at sensitivity ((|Z| − 1)uf,i)

−1

26 case ci = 1 and cj = 0 do
27 Increase βj,Zi at sensitivity u−1

f,j

28 case ci = 1 and cj = 1 do
29 if up

i,max ≥ uf,i and us
j,max ≥ uf,j

30 xpf,i = 1, xsf,j = 1, F̄ = F̄ \ {f}, continue
31 else increase λf,i,j at sensitivity 1, qf,i,j = 0

32 until See lines 16-19
33 if f ∈ Fc

34 do
35 Increase αf at sensitivity 1
36 when (29) is tight for i, j ∈M
37 case ci = 0 do
38 Increase βi,z∀z 6= Zi at sensitivity ((|Z| − 1)uf,i)

−1

39 case ci = 1 and cj = 0 do
40 Increase βj,z∀z 6= Zi at sensitivity ((|Z| − 1)uf,j)

−1

41 case ci = 1 and cj = 1 do
42 if up

i,max ≥ uf,i and ur
j,max ≥ uf,j

43 xpf,i = 1, xrf,j = 1, F̄ = F̄ \ {f}
44 Continue
45 else increase λf,i,j at sensitivity 1, qf,i,j = 0

46 until See lines 16-19
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To provide a rationale for the PDP algorithm, let us define the sensitivity of a dual
variable as the increase of its value when the value of a baseline variable is increased by
1. For example, if a dual variable has a sensitivity of v0, it means when the value of the
baseline is increased by 1, the value of the dual variables should be increased by v0. In the
PDP algorithm we use αf as baseline variable. In addition, the PDP algorithm also utilizes
the variables upi,max, uri,max and usi,z,max, updated as in the IMP algorithm.

Furthermore, we introduce variables qf,i for stateless non-critical VSs and qf,i,j for
stateful and critical VSs. Initially, qf,i = 1 if df,i ≤ Df and qf,i = 0 otherwise. Similarly,
qf,i,j = 1 if df,i ≤ Df and df,j ≤ Df ; otherwise qf,i,j = 0. The variables are updated by
the PDP algorithm, and are used in the termination condition of the algorithm.

Now we are ready to introduce the PDP algorithm. First, we initialize the values of all
dual variables to zero, and then initialize the set of VSs that are not placed as F̄ = F (line 1).
Since the dual constraints vary with the type of VSs, the algorithm handles different types of
VS differently. Let us first focus on the stateless non-critical VSs (lines 4-19). The algorithm
continuously increases the value of dual variable αf for each VS one at a time (line 6). While
increasing the value of dual variable αf for VS f , the algorithm starts increasing the value
of other dual variables when constraint (26) becomes tight for MEC node i ∈ M (line 7).
Specifically, if MEC node i is not opened yet, the PDP algorithm starts increasing the value
of βi,z∀z 6= Zi at sensitivity of ((|Z| − 1)uf,i)

−1 such that the tightness of constraint (26)
is maintained for f and i (line 9). In the case that MEC node i is already open, the algorithm
places the primary instance of f on i if the available capacity of i is sufficient (lines 11-13);
otherwise, the algorithm sets qf,i = 0 and increases λf,i at the same sensitivity as αf such
that the tightness of constraint (26) is maintained for f and i (line 14). The process above
repeats until the value of αf has been increased by σ, or constraint (25) becomes tight for a
MEC node. The latter case indicates that βi,z∀z 6= Zi cannot be increased any more, and the
algorithm opens MEC node i (i.e., sets ci = 1, line 19). After one of the conditions on lines
11, 16, 18 is met, the algorithm continues increasing the dual variable αf for the next VS.

For stateful VSs, the PDP algorithm increases the values of the dual variables according
to lines 20-32. It starts increasing the value of αf , and starts increasing the value of other
dual variables when constraint (27) becomes tight for MEC nodes i, j ∈ M. If MEC
node i is not open, the algorithm starts increasing the value of βi,z∀z 6= Zi at sensitivity(

(|Z| − 1)u−1f,i

)
(line 25). In the case that MEC node i is open but MEC node j is not

open, the algorithm starts increasing the value of βj,Zi
at sensitivity u−1f,j . Furthermore,

when MEC nodes i and j are open, if MEC node i and j have sufficient capacity to host a
primary and a secondary instance of f , respectively, then the algorithm sets xpf,i = 1 and
xsf,j = 1 (line 30); otherwise, the algorithm sets qf,i,j = 0 and starts increasing λf,i,j . The
algorithm continues until one of the stopping conditions are met (lines 30 and 32), and then
the algorithm continues with increasing the dual variables of the next VS in F̄ .

The process for increasing the dual variables for critical VSs is similar to that for stateful
VSs (lines 33-46), we only introduce the differences here. When constraint (29) becomes
tight for VS f and MEC nodes i, j ∈ M, if i is open but j is not open, the algorithm
increases the value of the dual variables βi,z∀z 6= Zi at a sensitivity of ((|Z| − 1)uf,j) (line
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40). This is because the redundant instance of each VS is active all the time and thus it blocks
the resource for executing secondary instances, as constraint (29) indicates. Furthermore,
when both MEC nodes i and j are open, if both of them have sufficient capacity to place a
primary and a redundant instance of f , respectively, the algorithm sets xpf,i = 1 and xrf,j = 1
(line 43); otherwise, the algorithm sets qf,i,j = 0 and continues with increasing the value of
λf,i,j . The process above continues until one of the stopping conditions on lines 42 and 46
is met, and then the algorithm continues with increasing the dual variables of the next VS in
F̄ .

The PDP algorithm terminates when all the VSs are placed, or when resources are not
sufficient for placing at least one of the VSs in F̄ . We characterize the latter case by the
following result.

Proposition 3. Consider a stateless non-critical VS f . If qf,i = 0 ∀i ∈M then there is no
feasible placement for VS f . Furthermore, consider a VS f ∈ Fs ∪ Fc. If qf,i,j = 0 ∀i, j ∈
M then there is no feasible placement for VS f .

Proof. Consider a VS f ∈ Fs ∪ Fc, if qf,i,j is initialized as qf,i,j = 0 at least one of MEC
nodes i and j cannot satisfy the latency requirement of f . Furthermore, if qf,i,j is set to
zero by the PDP algorithm, it indicates that at least one of the MEC nodes i and j does not
have sufficient capacity to place an instance of f . Thus, when qf,i,j = 0 ∀i, j ∈M, there is
no feasible MEC node that has resources to place the required instances of f . Following a
similar approach, if qf,i = 0 ∀i ∈M, there is no feasible MEC node that has resources to
place the primary instance of f . Hence the result follows.

In the next result, we prove that the PDP algorithm terminates in a finite number of
iterations.

Lemma 2. The PDP algorithm terminates in a finite number of iterations.

Proof. We prove the statement by contradiction. Assume that the stopping conditions of the
PDP algorithm cannot be satisfied, i.e., there always exists a VS that has a non-zero state
parameter. Without loss of generality, we assume that there exists a stateful VS f ∈ Fs

such that qf,i,j = 1 always holds, which indicates that line 31 of Algorithm 2 is never
executed. This further implies that at least one of MEC nodes i and j is not opened during
the execution of the algorithm (line 28).

On the other hand, by constraint (25) the value of dual variables βi,z and βj,z is bounded
by the base energy consumption pi and pj , respectively. Since the value of αf is unbounded
and is increasing continuously as the algorithm continues, when αf is big enough, the
constraint (27) will become tight. Consequently, lines 25 or 27 will be executed until both
of the MEC nodes i and j are open, which contracts the assumption. Similarly, when f is
a non-critical stateless VS or a critical VS, the contradiction above also exists. Hence we
prove the statement.
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7 Lower Bound through Approximation Programming
The main difficulty in solving REP is that the resource utilization bound U(ni,z) is a
nonlinear function of ni,z , and constraint (11) is also nonlinear. Therefore, relaxing the
integer variables c and x is not sufficient for obtaining a LP problem from the REP. In this
section, we propose to use the method of approximation programming (MAP) for obtaining
a lower bound of the cost of the REP problem.

The proposed scheme starts with an initial feasible solution and solves a linear re-
laxation of a first order approximation of the REP problem iteratively. Let us denote by
(c(t),x(t)) the obtained solution at iteration t, and denote by (c(0),x(0)) the initial fea-
sible solution. To construct (c(0),x(0)), we augment an instance of the REP problem by
adding MEC nodes i = |M|+1 and i = |M|+2, with base energy consumption p|M|+1 =
p|M|+2 � max{pi|i ∈ M} and execution energy consumption pf,|M|+1 = pf,|M|+2 �
max{pf,i|i ∈ M, f ∈ F}. Furthermore, we set these two MEC nodes in two different
availability zones, and set the utilization of the VSs as uf,|M|+1 = uf,|M|+2 = 0. Finally,
we can construct (c(0),x(0)) by opening the MEC nodes i = |M|+1 and i = |M|+2
(i.e., c|M|+1 = c|M|+2 = 1), placing all the primary instances on MEC node i = |M|+1,
and placing all the secondary and redundant instances on MEC node i = |M|+2 (i.e.,
xf,|M|+1 = 1∀f ∈ Fns, and xf,|M|+1,|M|+2 = 1∀f ∈ Fs ∪ Fc).

At iteration t, we linearize constraint (11) at x(t−1). For this we define

Hi,z (x) = uf,i


 ∑

f∈Fns

xf,i +
∑

f∈Fs∪Fc

∑

j∈M
xf,i,j

+
∑

f∈Fc

∑

j∈M
xf,j,i +

∑

f∈Fs

∑

j∈Mz

xf,j,i


− U(ni,z). (34)

Then constraint (11) can be written as

Hi,z(x) ≤ 0,∀i ∈M,∀z 6= Zi. (35)

Furthermore, we linearize (35) at (c(t−1),x(t−1)) as

Hi,z(x(t−1)) +
∑

f∈Fns

(
∂Hi,z(x)

∂xf,i
|x(t−1)

f,i )
(
xf,i − x(t−1)

f,i

)
(36)

+
∑

f∈Fs∪Fc

∑

j∈M
(
∂Hi,z(x)

∂xf,i,j
|x(t−1)

f,i,j )
(
xf,i,j − x(t−1)

f,i,j

)

+
∑

f∈Fc

∑

j∈M
(
∂Hi,z(x)

∂xf,j,i
|x(t−1)

f,j,i )
(
xf,j,i − x(t−1)

f,j,i

)

+
∑

f∈Fs

∑

j∈Mz

(
∂Hi,z(x)

∂xf,j,i
|x(t−1)

f,j,i )
(
xf,j,i − x(t−1)

f,j,i

)
≤ 0, ∀i ∈M, ∀z 6= Zi,
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Algorithm 3: Lower bound through approximation programming
Input : MEC nodesM, VSs F , σ,γ, and ε

1 Construct initialize solution (c(0),x(0))
2 t = 0
3 repeat
4 t = t+ 1

5 Solve Linearized-REP problem and compute optimal solution (c(t),x(t)).
6 until γtσ ≤ ε

where ∂Hi,z(x)
∂xf,i

|x(t−1)f,i and ∂Hi,z(x)
∂xf,i,j

|x(t−1)f,i,j are the partial derivative of Hi,z(x) with respect

to variables xf,i and xf,i,j evaluated at x(t−1)f,i and x(t−1)f,i,j , respectively. To ensure that the
linearization of constraint (11) is not loose, the value of variable x is restricted to a region
within a distance γtδ from x

(t−1)
f,i and x(t−1)f,i,j , i.e.,

max{0, x(t−1)
f,i − γtδ} ≤ xf,i ≤ min{1, x(t−1)

f,i + γtδ}, (37)

max{0, x(t−1)
f,i,j − γtδ} ≤ xf,i,j ≤ min{1, x(t−1)

f,i,j + γtδ}, (38)

where γ ∈ (0, 1) is a discount factor and δ is the step size. Finally, we can formulate the
linearized REP problem as a LP problem for iteration t,

minimize
c,x

E(c,x) (Linearized-REP)

subject to (1)− (9), (36), (37), (38)

Approximation programming iteratively solves linearized REP problems until the dis-
tance between the feasible region of x(t) and x(t−1) is within a threshold ε > 0. The
pseudo-code of approximation programming for the REP problem is shown in Algorithm 3.
In the next result we show that approximation programming terminates in a finite number of
iterations.

Proposition 4. For step size σ > 0, discount factor γ ∈ (0, 1) and threshold ε > 0, the
MAP terminates in a finite number of iterations.

Proof. Since γ ∈ (0, 1) and σ > 0 are finite, it follows that γtσ is strictly monotonically
decreasing and converges to 0 as t increases. Thus there exists a t′ such that γt

′
σ ≤ ε. Hence

we prove the statement.
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Figure 1: Energy consumption vs. number of VSs |F| for |M|= 30

8 Numerical Results
For the evaluation of the proposed algorithms we simulated an urban area based on the map
of the city of Milan, Italy, consisting of a set B of 581 BSs (http://opencellid.org/) and a set
of MEC nodes selected from B by a local search algorithm for the K-means problem. The
backhual network is constructed as minimum cost spanning tree that connects B.

For each MEC node i ∈M the maximal power for its CPU pCPU
i was chosen uniform at

random between 27W and 105W, based on recent technical specifications of Intel CPUs. The
base energy consumption of MEC node i was chosen uniform at random on [65%, 230%]×
pCPU
i , based on experimental results from [22], and the energy consumption for executing a

VS f on MEC node i was chosen uniform at random on [1%, 100%]× pCPU
i .

8.1 Energy Consumption Performance
Figure 1 shows the energy consumption of the IMP, IMP-MC, and the PDP algorithms and
of the MAP approach for four distributions of the resource utilization uf,i of VS f on MEC
node i. Under the first distribution D1, uf,i is uniformly distributed on (0, 0.4) with a mean
of 0.2. Under distributions D2, D3, and D4 uf,i follows a truncated normal distributions
on (0, 1) with mean 0.2 and variance 0.2, 0.1 and 0.05, respectively. Under D4 the VSs are
homogeneous, while under D1, D2 and D3 they are more heterogeneous in terms of the
utilizations. As we will show later, the distribution of the utilization of the VSs affects the
probability that the algorithms can find a feasible solution.

The results show that the distribution of the utilization of the VSs has negligible impact
on the energy consumption. We can also observe that the MAP achieves by far the lowest
energy consumption, which is due to that the computed solution is fractional and thus may
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not be feasible in practice. MAP serves, however, as a baseline showing that the energy
consumption of the system increases at least linearly as the number of VSs |F| increases. It
is interesting to observe that the IMP-MC algorithm outperforms the IMP algorithm when
the number of VSs |F| is relatively low (|F|≤ 45). This is because the IMP-MC algorithm
attempts to place VS instances on MEC nodes that are already open (i.e., if a MEC node i
is open then the following VSs to be placed on i only pay for the execution cost), and thus
it can keep the base energy consumption of the MEC nodes low. On the contrary, the IMP
algorithm opens MEC nodes and places VS instances based on a lower bound of the base
energy consumption, and hence a MEC node could be opened even if only one VS instance
is placed on it.

8.2 Computational Cost and Effectiveness
Next, we evaluate the computational cost of the algorithms and their effectiveness in terms
of finding a feasible solution. Figure 2 shows the execution time for the four schemes for
the scenarios considered in Figure 1. The results show that the distribution of the utilization
of the VSs has a negligible impact on the execution time of the algorithms. The results also
show that there is a two-to-four orders of magnitude difference between the execution times
of the four algorithms, with the MAP being most computationally intensive. Recall that the
MAP relies on solving LP problems iteratively, and the number of constraints and variables
increases fast as the number of VSs |F | increases, which is also the reason for the relatively
high execution time of the PDP algorithm.

Next we consider the effectiveness of the proposed algorithms in terms of computing a
feasible solution, quantified by their success rate, i.e., the fraction of the solutions computed
that are feasible. Figure 3 compares the success rate of the three algorithms for the scenarios
considered in Figure 1. Unlike for the execution time, it is interesting to observe that the
distribution of the utilization of the VSs affects the success rate of the algorithms significantly.
First let us focus on the performance of the algorithms for utilization distributions D2 −D4,
and notice that as the variance of the utilization decreases, the success rate of the algorithms
decreases. This phenomenon is due that a high variance in the utilization distributions allows
a better use of the available resources, e.g., by having MEC nodes with a few but large VSs,
and pooling small VSs. A similar reasoning explains the observation that the algorithms has
the highest success rate under D1. Comparing the IMP-MC and the PDP algorithms, we
observe that the success rate of the PDP algorithm is significantly when there are many VSs
to be placed.

8.3 Impact of MEC Infrastructure and Types of VSs
In this section we investigate the impact of the MEC infrastructure and the types of VSs
on the performance of the algorithms. We consider |M|= 30 and |M|= 40 MEC nodes,
and three distributions of the types of VSs. In distribution T1 we select the types of the
VSs uniform at random from {critical, stateful, non-critical stateless}, in T2 all the VSs are
stateful, and in T3 all VSs are critical. Furthermore, we consider that the utilization of the
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Figure 2: Execution time vs. number of VSs |F| for |M|= 30
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Figure 3: Success rate vs. number of VSs |F| for |M|= 30

VSs follows D4, which proved to be most challenging for the algorithms in terms of the
success rate.

Figure 4 shows the energy consumption obtained using the IMP, IMP-MC and PDP
algorithms for all combinations of |M| and the distributions of VS types, for |F|= 60.
The error bars show the 10% and 90% percentiles. In general, we observe highest energy
consumption for distribution T3, as every VS is critical and thus requires two instances to be
active, which leads to the highest system load. We can observe in Figure 4 that when the
number of MEC nodes increases the total energy consumption of IMP-MC decreases in T1
and T2, while that of the PDP increases. This is because the IMP-MC attempts to allocate
VS instances on MEC nodes that are already open through the cost setting, while PDP does
not consider to consolidate the placement of VS instances.
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Figure 4: Energy consumption vs. VSs type distribution and
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Figure 5: Success Rate vs. distributions of VSs vs. MEC
nodes |M|, for |F|= 60

It is interesting to observe that for T3 IMP has a higher energy consumption with
|M|= 40 than with |M|= 30. This is due to that the success rate also has an impact on the
average energy consumption: a higher success rate allows to find a feasible solution for more
resource intensive problem instances, hence the higher energy consumption. This hypothesis
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is supported by Figure 5, which shows the success rate for the scenarios considered in Figure
4. The figure shows that the success rate of the algorithms is higher when there are more
MEC nodes, due to the increased MEC resources.

The results above show that the proposed algorithms allow to explore a trade-off be-
tween cost performance and success rate, under various combinations of the types of VSs,
distributions of utilizations, and the number of MEC nodes. To leverage this trade-off, if the
placement problem needs to be solved real-time then one could apply the IMP, IMP-MC and
PDP algorithms independently to solve the problem instances, and then adopt the solution
with the lowest energy consumption.

8.4 Importance of Joint Treatment of Schedulability and Availability
Finally, we evaluate the benefit of using the proposed abstraction of availability for resource
management subject to schedulability constraints, by comparing it to two baseline problem
formulations. The first baseline ensures schedulability by using a fixed utilization bound
of U(∞) for each MEC node. Doing so ensures that all VSs placed on a MEC node are
schedulable, i.e., (11) is satisfied. We use the PDP algorithm for computing a solution to
the resulting problem. In the second baseline we let each VS choose availability zone(s),
corresponding to common practice in cloud computing. We consider that VSs are greedy
and choose the availability zones with lowest average latency to place their VSs. We then
solve the resulting VS placement problem by the IMP, IMP-MC or the PDP algorithms. We
refer to this as baseline as user selected zones.

Figure 6 shows the energy consumption obtained using the PDP, IMP, IMP-MC algo-
rithms for REP and for the two baseline problems with |M|= 30, for the case that the
utilization of the VS followsD4. The solid and dashed lines show the results for REP and for
the case of user selected zones, respectively. The results show that the energy consumption
can be up to 25% higher for the case of user selected zones than for the proposed REP
problem, and illustrate the benefit of allowing the operator to select availability zones for
the VSs, subject to their availability requirements.

Figure 7 shows the success rate of the algorithms for the cases considered in Figure 6,
for |F|= 15, 30 and 45. The results show that as the number of VSs increases, the success
rate of the algorithms decreases significantly for user selected zones. The difference is
particularly high for |F|= 45, when the IMP and IMP-MC algorithms achieve success rates
above 0.9 for REP, as opposed to 0.1 for user selected zones. These results illustrate that the
REP formulation not only allows more freedom for reducing the energy consumption, but it
also results in problem instances that are easier to solve. It also is interesting to observe that
PDP under fixed utilization bound also achieves a lower success rate than PDP for REP, as
the fixed utilization bound U(∞) does not allow to fully utilize the resources of MEC nodes.
The results above show that the proposed abstraction allows the service provider significantly
more freedom to optimize the resource usage in the system, which it can effectively use for
reducing the energy consumption and to accommodate more VSs.
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Figure 7: Success rate vs. number of VSs |F| for |M|= 30

9 Conclusion
We considered the problem of dimensioning and allocating computation resources to virtual-
ized services in mobile edge computing under availability and schedulability constraints. We
proposed computationally feasible algorithms based on the primal-dual approach and based
on matching on bipartite graphs. Our numerical results obtained from realistic simulations
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under a variety of scenarios show that the proposed solutions are efficient and scalable for
resource management in mobile edge clouds. They also illustrate that the proposed abstrac-
tion of availability requirements could efficiently be used for efficient resource management,
allowing MEC operators to strive for energy efficient use of resources.
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