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R

• R is an open source successor to the statistics 
package S and Splus

• S was developed by the statisticians at Bell Labs 
to help them help others with their problems

• Josef Freuwald (a graduate student in 
Linguistics at the University of Pennsylvania) 
said: “Quite simply, R is the statistics 
software paradigm of our day. ”

http://www.ling.upenn.edu/~joseff/rstudy/week1.html#why
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Resources

Get it from: Comprehensive R Archive 
Network (CRAN) http://cran.r-project.org/

Lots of tutorials:
• http://www.r-tutor.com/
• http://cran.r-project.org/doc/manuals/R-intro.html
• http://heather.cs.ucdavis.edu/~matloff/r.html
• Emmanuel Paradis, “R for Beginners”

http://cran.r-project.org/doc/contrib/Paradis-rdebuts_en.pdf

• …
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Packages

Lots of libraries called packages:
• Basic packages (included with the 

distribution): base, datasets, grDevices, 
graphics, grid, methods, splines, stats, 
stats4, tcltk, tools, utils

http://cran.r-project.org/doc/FAQ/R-FAQ.html#Which-add_002don-packages-exist-for-R_003f

• Add-on packages from lots of others
…



2011-09-18 II2202 5

Why use a programming language 
versus using a spreadsheet?

• When you want to do something over and 
over again

• When you want to do something 
systematically
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Experiment 1

Captured packets using Wireshark during a 
long (2150.12 second) VoIP call

⇒ at least: 107,505 RTP packets in each direction
⇒ 429 RTCP packets in one direction



Load the data,
then extract relevant RTP packets

Starting with a tab separated file of the form:
"No." "Time" "Source" "Destination" "Protocol"

"RSSI" "Info“
"1443" "17685.760952" "90.226.255.70" "217.211.xx.xx" "RTP" ""

"PT=ITU-T G.711 PCMA, SSRC=0x6E21893F, Seq=183, Time=46386 “

data1<-read.table("one-call.tab", sep="\t", header=TRUE, 
stringsAsFactors = FALSE)

Extract the traffic going to me:
To_Chip<-subset(data1, Source == "90.226.255.70", drop=TRUE)

Extract only the RTP protocol packets:
To_Chip_RTP<-subset(To_Chip, Protocol == "RTP", drop=TRUE)
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Summary
summary(To_Chip_RTP)

No.                Time                      Source
Min.   :  1443       Min.   :17686             90.226.255.70 :107515
1st Qu.: 55331       1st Qu.:18223             217.211.xx.xx :     0   
Median :109224       Median :18761             41.209.78.223 :     0
Mean   :109223       Mean   :18761             62.20.251.42  :     0
3rd Qu.:163110       3rd Qu.:19298             81.228.11.66  :     0
Max.   :217022       Max.   :19836             90.226.251.20 :     0

(Other)       :     0
Destination             Protocol         RSSI
217.211.47.125:107515   RTP    :107515   Mode:logical
41.209.78.223 :     0   ARP    :     0   NA's:107515
62.20.251.42  :     0   DHCP   :     0
81.228.11.66  :     0   ICMP   :     0
90.226.251.20 :     0   NTP    :     0
90.226.255.70 :     0   RTCP   :     0
(Other)       :     0   (Other):     0

Info
PT=ITU-T G.711 PCMA, SSRC=0x6E21893F, Seq=0, Time=10502866     :     1
PT=ITU-T G.711 PCMA, SSRC=0x6E21893F, Seq=10000, Time=12102866 :     1
PT=ITU-T G.711 PCMA, SSRC=0x6E21893F, Seq=10000, Time=1617106  :     1
PT=ITU-T G.711 PCMA, SSRC=0x6E21893F, Seq=10001, Time=12103026 :     1
PT=ITU-T G.711 PCMA, SSRC=0x6E21893F, Seq=10001, Time=1617266  :     1
PT=ITU-T G.711 PCMA, SSRC=0x6E21893F, Seq=10002, Time=12103186 :     1
(Other)                                                        :107509
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Inter-arrival delays
lvh<-nrow(To_Chip_RTP)
[1] 107515
lvh<-lvh-1> lvh
[1] 107514
To_Chip_RTP_delay=vector(length=(nrow(To_Chip_RTP)-1))
for (i in 1:lvh) {
To_Chip_RTP_delay[i]<-To_Chip_RTP$Time[i+1]-

To_Chip_RTP$Time[i]
}

summary(To_Chip_RTP_delay)
Min. 1st Qu.  Median Mean 3rd Qu.    Max.

0.01981 0.02000 0.02000 0.02000 0.02001 0.02019
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plot( To_Chip_RTP_delay )
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hist(To_Chip_RTP_delay )

Time in Seconds
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boxplot(To_Chip_RTP_delay, 
pch=20, col=3 )

Upper quartile

Lower quartile

Median
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Interarrival delay vs. sequence #
for (i in 

1:length(To_Chip_RTP$Info)) {
z1<-strsplit(To_Chip_RTP$Info[i], 

",")
z2<-strsplit(z1[[1]][3], "=")
To_Chip_RTP_sequence_no[i]<-

z2[[1]][2]
}

plot(To_Chip_RTP_sequence_no[2:le
ngth(To_Chip_RTP_sequence_no
)],To_Chip_RTP_delay, pch=20, 
cex=0.25)
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RTP Clock vs. sequence #
To_Chip_RTP_clock<-1
for (i in 

1:length(To_Chip_RTP$Info)) {
z1<-strsplit(To_Chip_RTP$Info[i], ",")
z2<-strsplit(z1[[1]][4], "=")
To_Chip_RTP_clock[i] <-z2[[1]][2]
}
plot ( To_Chip_RTP_clock, 

To_Chip_RTP_sequence_no, 
pch=20, cex=0.25)
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Inter-arrival times of RTP packets
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From network to local user agent
Using R functions:

mean(To_Chip_RTP_delay): 0.02
library(plotrix); std.error(To_Chip_RTP_delay): 
9.284597e-08

The mode is the most frequently occurring value
(hence via https://stat.ethz.ch/pipermail/r-help/1999-
December/005668.html):
names(sort(-table(To_Chip_RTP_delay)))[1]: 
"0.0200049999984913“

sd(To_Chip_RTP_delay): 3.044357e-05
var(To_Chip_RTP_delay): 9.268109e-10

library(moments);
kurtosis(To_Chip_RTP_delay): 15.36689
skewness(To_Chip_RTP_delay): -2.054706

min(To_Chip_RTP_delay): 0.019815 
max(To_Chip_RTP_delay): 0.020189
sum(To_Chip_RTP_delay): 2150.28
length(To_Chip_RTP_delay): 107514
qnorm(0.975)*std.error(To_Chip_RTP_delay): 
1.819748e-07

http://www.r-tutor.com/elementary-statistics/numerical-measures/kurtosis
http://www.r-tutor.com/elementary-statistics/interval-estimation/interval-estimate-population-proportion

Mean 0.019999999

Standard Error 9.28526E-08

Median 0.020004

Mode 0.020005

Standard Deviation 3.04446E-05

Sample Variance 9.26874E-10

Kurtosis 12.36652501

Skewness -2.054662184

Range 0.000374

Minimum 0.019815

Maximum 0.020189

Sum 2150.11991

Count 107506

Confidence Level(95.0%) 1.8199E-07
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R vs. Excel histogram

hist(To_Chip_RTP_delay, ylab="Frequency of specific interarrival time",
xlab="Inter-arrival time in seconds", main="Histogram of RTP inter-arrival times", breaks=46)
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Plot as a Cumulative Distribution

plot(ecdf(To_Chip_RTP_delay), 
pch=20, cex=1, main="CDF", 
xlab="Interarrival times 
(seconds)", ylab="Cumulative 
frequency of inter-arrival"); grid()

cex = size of text or symbol for plot
1 = default

main = major label
ylab = y label
xlab = x label

grid() adds the grid in the background
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With varying numbers of samples
Descriptive Statistics First 100 First 1K First 10K First 100K

Mean 0.02000071 0.020000066 0.020000004 0.02

Standard Error 2.12714E-06 7.53406E-07 2.51164E-07 9.69855E-08

Median 0.020005 0.020004 0.020004 0.020004

Mode 0.020005 0.020005 0.020005 0.020005

Standard Deviation 2.12714E-05 2.38248E-05 2.51164E-05 3.06695E-05

Sample Variance 4.52471E-10 5.67621E-10 6.30831E-10 9.40618E-10

Kurtosis 28.87137928 21.46428225 19.07376827 12.23083198

Skewness -5.453831468 -4.509853108 -3.831289593 -2.003065575

Range 0.000135 0.000252 0.000277 0.000374

Minimum 0.01988 0.019872 0.019868 0.019815

Maximum 0.020015 0.020124 0.020145 0.020189

Sum 2.000071 20.000066 200.000044 1999.999951

Count 100 1000 10000 100000

Confidence Level(95.0%) 4.2207E-06 1.47844E-06 4.92331E-07 1.9009E-07

foo<-function(n){
v <-1:12
v[1]=mean(To_Chip_RTP_delay[1:n])
v[2]=std.error(To_Chip_RTP_delay[1:n])
v[3]=names(sort(-table(To_Chip_RTP_delay[1:n])))[1]
v[4]=sd(To_Chip_RTP_delay[1:n])
v[5]=var(To_Chip_RTP_delay[1:n])
v[6]=kurtosis(To_Chip_RTP_delay[1:n])
v[7]=skewness(To_Chip_RTP_delay[1:n])
v[8]=min(To_Chip_RTP_delay[1:n])
v[9]=max(To_Chip_RTP_delay[1:n])
v[10]=sum(To_Chip_RTP_delay[1:n])
v[11]=length(To_Chip_RTP_delay[1:n])
v[12]=qnorm(0.965)*std.error(To_Chip_RTP_delay[1:n])
return(v)}
seq1<-c(foo(100),foo(1000),foo(10000),foo(100000))
mat1<-matrix(seq1,  ncol=4)



Descriptive Statistics First 100 First 1K First 10K First 100K

Mean 0.02000071 0.020000066 0.020000004 0.02

Standard Error 2.12714E-06 7.53406E-07 2.51164E-07 9.69855E-08

Median 0.020005 0.020004 0.020004 0.020004

Mode 0.020005 0.020005 0.020005 0.020005

Standard Deviation 2.12714E-05 2.38248E-05 2.51164E-05 3.06695E-05

Sample Variance 4.52471E-10 5.67621E-10 6.30831E-10 9.40618E-10

Kurtosis 28.87137928 21.46428225 19.07376827 12.23083198

Skewness -5.453831468 -4.509853108 -3.831289593 -2.003065575

Range 0.000135 0.000252 0.000277 0.000374

Minimum 0.01988 0.019872 0.019868 0.019815

Maximum 0.020015 0.020124 0.020145 0.020189

Sum 2.000071 20.000066 200.000044 1999.999951

Count 100 1000 10000 100000

Confidence Level(95.0%) 4.2207E-06 1.47844E-06 4.92331E-07 1.9009E-07
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Applying a function to a list of 
arguments

foo<-function(m,n){v <- 1:12
v[1]=mean(m[1:n])
v[2]=std.error(m[1:n])
v[3]=names(sort(-table(m[1:n])))[1]
v[4]=sd(m[1:n])
v[5]=var(m[1:n])
v[6]=kurtosis(m[1:n])
v[7]=skewness(m[1:n])
v[8]=min(m[1:n])
v[9]=max(m[1:n])
v[10]=sum(m[1:n])
v[11]=length(m[1:n])
v[12]=qnorm(0.965)*std.error(m[1:n])
return(v)}

fee<-function(n) {foo(To_Chip_RTP_delay, 10^n)}

lapply(c(2:5), fee)
[[1]] [1] "0.0200006800000119"   "2.12697347407497e-06" "0.0200049999984913“

[4] "2.12697347407497e-05" "4.52401615941855e-10" "30.3672958382318“ …
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How does the measured data differ 
from the expected data?

for (i in 1:length(To_Chip_RTP$Time)) {
Time_difference[i]=
(To_Chip_RTP$Time[i]-To_Chip_RTP$Time[1])-

((as.numeric(To_Chip_RTP_clock[i])-

as.numeric(To_Chip_RTP_clock[1]))/8000)
}
plot( Time_difference[800:

length(Time_difference)] ,
pch=20, cex=0.25)

Scale the bullet 
to ¼ size



2011-09-18 II2202 21

How does the measured data differ 
from the expected data?

Note that since delay 
can not be negative, 
the real difference 
can be found by 
adding the min() ⇒

hist( 
Time_difference[800:length(Time_
difference)]-
min(Time_difference[800:length(Ti

me_difference)] ), 
breaks=100)

Number of bins to use
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Uplink inter-arrival times
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Uplink inter-arrival times stats
library(plotrix);library(moments)foo
<-function(m,n){v <- 1:12
v[1]=mean(m[1:n])
v[2]=std.error(m[1:n])
v[3]=names(sort(-table(m[1:n])))[1]
v[4]=sd(m[1:n])
v[5]=var(m[1:n])
v[6]=kurtosis(m[1:n])
v[7]=skewness(m[1:n])
v[8]=min(m[1:n])
v[9]=max(m[1:n])
v[10]=sum(m[1:n])
v[11]=length(m[1:n])
v[12]=qnorm(0.965)*std.error(m[1:n])
return(v)}

foo(From_Chip_RTP_delay, 10^5)

"0.02000027577"        
"3.63331229733734e-07" 
"0.0200049999984913"   
"0.000114895423102849" 
"1.32009582499827e-08" 
"742.581556664333"     
"0.633658007213615"    
"0.0136249999995925"   
"0.0263840000006894"  
"2000.027577"          
"100000"               
"6.58323732971544e-07"

What to put into a report:

0.020000 s
3.63e-07 s
0.020005 s
0.000115 s
1.32e-08 s

742.58
0.634
0.013625 s
0.026384 s

2000.027577 s
100000

6.58e-07 s

Truncated to meaningful number of digits, added 
units, decimal align the numbers, set in fixed 
width font (Courier)
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For traffic in the opposite direction

Difference histogram and difference plot ⇒ the clock is drifting wrt the Wireshark clock
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DNS lookup times
Captured DNS traffic with Wireshark using filter udp.port==53
then exported in PDML format producing a file

dns-capture-20100915a.pdml
Using Emacs filtered out all lines except those containing dns.time fields
data2<-read.table("dns-capture-20100915a-a.txt", header=FALSE)
summary(data2)       V1

Min.   :0.000710
1st Qu.:0.000896
Median :0.001066
Mean   :0.023868
3rd Qu.:0.003329
Max.   :0.389880

foo(data2$V1, length(data2$V1))
Mean:       0.023868 s
std.error:  0.002669 s
Mode:       0.000896 s
Sd:         0.060045 s
Var:        0.003605 s
Kurtosis: 14.3
Skewness:  3.3
Min:        0.00071  s
Max:        0.38988  s
Sum:       12.077197 s
Count:    506
Conf (95%) 0.004837  s
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DNS lookup time graphs
hist(data2$V1, ylab="DNS query time (seconds)", breaks=40) boxplot(data2$V1, ylab="DNS query time (seconds)")
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More graphs:
change scale

z1<-hist(data2$V1, breaks=40)
summary(z1)

Length Class  Mode
breaks      40     -none- numeric
counts      39     -none- numeric
intensities 39     -none- numeric
density     39     -none- numeric
mids        39     -none- numeric
xname        1     -none- character
equidist     1     -none- logical

plot (z1$breaks[1:length(z1$counts)], 
z1$counts, ylab="Counts", xlab="time 
(seconds)", pch=20)

plot (z1$breaks[2:length(z1$counts-1)], 
z1$counts[2:length(z1$counts-1)],ylab="Counts", 
xlab="time (seconds)", pch=20)
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DNS response CDF

plot (ecdf(data2$V1), 
xlab="time (seconds)",
ylab="Cumulative probability",

pch=20, cex=0.25)
grid()
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Importing Data into R
From a comma separated file:

DataD1 ← read.csv(file=”table.csv”,header=TRUE, ...)

help(read.cvs) for all the options which include reading row names

DataD1 ← read.table(file=”table.cvs”, sep=”,” …)

help(read.table) for all the options

library(gdata)  (Note: the package is called gdata – see  Packages slide)
DataD4 <- read.xls(“table.xls", sheet=4. ...)

help(read.xls) for all the options

The resulting files are put into a “data frame” which can be referenced by row 
and column
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Example using a csv File
cup.diameters <- function()
{
phant1 <- read.csv(file="hip_stats1.csv",header=TRUE,sep=",");
diameter1 <- ((phant1[2:15, 10])*2)

phant1a <-
read.csv(file="hip_stats1a.csv",header=TRUE,sep=",");
diameter1a <- ((phant1a[2:15, 10])*2)

phant2 <- read.csv(file="hip_stats2.csv",header=TRUE,sep=",");
diameter2 <- ((phant2[2:15, 10])*2)

total_cup <- c(diameter1, diameter1a, diameter2)
print("total cup diameter is")
print(total_cup)
total.cup <- total_cup
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Importing Any File
Using the function scan any style file can be read, e.g.,
invitro.cals -> function(string)
{
# string is the directory path to all the files to be used
# paste adds a file name to the directory path
# what is the type of file to be used
# this just produces an unformatted string of numbers in R
thalf <- scan(paste(string, "std.decay.time", sep = ""), 

what=numeric())
}

See “help(scan)” for a  complete list of parameters than 
can be read.



Exporting Any File

Use the R function cat to write out a text file 
just as the data is in R

Use the R function dput to write out a file so 
that it can be directly read using the R 
function dget
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www.r-project.org
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Press CRAN for mirror sites



2011-09-18 II2202 35

Choose mirror site near your location, for 
example:

http://ftp.sunet.se/lang/CRAN

Swedish University Computer Network
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R Distributions
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R for Windows
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R for Macs
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Mac Extras
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Linux Distributions
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For example for SuSE
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Installation - SuSE
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More Information - SuSE
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Manuals
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Packages
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Obtain a Package
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Install Package

Under Linux type the command:

R CMD INSTALL package.tar.gz

(no need to ungzip or untar the package)
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