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In this supplementary material we provide:

— additional examples of samples generated by different models and high-resolution
examples (see Section[A] with Figures|[T] 2} and 3)),

— experiments with additional conditioning information and with deeper models (see
Section [B| with Figures [5|and[6]as well as Table [5)),

— visual examples of the effect of varying the temperature (see Section|C|with Figures
and[g),

— further implementation details of the models (see Section D)),

— and finally an example loss curve from training our proposed model (see Section [E]
with Figure[d).

A Additional samples

In the experiments in the paper, we compared the performance of the models quanti-
tatively and showed a visual example of the samples generated by different models.
Figure [T here shows another visual example of samples generated by different models.

We also showed that Full-Glow is able to generate plausible high-resolution images
given a segmentation map as condition. Figures [2] and [3] show additional synthesized
images in resolution 512x 1024 along with the conditions.

B Effect of boundary maps and deeper models

This part illustrates the effect of using boundary maps and model depth on the perfor-
mance of the model.

Boundary maps. When using segmentations as condition, the boundaries between ob-
jects of the same class are not visible when the objects are placed next to each other.
This is because they all belong to the same class in the segmentation mask. As observed
by [12], in the Cityscapes [1]] dataset, each object in an image has an instance ID, which
could be used to derive the boundary maps between the objects. For each pixel, if any
of the 4 neighbors around it corresponds to a different instance ID than that of the pixel,
the pixel will take value 1, otherwise it will be O (see Figure E])
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Fig. 1: Visual samples from different models. Samples from likelihood-based models
are taken with temperature 0.7. Please zoom in to see more details.

Using boundary maps as side information enables the model to better distinguish
between the objects available in the segmentation mask. In our experiments, we used
boundary maps in all conditioning networks of the model by concatenating them along
the channel dimension with the input to the conditioning networks EI In order to do
so, we down-sampled the boundary maps so they match the spatial dimension of each
Block (see Figure[6). We used two versions of boundary maps. In the first version, when
down-sampling the boundary maps (using bi-linear interpolation), the pixel values that
were previously either O or 1 will take float values between 0 and 1. In the second
version, we forced the values to strictly be either O or 1, but that did not improve the
performance. The results could be seen in Table|I| (Configs. B and C of our model).

Deepening the model. Gradient-checkpointing is an effective technique that allows
fitting deeper models in GPU memory by storing activations only at specific check-
points in the model and recompute activations between checkpoints in the backward
pass (lower memory usage at the cost of longer iteration time). We used this technique
to train deeper models with the same training procedure as before. A checkpoint is in-
serted after each Flow in the model. The deeper models have 120 Flows in total (as
opposed to 64 for the shallower models). We experimented with different versions of
deep models. In Config. D, the model has equal Flows in each Block. In Config. E, more
Flows are concentrated in the initial Blocks (closer to data space) since these Blocks are
known to be responsible for lower-level details of the synthesized image as opposed to
higher Blocks, closer to latent space, that are responsible for higher-level, abstract con-
cepts [2]]. We also observed the effect of number of Blocks while keeping total number

3 We used implementation from to derive the boundary maps.
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Fig.2: Higher resolution image synthesis by our model taken with temperature 0.9.
Please zoom in to see more details.

of Flows unchanged. While the number of Blocks and Flows can be seen as a choice of
hyper-parameters, we observe that the optimal Blocks and Flows in this task seems to
be in Config. H which has fewer Blocks with more concentrated Flows.

C Examples of effect of temperature

This part provides visual examples of the effect of the temperature. Figures [7] and [§]
show how the colors and structures change with different temperature values. We can
see that samples generated with higher temperatures seem to have more vibrant colors
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