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Abstract

As digital cameras are becoming both cheaper and more advanced, they
are also becoming more common both as part of hand-held and consumer
devices, and as dedicated surveillance devices. The still images and videos
collected by these cameras can be used as input to computer vision algo-
rithms for performing tracking, scene understanding, navigation, etc. The
performance of such computer vision tasks can be improved by having mul-
tiple cameras observing the same events. However, large scale deployment
of camera networks is difficult in areas without access to infrastructure for
providing power and network connectivity. In this thesis we consider the use
of a network of camera equipped sensor nodes as a cost efficient alternative to
conventional camera networks. To overcome the computational limitations of
the sensor nodes, we enhance the sensor network with dedicated processing
nodes, and process images in parallel using multiple processing nodes.

In the first part of the thesis, we formulate the minimization problem of the
time required from image capture until the visual features are extracted from
the image. The solution to the minimization problem is an allocation of sub-
areas of a captured image to a subset of the processing nodes, which perform
the feature extraction. We use the temporal correlation of the image contents
to predict an approximation of the distribution of visual features in a captured
image. Based on the approximate distribution, we compute an approximate
solution to the minimization problem using linear programming. We show
that the last value predictor gives a good trade-off between performance and
computational complexity.

In the second part of the thesis, we propose fully distributed algorithms
for allocation of image sub-areas to the processing nodes in a multi-camera
Visual Sensor Network. The algorithms differ in the amount of information
available and in how allocation updates are applied. We provide analytical re-
sults on the existence of equilibrium allocations, and show that an equilibrium
allocation may not be optimal. We show that fully distributed algorithms are
most efficient when sensors make asynchronous changes to their allocations,
and in topologies with less symmetry. However, with the addition of sparse
coordination, both average and worst-case performance can be improved sig-
nificantly.
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Sammanfattning

Allt eftersom digitalkameror blir både billigare och mer avancerade blir de
också vanligare i handhållna enheter, i hemelektronik och som dedikerad över-
vakningsutrustning. Algoritmer för datorseende kan användas på stillbilderna
och videoklippen som samlas in av dessa kameror för objektidentifiering, scen-
förståelse, navigering, mm. Genom att använda data från flera kameror som
observerar samma händelser kan prestandan hos dessa datorseendealgoritmer
förbättras. Utplacering av kameranätverk är emellertid svårt i områden utan
tillgång till infrastruktur som kan tillhandahålla elektricitet och nätverksan-
slutning. I denna avhandling studerar vi nätverk av kamerautrustade sensor-
noder som ett kostnadseffektivt alternativ till konventionella kameranätverk.
För att övervinna beräkningsbegränsningarna hos sensornoderna förstärker vi
sensornätverket med dedikerade beräkningsnoder och bearbetar bilder paral-
lellt i flera beräkningsnoder.

I den första delen av avhandlingen formulerar vi minimeringsproblemet
för den tid som krävs från bildupptagning tills en representation av den vi-
suella informationen extraheras från bilden. Lösningen till minimeringspro-
blemet är en fördelning av delområden av en infångad bild till en delmängd
av beräkningsnoderna. Beräkningsnoderna bearbetar bilderna för att ta fram
representationen av den visuella informationen. Vi använder den tidsmässiga
korrelationen av bildinnehållet för att förutsäga en approximation av fördel-
ningen av visuell information i en infångad bild. Baserat på den ungefärliga
fördelningen beräknar vi en approximativ lösning på minimeringsproblemet
med hjälp av linjärprogrammering. Vi visar att det går att får en bra kom-
promiss mellan prestanda och beräkningskomplexitet genom att använda det
visuella innehållet i tidigare bildrutor för att förutsäga innehållet i kommande
bildrutor.

I den andra delen av avhandlingen föreslår vi helt distribuerade algoritmer
för tilldeling av delar av bilder till beräkningsnoder i ett visuellt sensornät-
verk. Algoritmerna skiljer sig i mängden tillgänglig information och hur upp-
dateringar av tilldelningar verkställs. Vi tillhandahåller analytiska resultat
för förekomsten av jämviktstilldelningar och visar att en given jämviktstill-
delning inte nödvändigtvis är optimal. Vi visar även att fullt distribuerade
algoritmer är mest effektiva när sensornoder gör asynkrona förändringar i si-
na tilldelningar och i mindre symmetriska topologier. Genom att lägga till
gles koordination kan prestandan förbättras avsevärt både i genomsnitt och i
värsta fall.
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Chapter 1

Introduction

1.1 Background

Advances in the field of computer vision have made it possible to automate video
surveillance systems that previously required constant monitoring by human opera-
tors [1]. Computers are able to extract information from captured images, and can
analyze the information from multiple cameras in real time. There are also smart
cameras which integrate the technology for visual analysis directly in the camera [2].
Based on the analysis, information can be provided for the computer vision appli-
cation [3]. Such video surveillance systems can be deployed for traffic surveillance,
security, crowd monitoring, or other scenarios where visual analysis can be used to
extract useful information [4, 5]. In a network of connected cameras, the precision
of computer vision applications can be increased by jointly analyzing the visual
information from multiple cameras [6]. If cameras observe the same event, 3-D
applications are also enabled [7]. However, such networked video monitoring sys-
tems typically require significant investments in cameras, powerful servers, as well
as high capacity network connectivity for low latency video transmission. The pro-
hibitively high initial cost of such large scale systems makes them a cost inefficient
option, particularly for systems where the required communication infrastructure
is not easily available or if the cameras are battery powered but difficult to ac-
cess for maintenance. Examples of such cases include environmental monitoring in
remote regions, monitoring in hostile or hazardous areas, or monitoring of unex-
pected events, like large scale natural disasters [8]. With the recent interest in the
Internet of Things, Visual Sensor Networks have appeared as what may be a viable
alternative to traditional video surveillance systems for these application areas.

Sensor Networks consist of many inexpensive sensor nodes equipped with energy
efficient sensors and wireless communication technology, and possibly batteries and
power scavenging equipment such as solar cells. In the sensor network, some of the
nodes are equipped with various sensors, while other nodes contribute to forwarding
the sensed data to the sink node. In Visual Sensor Networks the sensor nodes are
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2 CHAPTER 1. INTRODUCTION

equipped with cameras that capture images or video sequences. Sensor networks
have previously been used mainly for collecting and transmitting scalar data, such
as temperature or concentration of carbon dioxide [9], which do not require sig-
nificant computational or communication resources. However, for computer vision
applications, the limited computational and communication resources of the sensor
nodes makes the system design challenging.

1.2 Challenges

While the time and cost requirements for deploying a Visual Sensor Network are
lower than those of traditional video surveillance systems or smart cameras, the
lack of a supporting infrastructure also poses major challenges, especially for real-
time applications which require low end-to-end latency. In order to minimize the
time required from image capture until information can be provided to the computer
vision application, the visual analysis process in sensor networks must be thoroughly
studied.

The images captured at the source nodes need to be analyzed, and the resulting
visual features have to be made available for the computer vision application run-
ning at the sink node. The visual features used for the computer vision application
could be extracted at the source node, the sink node, in any of the relay nodes that
the captured pixel data is forwarded through, or any combination there of. Once
the visual features are extracted from the image, the pixel data can be discarded in
order to reduce the amount of data that is transmitted through the network. The
visual features have a total size which is usually in the order of a few kilobytes [10,
11], an order of magnitude less than high resolution, high bit-rate video. If the net-
work speed between source and sink node is causing large end-to-end transmission
times, it may be beneficial to perform some part of the visual analysis close to the
source node [12]. However, the analysis of the captured images requires significant
computational and energy resources, which are not readily available in most sensor
node platforms. Meeting the energy budget might also require a trade-off in the
number of sensors in the network or the frame rate at which the sensors acquire
images [13].

The key proposal in this thesis, is to use not only the communication resources,
but also the computational resources of the network nodes to reduce the time
required for visual analysis. Distributing the processing among more nodes also
reduces the energy drain at the source nodes, extending the lifetime of the source
nodes at the expense of the processing nodes. However, unlike the camera equipped
sensor nodes, the processing nodes do not need to be calibrated and are easily
installed and replaced once their battery is depleted. If the operation of the sensor
network is not critically affected by the occasional unavailability of a small number
of processing nodes, the effective lifetime of the sensor network may be extended.
By optimizing where visual features are extracted in the sensor network, the time
until the visual features are available at the sink node can be reduced.
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In this thesis we attempt to minimize the time required from image capture
until visual features extraction is completed for each captured image. We first
consider a Visual Sensor Network containing a single camera equipped node and
a number of processing nodes. We formulate a mathematical model of distributed
visual analysis. that considers transmission as well as the processing times. We
propose estimation methods for the unknown parameters, that is the distribution
of visual features in the images, and the achievable transmission rates. By using
linear programming, we find the allocation of processing loads to nodes which min-
imizes the time from image capture to completed feature extraction. Second, we
consider a system of multiple camera equipped sensor nodes. The large number of
combinations of source nodes and processing nodes makes it challenging to find the
optimal distribution of computing resources and the allocation of processing loads.
We therefore design distributed algorithms for coordinating the use of the available
processing nodes and network resources, such that the sensor network performs
efficiently using only very little communication resources.

1.3 Thesis Structure

The structure of this thesis is as follows. In Chapter 2, we introduce the main
concepts for visual analysis. In Chapter 3, we provide the foundations of divisible
load theory. In Chapter 4, we present details on Visual Sensor Networks. In
Chapter 5 the original work contained in this thesis is summarized, and Chapter 6
concludes the work and identifies directions for future research.





Chapter 2

Visual Analysis

Computer vision applications, such as object recognition or tracking, can be per-
formed through the analysis of visual features extracted from the captured images.
The features describe the image content in a way that allows us to compare the
contents of images, rather than comparing the raw pixel data of the images. The
type of features used depends on the particular computer vision application, as
different features have different strengths and weaknesses.

2.1 Feature Extraction

Visual features can be broadly divided into global and local features. Global fea-
tures represent the image as a whole, and only a single feature descriptor of a given
type is extracted from each image. Local features represent distinctive sub-areas
of the image, and a feature descriptor is extracted from each sub-area. Global fea-
tures are more useful for object detection and classification, while local features are
used more for object recognition. A combination of global and local features can
be used to further improve the performance of the visual analysis [14]. Examples
of global features include histograms of colors, and histogram of gradients [15, 16],
while some commonly used local features include SURF, SIFT, and BRISK [10, 17,
11]. In what follows we will focus on local visual features.

Before extracting local visual features, a detection filter is used to identify the
sub-areas of an image that contain visual features. Some commonly used detection
filters are designed to find edges, corners, or blobs [18, 19, 20, 11, 21, 22]. The
detection filter is applied to the region surrounding each pixel in the original image,
and if the response of the filter exceeds a given threshold, the pixel will be classified
as an interest point. The detection filter may be applied again to a down-sampled
version of the image in order to find features of different sizes. Feature extraction is
similar to the detection phase in that a filter function is applied to the area around
each interest point. The response of the feature extraction filter at each interest
point is stored in a vector of local visual features. For example, SURF feature
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6 CHAPTER 2. VISUAL ANALYSIS

descriptors are created by calculating a Haar wavelet [23] response at 25 different
sub-areas around the interest point, while BRISK feature descriptors are created
through 512 pair-wise comparisons of pixels around the interest point. The vector
of local visual features extracted from the image is then compared to a database of
visual features vectors which have been previously extracted from a large collection
of reference images and the result will indicate whether the content of the analyzed
image matches the content of any of the reference images.

2.2 Performance Metrics

One use for visual analysis is identifying the content of images. Based on the
classification of the image content, feedback can be provided to a control process
or to an end user. To this end, many visual features are designed to maximize
the performance of the computer vision application, sometimes at the expense of
computational complexity [24]. How to evaluate the performance of visual analysis
depends on the type of analysis used [25], but some commonly used techniques are
the Receiver Operating Characteristic (ROC) curve, precision curve, recall curve,
and the confusion matrix [26]. These performance metrics are based on four basic
measures of correctly and incorrectly classified images, true and false positives, and
true and false negatives. Images which are correctly classified as containing an ob-
ject are considered true positives (TP ), while images which are correctly classified
as not containing the object are considered true negatives (TN). Similarly, incor-
rectly classified images are considered false positives (FP ) if they are incorrectly
classified as containing the object, or false negatives (FN) if they are incorrectly
classified as not containing the object.

The ROC curve plots the relationship between the true positive rate (TPR), and
the false positive rate (FPR) as some parameter is varied. TPR is sometimes also
referred to as recall. The area under the ROC curve is a measure of the performance
of the visual analysis with an area of 0.5 meaning the algorithm is no better than
guessing, and an area of 1 meaning every test case is correctly classified. The true
positive rate is the ratio between true positives and the sum of true positives and
false negatives while the false positive rate is the ratio between false positives and
the sum of false positives and true negatives,

TPR = TP

TP + FN
, FPR = FP

FP + TN
. (2.1)

A high true positive rate indicates that a large portion of images containing the
target object are correctly classified, while a high false positive rate indicates that
a large portion of images that do not contain the target object are incorrectly
classified.

Precision (PR) is another measure for evaluating the portion of true positives
indicated by the evaluation and is given by the ratio between true positives and the
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Figure 2.1: Recall of object classification as a function of the number of extracted
visual features.

sum of true and false positives,

PR = TP

TP + FP
. (2.2)

A high precision indicates that images classified as containing the target object are
often correctly classified. Precision is often used together with recall (TPR) to get
a more complete view of the performance.

The confusion matrix is a square matrix where the row indicates the true class,
and the column indicates the predicted class of the objects in a set of images. The
value in a cell i, j indicates the number of objects of class i identified as objects of
class j. For a perfect object classifier, the confusion matrix is a diagonal matrix.

The performance of the computer vision application depends on the number
of considered features. It typically increases rapidly up to a few hundred visual
features, after which the performance is saturated [27, 28, 29, 30]. This can be seen
in Figure 2.1, where the recall is shown as a function of the number of features
extracted from the images, using a bag of visual words and different types of visual
features [31, 18, 32, 10, 11] on the dataset in [33]. As seen in the Figure, the number
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Figure 2.2: Detection and extraction times as a function of the number of extracted
visual features.

of local features required for achieving a desired performance depends on the type
of visual feature used, and on the application they are used for. Note that the
good recall when using the SURF features comes at the cost of high computational
complexity, and increased size of the visual feature descriptors [24].

While the recall of the visual analysis remains nearly unchanged for a large
number of visual features, using too many visual features leads to increased pro-
cessing times. Figure 2.2 shows detection and extraction times as a function of the
number of BRISK features extracted for images of different resolutions [34]. Note
that the number of pixels is approximately doubled for each resolution. The time
required for both detection and extraction increases approximately linearly, both
in the number of visual features and in the number of pixels in the image. Thus,
using a large number of visual features for the visual analysis leads to an increase
in the time required for completing the visual analysis but does not increase the
performance of the visual analysis.
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Figure 2.3: Comparison of three paradigms for distributed visual analysis.

2.3 Distributed Visual Analysis

In large scale networked systems for visual analysis, collection of image data, extrac-
tion of visual features, and the computer vision application may all be performed
at different locations in the network. The choice of where to perform feature ex-
traction may have an impact on the time required to complete the computer vision
application. In [12] the authors discuss two paradigms for feature extraction in
Visual Sensor Networks: Compress-then-Analyze (CTA), where image coding is
used at the source node to reduce the size of the image before transmitting the
image to the sink node for feature extraction, and Analyze-then-Compress (ATC),
where the feature extraction is performed at the source node and only the extracted
features are transmitted to the sink node. In [35] an additional paradigm called
Distributed-Analyze-then-Compress (DATC), is considered where the feature ex-
traction is performed cooperatively by multiple nodes in the network. Figure 2.3
illustrates the steps of each paradigm. Which of these paradigms that can com-
plete the visual analysis in the least amount of time depends on the computational
resources of the source node, sink node, and network nodes, and on the wireless
transmission resources between them.

Feature extraction at the sink node
In conventional video monitoring technology, images are captured by the source
node, possibly compressed, and transmitted to the sink node for feature extraction.
In this case, often neither the source node nor the sink node is constrained by its
energy resources, and the available computational and communication resources
are sufficient for performing image coding, transmitting images, extracting visual
features, and using them for computer vision applications. In the case of Visual
Sensor Networks, available energy, processing and transmission resources limit the
ability to perform feature extraction at the sink node. The network capacity be-
tween the source node and the sink node must be sufficiently large that images can
be transmitted from source node to sink node with low latency. By applying image
coding to the captured images, the source node can reduce the size of the images,
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and thus the required network capacity. However, it has been shown that in the
case of lossy video coding, where the coding distorts the appearance of the image,
the performance of the visual analysis can be affected negatively [36]. In [37, 38,
39] the authors are able to preserve the strongest visual features even after heavy
compression by optimizing the quantization table of JPEG compression for visual
features. Similar research has also been done for video coding techniques [40].
While coding may reduce the amount of data to be transmitted, the encoding of
the data is often itself a computationally demanding process, and as such, may
incur both delays and energy consumption at the source node.

Feature extraction at the source node
Performing feature extraction at the source node allows the pixel data of the im-
age to be discarded before transmission, this can have a significant impact on the
amount of data to be transmitted. Nonetheless, feature extraction is typically a
computationally expensive operation, and should only be performed at the source
node if it will also lead to significant reduction in transmission time, such as when
the source nodes have enough computational resources, and the network connection
speed between source node and sink node is limiting the system [12].Techniques for
compressing the visual features or selecting only the most distinctive visual features
can also be employed to further reduce the size of the transmitted data [41, 42, 43,
44, 45]. Since the pixel data can be discarded after the visual features are extracted
at the source node, this paradigm may also help preserve the privacy of observed
individuals.

In-network feature extraction
If the network connection between the source node and the sink node is too slow for
transmitting the captured images and the source node is not capable of performing
feature extraction, it may be possible to leverage the computational resources of
other nodes in the network, which have high capacity network links to the source
node. To further increase the available computational resources, dedicated process-
ing nodes can be added to the sensor network. The dedicated processing nodes also
allow energy consuming tasks to be distributed among more nodes, extending the
lifetime of the source nodes and the sensor network.

In the case of in-network feature extraction, multiple nodes could perform the
feature extraction in parallel by dividing the image either by scale or by area [46],
as shown in Figure 2.4. When dividing an image by scale, the original image is
down-sampled to a lower resolution and each resolution processed by a different
node. By processing images of different resolutions, the nodes find visual features
of different sizes. When dividing an image by area, the original image is divided
into sub-areas of the original image. Since the detection filter is applied to an
area around each pixel, the sub-areas must have some overlap to ensure the visual
features extracted from the sub-areas are identical to those that would be extracted
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Figure 2.4: The image Lena divided in four pieces by either scale (left), or area
(right). Note that when the image is split by area, the pieces need to overlap.

from the original image. Another possibility would be to divide the processing into
different phases and assign each sensor a different phase of the processing. In [46]
the authors suggest performing feature detection at the source node and feature
extraction at the processing nodes. By performing feature detection at the source
node, the position and size of all visual features will be known, and therefore even
the time required for extracting the features from a given part of the image, which in
turn helps optimizing the distributed processing. It may also be possible to reduce
the amount of pixel data transmitted by omitting areas which do not contain any
visual features.





Chapter 3

Divisible Load Theory

Divisible load theory [47] provides a mathematical framework for achieving time
optimal processing in deterministic multiprocessor environments where both com-
munication and processing requires substantial time. In divisible load theory, both
the computation and the communication of the load is considered arbitrarily par-
titionable, making it possible to find the optimal division of loads by solving a set
of linear equations. Many application areas for divisible load theory have been
identified, including the processing of large sets of experimental data [48], image
and video processing [49, 50, 51, 52], large scale matrix computations [53], and
optimization of sensing in wireless sensor networks [54, 55].

For reference, lets define a general model of a Visual Sensor Network within
the framework of divisible load theory. An image is captured at the source node
s, transmitted to and processed by a subset of N available processing nodes, and
the extracted visual features are transmitted to a sink node t. Each processing
node ni has a transmission time coefficient Ci, and a processing time coefficient Pi,
both measured in time unit per image. Processing node ni is allocated a portion
0 ≤ zi ≤ 1 of the image, receives the load in ziCi time and completes the processing
after an additional time ziPi. Transmission of data is limited to one processing
node at a time, while processing can be performed independently in parallel by
each processing node.

To achieve the minimum completion time, divisible load theory tells us to make
three decisions: the subset of nodes to use for parallel processing, the order in
which data is transmitted to the nodes, and the portion of the total load which is
allocated to each node. For a given subset of nodes and a given scheduling order
of those nodes, the optimality principle in divisible load theory gives the general
result that completion time is minimized when all nodes complete processing at the
same time [48].

Intuitively, the optimal load allocation is achieved when the transmission and
processing time of node ni is equal to the processing time of node ni−1, zi (Ci + Pi) =
zi−1Pi−1. We can express the optimal load allocated to processing node ni with

13
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Figure 3.1: The scheduling order of two processing nodes can significantly impact
the time required to complete the processing. Red boxes represent the time when a
node is receiving data and green boxed represent the time when a node is processing
data. P0 = P1 = P = C0 = C1/2.

the recursive expression
zi = Pi−1

Ci + Pi
zi−1, (3.1)

and the achieved completion time as

T = Ti =
i∑

j=0
zjCj + ziPi. (3.2)

As a consequence, if the system is to benefit from processing the load in parallel,
the transmission time coefficient of the nodes should be less than the processing
time coefficient of the source node.

The divisible load theory literature presents results for several specific networks.
For tree networks with heterogeneous transmission time coefficient and processing
time coefficients, [56] concludes that the minimum completion time is achieved when
nodes are scheduled in increasing order of their transmission time coefficients with
no regard for the processing time coefficients. Figure 3.1 illustrates this example
for a two processor network where C1 = 2C0. Scheduling the processing node with
lower transmission capacity first results in a longer wait before processing begins.
If each processing node also incurs a constant processing overhead, and nodes have
equal transmission time coefficients, nodes should be scheduled in increasing order
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of processing time coefficients [57]. In [58, 59], the authors find closed form expres-
sions for the optimal load allocation for tree and bus networks with homogeneous
transmission time coefficients and processing time coefficients. In particular, for a
bus network with N nodes which resembles the sensor network considered in this
thesis, the load for node ni is given by the expression

zi = P i−1 (P + C)N−i+1 − P (P + C)N−i

(P + C)N − PN
. (3.3)

[60] provides closed form expressions for loads with start-up costs. Multi-source
divisible load theory was first studied in [61] and later in [62]. [63] gives the closed
form expression for a multi-source system with two sources which also process part
of the load as,

zi = si

1 + P1
P2

+
∑N
i=3 si

, (3.4)

where
si = P1 (C1i + C2i + Pi)

Pi (C1i + C2i + Pi) + C1iC2i
, (3.5)

and Cji denotes the transmission time coefficient from source j to processing node
i. Finding the optimal load division for memory constrained systems was shown
to be an NP-hard problem in [64], and was extensively studied in [65]. Studies of
more complex topologies were performed in [66, 67, 68, 69].

While there exist closed form expressions for the optimal load allocation for
specific scenarios, those expressions can become very cumbersome for complex sys-
tems. In particular, finding closed form expressions for the scenarios considered
in this thesis is not possible since loads are not arbitrarily divisible, the required
processing time for a given part of a load is not a direct function of the size of the
load.





Chapter 4

Visual Sensor Networks

We consider a Visual Sensor Network, consisting of camera equipped source nodes,
dedicated processing nodes and a sink node. We use area split to divide the image
among the processing nodes. The source nodes capture images and divide sub-areas
of the original image to the nearby processing nodes which then perform the feature
extraction in parallel. Figure 4.1 shows how distributed in-network processing of a
frame can be performed in a Visual Sensor Network. By parallelizing the feature
extraction, the time required for processing each image is reduced, and energy
resources are preserved at the source node. While we can assume the source node
has information on the processing speed of all surrounding nodes, information on
the instantaneous channel capacities and the visual content of the captured images
is unknown until data transmission and interest point detection is completed. In
order to divide the load and complete the visual analysis with a minimal completion
time, the interest point distribution and channel capacities must be estimated by
the source nodes.

4.1 Estimation of System Parameters

As shown in Figure 2.2 and in [28], the time required to complete feature extraction
is approximately proportional to the number of visual features extracted from the
image. However, the number of visual features in an image, as well as the distri-
bution of those visual features within the image, are unknown before the interest
point detection is completed. In order to achieve good performance, it is therefore
necessary to predict the distribution of interest points in an image before divid-
ing it among the available processing nodes. On average, one may expect that in
a large database of images, the average distribution of visual features is roughly
uniform, both horizontally and vertically, while the number of visual features vary
greatly depending on the visual content of the image [46]. The large variation in
the distribution of visual features could lead to large errors in the load estimation
if a uniform distribution of visual features is assumed.

17
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Figure 4.1: Visual Sensor Network equipped with multiple sensor nodes, processing
nodes, and a single sink node.

In addition to the unknown interest point distribution, the available communi-
cation and computational resources may vary over time due to channel fading, and
processor node sharing. Over short timescales, the communication resources can
be expected to remain fairly stable. For changes over a longer timescale, sensors
need to adapt their expectation on the transmission rate to reduce the possibility
of suboptimal load allocation. In a single source sensor network, the computational
resources available to the source node do not change unless processing nodes are
added to or removed from the network. However, for multi-source sensor networks
where the source nodes allocate their loads independently from each other, there is
a risk that processing nodes are not being used efficiently. This is especially true if
two or more source nodes alter their allocation simultaneously.

Total number of visual features
As described in Section 2.1, the number of visual features used for the visual analysis
should be limited to a value that ensures both accurate classification of the images,
and that processing of the image can be completed in a reasonable amount of
time. Detecting and extracting the required number of visual features involves
tuning the threshold parameter of the detection filter, or performing the detection
before distributing the processing loads, as suggested in [46]. After the detection is
completed, feature extraction can be performed on the desired number of interest
points, starting with those that yielded the highest response to the detection filter.
If the detection resulted in at least the desired number of interest points, the optimal
detection threshold of the current image can be determined by sorting the detected
interest points by their filter response. If the number of visual features detected were
fewer than the target number, the detection threshold was set to high and may need
to be adjusted for the next captured image without knowing the optimal detection
threshold. In Paper A we utilize the temporal correlation of the image content in
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high frame-rate video to predict the optimal threshold of every new image based on
the history of optimal detection thresholds. To cope with missing data from images
where the number of extracted visual features were less than required, we propose
two regression-based methods for estimating the optimal detection threshold for
those images based on the detection filter responses of previous images.

Spatial distribution of visual features

After determining the total number of visual features in an image, their distribu-
tion in the image should be estimated. If visual features are densely located in a
sub-area of the image, processing that sub-area requires more time compared to
other sub-areas of equal size with a lower number of visual features. If the spatial
distribution of visual features in an image is known, e.g. because interest point de-
tection has already been completed, the computational load of processing any part
of the image can be estimated. However, estimating the position of large numbers
of interest points is often unfeasible due to memory and processing constraints.
Assuming a constant interest point distribution over time significantly reduces the
computational complexity, but can lead to inefficient use of processing nodes caused
by the large variation in interest point distribution due to changing image content.
In Paper A we use the temporal correlation of the video to predict the horizontal
position of a small number of quantile points which approximates the interest point
distribution.

Channel throughput estimation

Due to the fading properties of wireless channels, their throughput can vary greatly,
even over small time-scales. At the same time, optimal load distribution requires
a priori knowledge of the transmission times. Estimation of the achievable chan-
nel throughput is used in rate adaptation algorithms and can be done for exam-
ple by transmission of pilot signals, by measuring physical properties such as the
signal-to-noise ratio, or by long term statistics [70, 71]. As measurement studies
show [72, 73], the lengths of the loss burst have low mean and variance in the order
of a couple of frames [74, 75], we therefore assume that channels are time inde-
pendent fading channels, and that channel throughput is close to stationary over
short timescales [76]. If the data being transmitted is relatively large, the channel
throughput can be well estimated using the expected throughput. Through sim-
ulations, we show in Paper A that the instantaneous channel throughput can be
well estimated for Rician fading channels by an exponentially smoothed mean of
previous channel throughput. Furthermore, we show in Paper A, that an incor-
rectly estimated channel throughput does not affect the previously calculated load
allocations for the processing nodes which have not yet received their scheduled
load.
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Estimating the allocation of other source nodes
When multiple source nodes are sharing the transmission medium and processing
nodes, care should be taken to ensure that neither becomes a bottleneck for the
system. When sharing resources with multiple source nodes, available resources
depend on the allocation of load by other source nodes and may vary over time.
Sources nodes and processing nodes have first hand knowledge of all loads they
allocate to processing nodes, and of all load allocated to them by source nodes. If
nodes are not sharing this information, the source nodes can infer some knowledge
of each others loads based on the discrepancy between their expected and experi-
enced transmission and processing times. In Paper B we use distributed algorithms
for estimating the load of other source nodes in the system. The algorithms use
a combination of local measurements and model based estimation to predict the
allocations used by all source nodes.

4.2 Distributed Visual Analysis

Based on predictions of interest point distributions, channel throughputs, and load
allocations of any other source nodes in the sensor network, the remaining challenge
is to find an allocation of load that minimizes the time from image capture until
the feature extraction is completed. Each source node must decide the subset of
processing nodes to use, the order in which to send data to the chosen processing
nodes, and how much data is assigned to each processing node. In Paper A we
look at a sensor network containing a single source node and formulate the time
minimization as a linear programming problem. In Paper B we extend the prob-
lem formulation to multiple source nodes and propose distributed algorithms for
load allocation. In the multiple source node case, finding the optimal solution is
infeasible even for very limited scenarios.

Subset of processors
As mentioned in Chapter 3, given an infinitely parallelizable process, all available
processing nodes should be used. However, in practice there is a limit to the number
of processing nodes that can be used. Since images contain a finite number of pixels,
processing is not infinitely parallelizable, and since the filters for detecting and
extracting visual features are applied to a region surrounding a pixel, the minimum
size of a sub-area is restricted to the largest size of the filter used for visual analysis.
Because of the filter size, adjacent sub-areas must also contain some overlap region
in order for the result of the distributed processing to match what would be achieved
by applying the same filters to the complete image. These characteristics of visual
analysis restricts the divisibility of the load and thus the number of processors to
can be used, making the processor selection a challenging problem. In Paper A, we
show for a Visual Sensor Network with two processing nodes, that if the overlapping
regions are transmitted in unicast to each processing node, one node may be omitted
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if its computational resources and wireless transmission resources are significantly
less than those of the other node.

Scheduling order
For processing nodes with heterogeneous computational or communication resources,
the order in which loads are transmitted to the nodes will affect the minimum
achievable time from image capture to completed processing. As mentioned in
Chapter 3, finding the optimal scheduling order for our scenarios is challenging
due to the uncertainty of the system parameters outline above. If the number of
possible scheduling orders is very high, it may be infeasible to evaluate all possible
solutions. The cardinality of the set of scheduling orders to consider can be reduced
somewhat through heuristics that exclude scheduling orders which are clearly in-
ferior to others. An observation is that once a processing node starts processing,
there should be no gaps in the busy time of the node. However, depending on the
available processing nodes and their computational and communication resources,
this may not always be possible. In Paper A, we show that if overlapping regions are
transmitted in multicast, the scheduling order which achieves the minimum time,
depends on the ratios between computational resources and channel throughputs.
In Paper B, we use a central coordinator to jointly select the scheduling orders for
all source nodes.

Allocation size
For a given subset of processors and a given scheduling order, the optimality prin-
ciple of divisible load theory tells us that completion time is minimized when all
processors complete processing at the same time. In Paper A, we solve this problem
as a linear program for a single source node. In Paper B, we use distributed algo-
rithms based on both local measurements and signaling to estimate the allocation
of other source nodes. Each source node then finds the optimal allocation based on
their belief about the other source nodes allocations.





Chapter 5

Summary of Original Work

Paper A: Predictive Distributed Visual Analysis for Video in Wireless
Sensor Networks

Emil Eriksson, György Dán, Viktoria Fodor
in IEEE Transactions on Mobile Computing, July 2016.

Summary: We consider the problem of performing distributed visual analysis for
a video sequence in a Visual Sensor Network that contains sensor nodes dedicated to
processing. Visual analysis requires the detection and extraction of visual features
from the images, and thus the time to complete the analysis depends on the number
and on the spatial distribution of the visual features, both of which are unknown
before performing the detection. In this paper we formulate the minimization of
the time needed to complete the distributed visual analysis for a video sequence
subject to a mean average precision requirement as a stochastic optimization prob-
lem. We propose a solution based on two composite predictors that reconstruct
randomly missing data, on quantile-based linear approximation of the visual fea-
ture distribution and on time series analysis methods. The composite predictors
allow us to compute an approximate optimal solution through linear programming.
We use two surveillance video traces to evaluate the proposed algorithms, and show
that prediction is essential for minimizing the completion time, even if the wireless
channel conditions vary and introduce significant randomness. The results show
that the last value predictor together with regular quantile-based distribution ap-
proximation provide a low complexity solution with very good performance.

Contribution: The author of this thesis developed the model in collaboration
with the second author of the paper, proved the analytical results concerning the
scheduling order with nonzero overlap, carried out the simulations and analyzed
the resulting data. The paper was written by all three authors.
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Paper B: Distributed Algorithms for Feature Extraction Off-loading in
Multi-Camera Visual Sensor Networks
Emil Eriksson, György Dán, Viktoria Fodor
submitted to IEEE Transactions on Circuits and Systems for Video Technology.

Summary: Real-time visual analysis tasks, like tracking and recognition, require
swift execution of computationally intensive algorithms. Visual Sensor Networks
can be enabled to perform such tasks by augmenting the sensor network with pro-
cessing nodes and distributing the computational burden in a way that the cameras
contend for the processing nodes while trying to minimize their task completion
times. In this paper, we formulate the problem of minimizing the completion time
of all camera sensors as an optimization problem. We propose algorithms for fully
distributed optimization, analyze the existence of equilibrium allocations, evaluate
the effect of the network topology and of the video characteristics, and the benefits
of central coordination. Our results demonstrate that with sufficient information
available, distributed optimization can provide low completion times, moreover pre-
dictable and stable performance can be achieved with additional, sparse central
coordination.

Contribution: The author of this thesis developed the model in collaboration
with the second author of the paper, developed the algorithms for load allocation,
carried out the simulations and analyzed the resulting data. The paper was written
by all three authors.

Publications not included in this thesis
1. E. Eriksson, G. Dán, V. Fodor, "Prediction-based Load Control and Balancing

for Feature Extraction in Visual Sensor Networks," in Proc. of IEEE Inter-
national Conference on Acoustics, Speech and Signal Processing (ICASSP),
May 2014

2. E. Eriksson, G. Dán, V. Fodor, "Real-time Distributed Visual Feature Ex-
traction from Video in Sensor Networks," in Proc. of IEEE International
Conference on Distributed Computing in Sensor Systems (DCOSS), May 2014

3. E. Eriksson, G. Dán, V. Fodor, "Algorithms for Distributed Feature Extrac-
tion in Multi-Camera Visual Sensor Networks," in Proc. of IFIP Networking
Conference, May 2015

4. E. Eriksson, V. Pacifici, G. Dán, "Efficient Distribution of Visual Processing
Tasks in Multi-Camera Visual Sensor Networks," in Proc. of IEEE Interna-
tional Conference on Multimedia & Expo Workshops (ICMEW), June 2015



Chapter 6

Conclusions and Future Work

In this thesis, we considered the problem of feature extraction in Visual Sensor
Networks. By enhancing the sensor network with dedicated processing nodes, the
feature extraction is parallelized in order to reduce the time required to complete
the visual analysis.

First, we considered a sensor network with a single source node and multiple
processing nodes. We modeled the transmission of images and extraction of visual
features as a linear function of the size of the image, and of the number of visual
features found in the image. We used prediction techniques to estimate the distri-
bution of visual features in an image before the visual content is known, and used
that estimation to divide the task of extracting visual features among a subset of
the available processing nodes. We provided analytical and numerical results on
the effect of varying the number and scheduling order of the processing nodes. We
showed that prediction is essential for good performance, and that the last value
predictor is a good compromise between complexity and performance.

Second, we extended our model to include sensor networks containing multiple
source nodes which share the computational resources of the available processing
nodes. We developed distributed and coordinated algorithms for load allocation,
and proved the existence of equilibrium allocations. Our numerical results showed
that coordination, even when provided relatively infrequently, improves both the
worst case and average performance of the distributed algorithms.

For future research, we plan to study 3-D tracking, which requires that multiple
sensor nodes observe the same events from different points of view, in the context of
Visual Sensor Networks. Processing correlated data from multiple source nodes at
the same processing node and merging the results may help reduce communication
and processing overheads.
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Abstract

We consider the problem of performing distributed visual analysis for a
video sequence in a visual sensor network that contains sensor nodes dedicated
to processing. Visual analysis requires the detection and extraction of visual
features from the images, and thus the time to complete the analysis depends
on the number and on the spatial distribution of the features, both of which
are unknown before performing the detection. In this paper we formulate the
minimization of the time needed to complete the distributed visual analysis
for a video sequence subject to a mean average precision requirement as a
stochastic optimization problem. We propose a solution based on two com-
posite predictors that reconstruct randomly missing data, on quantile-based
linear approximation of feature distribution and on time series analysis meth-
ods. The composite predictors allow us to compute an approximate optimal
solution through linear programming. We use two surveillance video traces
to evaluate the proposed algorithms, and show that prediction is essential
for minimizing the completion time, even if the wireless channel conditions
vary and introduce significant randomness. The results show that the last
value predictor together with regular quantile-based distribution approxima-
tion provide a low complexity solution with very good performance.

Index terms— Image analysis; wireless sensor networks; scheduling; distributed
computation

A.1 Introduction

Low cost cameras and networking hardware make a new class of sensor networks
viable, namely, visual sensor networks (VSNs), where visual information is captured
at one or several cameras and processed and transmitted through several network
nodes, until the useful information reaches a central unit. VSNs differ from tradi-
tional sensor networks, where the transmission of sensed information requires little
bandwidth and the complexity of the information processing is rather low. VSNs
may instead capture high bitrate video sequences, requiring in-network processing
in order to reduce the amount of data which is delivered to the sink node. The
information processing needed for visual analysis, such as for tracking and for ob-
ject recognition is, however, computationally intensive even using state-of-the-art
algorithms like FAST and BRISK [1, 2].

A promising solution to allow real-time processing of the visual information in
a VSN is to delegate the computationally intensive tasks of interest point detection
and descriptor extraction to sensor nodes without cameras. Doing so allows the
use of the processing capacity of those nodes, and not only their transmission
capacity, enabling more processing intense applications without the need for an
infrastructure. Unlike sensors with cameras, which typically need to be calibrated,
the processing nodes can be installed or replaced with ease once their batteries
are depleted. A VSN with processing nodes may thus be particularly useful in
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applications where easy maintenance and extended lifetime are important, such as
surveillance systems in remote or hazardous areas, or in protected animal habitats.
Reducing the cost of VSNs means they can even be used as disposable surveillance
systems, suitable for detecting and tracking the progress of forest fires or other
large scale natural disasters.

In this paper we consider visual analysis of video sequences based on local fea-
ture descriptors [1, 2], which are widely used for object recognition and tracking.
To allow parallel computation, the camera node distributes the workload of inter-
est point detection and descriptor extraction by assigning image sub-areas to the
processing nodes. The precision and the processing workload of the visual analysis
task depend both on the image size and on the number of detected and extracted
descriptors [3]. However, the time it takes for a particular processing node to com-
plete the processing depends on the available communication and computational
resources of the node and, importantly, on the image content, which is not known
prior to performing the processing. Therefore, optimizing the distribution of the
processing tasks among the network nodes such that the completion time of the
VSN is minimized is a challenging problem.

In this paper we consider a network consisting of a single camera node, several
processing nodes, and a sink node, and we formulate the processing task distribution
problem as a multi-objective stochastic optimization problem, first assuming deter-
ministic communication resources. To solve the optimization problem we leverage
the temporal correlation among the consecutive images in the video sequence. The
temporal correlation allows us to develop a predictor of the detection threshold,
such that the number of descriptors is close to the required number. To minimize
the completion time, we find the optimal schedule of the transmissions to the pro-
cessing nodes, and we predict the optimal division of the image into sub-areas using
a percentile-based approximation, such that the time of completing the feature ex-
traction is minimized. Numerical results show that prediction is essential to achieve
our objectives, and that the proposed prediction algorithms combine low compu-
tational complexity with good prediction performance. Finally, simulations results
considering realistic, stochastic wireless channels show that the proposed predic-
tion based solution is essential, and leads to a performance gain that is almost
independent from the channel quality.

The rest of the paper is organized as follows. In Section A.2 we review related
work. In Section A.3 we describe the considered system and in Section A.4 we
provide the problem formulation. In Section A.5 we provide a method for recon-
structing randomly missing threshold data. In Section A.6 we develop the pro-
posed predictors and in Section A.7 we identify the optimal scheduling order. In
Section A.8 we present smiulation results and we conclude the paper in Section A.9.
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A.2 Related Work

The challenge of networked visual analysis is addressed in [1, 2], defining feature ex-
traction schemes with low computational complexity. To decrease the transmission
bandwidth requirements, [4, 5] propose lossy image coding schemes optimized for
descriptor extraction, while [6, 7, 8] give solutions to decrease the number and the
size of the descriptors to be transmitted. In [9] the number and the quantization
level of the considered descriptors are jointly optimized to maximize the accuracy
of the recognition, subject to energy and bandwidth constraints. This approach
is motivated by the measurement results of [9, 10, 11, 12] demonstrating that the
performance of the visual analysis task increases with the number of features con-
sidered, for threshold based feature selection [9, 10, 11] as well as for more complex
selection methods [12]. [11] shows that the MAP score decreases monotonically as
the BRISK threshold is increased, unless the threshold value is very low, and thus
the number of detected interest points is very high, but that region is not relevant
for wireless sensor networks.

To decrease the transmission requirements of feature extraction in the case
of video sequences [13] selects candidate descriptor locations based on motion
prediction, and transmits and processes these areas only. In [14, 15] intra- and inter-
frame coding of descriptors is proposed to decrease the transmission requirements.

Our work is motivated by recent results on the expected transmission and pro-
cessing load of visual analysis in sensor networks [9, 3, 16, 17]. Measurements in
[3] demonstrate that processing at the camera or at the sink node of the VSN leads
to significant delays, and thus distributed processing is necessary for real-time ap-
plications. The requirement of prediction based system optimization is motivated
by the statistical analysis of a large public image database in [16, 17], showing that
the number and the spatial distribution of the descriptors have high variability and
depend significantly on the image content. Thus, the temporal correlation in the
video sequence needs to be utilized to achieve the efficient control of the visual
analysis parameters. Finally, experiments in [9] show that the processing delay and
the energy consumption increase linearly with the image size and with the num-
ber of detected descriptors. Consequently, to limit the time needed for descriptor
extraction, the number of descriptors need to be controlled, and the workload al-
location has to consider both the size of the sub-areas and the distribution of the
descriptors.

Optimal load scheduling for distributed systems is addressed in [18], in the
framework of Divisible Load Theory, with the general result that minimum comple-
tion time is achieved, if all processors finish the processing at the same time. Usually
three decisions need to be made: the subset of the processors used, the order they
receive their share of workload, and the division of the workload. Unfortunately,
the results are specific to a given system setup. Works closest to ours address tree
networks with heterogeneous link capacities and processor speeds [19], concluding
that scheduling should be in decreasing order of the transmission capacities, while
the processing speed does not affect the scheduling decision. However, [20] shows
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that the optimal scheduling order may be different if the processing has constant
overhead, and under equal link capacities the scheduling should happen in decreas-
ing order of the processing speeds. As we show in the paper, this result can not
be used in general either, for example, in our scenario where unicast and multicast
transmissions are combined, and the link transmission capacities differ.

We introduced the main components of prediction based distributed visual anal-
ysis in [21, 22]. In this paper we provide a discussion of application scenarios, a
revised and more detailed description of the problem and a more thorough per-
formance evaluation of the proposed algorithms. Moreover, we use simulations to
evaluate the effect of the randomness of the wireless channel on the prediction
accuracy.

A.3 Background and System Model

We consider a VSN consisting of a camera node C, a set of processing nodes N ,
|N | = N , and a sink node S. The camera node captures a sequence of images.
Each image is transmitted to and processed at nodes in N , and finally the results
are transmitted to S where the visual analysis task is completed.

A.3.1 Communication Model
The nodes communicate using a multicast/broadcast capable wireless communi-
cation protocol, such as IEEE 802.15.4 or IEEE 802.11. Transmissions suffer
from packet losses due to wireless channel impairments. As measurement stud-
ies show [23, 24], the loss burst lengths at the receivers have low mean and variance
in the order of a couple of frames [25], [26]. Therefore, widely used wireless chan-
nel models are time independent fading channels, or finite state Markov channels,
with fast decaying correlation and short mixing time. In the system we consider,
the amount of data to be transmitted to the processing nodes is relatively large,
and therefore it is reasonable to model the average transmission time from C to
a node n ∈ N as a linear function of the amount of transmitted data. We can
thus model the time it takes to transmit p pixels from the camera node C to pro-
cessing node n ∈ N as a random variable Kn, with a conditional expected value
of E[Kn|p] = Cn · p, where Cn denotes the average per pixel transmission time,
including potential retransmissions, and is referred to as the transmission time
coefficient throughout the paper. As the throughput is close to stationary over
short timescales, Cn can be estimated [27]. When using multicast or broadcast
transmission, the throughput is determined by the receiver with lowest achievable
throughput.

A.3.2 Feature Detection and Extraction
We consider a sequence {Zi} , i = 1, . . . , I, of images captured at C. Each image
has a height of h and a width of w pixels. For each image, C sends the image data to
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the processing nodes, which perform interest point detection and feature descriptor
extraction.

Interest point detection is performed by applying a blob detector or an edge
detector at every pixel of the image area [28, 29, 2]. The detector computes a
response score for each pixel based on a square area centered around the pixel,
with side length 2ow pixels, where o depends on the applied detector. A pixel is
identified as an interest point if the response score exceeds the detection threshold
ϑ ∈ Θ ⊆ R+. The number of interest points detected in an image depends on the
image and on the detection threshold ϑ, we thus describe the number of interest
points detected in image i by an integer valued, left continuous, non-negative,
decreasing step function fi(ϑ) of the detection threshold ϑ. fi is not known before
processing image i; we model it as a random function chosen from the family
of integer valued, left continuous, non-negative, decreasing step functions. The
inverse function f−1

i : N → Θ can be defined as f−1
i (m) = max {ϑ|fi (ϑ) = m}.

The maximum exists because fi is a left continuous, decreasing step function. We
denote the sequence of thresholds used in the images by ϑ = (ϑ1, . . . , ϑI).

In order to distribute the workload among the processing nodes inN , the camera
node divides each image i into at most N sub-areas. Sub-area Zi,n is then assigned
to processing node n. For simplicity, we consider that the sub-areas are slices of the
image formed along the horizontal axis. This scheme was referred to as area-split
in [16, 17]. We specify the sub-areas by the horizontal coordinates of the vertical
lines separating them, normalized by the image width w, which we refer to as the
cut-point location vector xi = (xi,1, . . . , xi,N ), xi,1 < . . . < xi,N = 1. For notational
convenience, we define xi,0 = 0, the left edge of image i, and x = (x1, . . . ,xI), the
sequence of cut-point vectors used for the trace. Since interest point detection at a
pixel requires a square area around the pixel to be available, all points within ow
pixels of the horizontal coordinate xi,n need to be transmitted to both node n and
n + 1. We call o the overlap, and we express its value normalized by the image
width w (hence the multiplication above). We consider that 1

N >> o, which holds
if the image size is reasonably large.

The number of interest points detected in sub-area Zi,n depends on the image,
the detection threshold ϑi and on the cut-point location vector xi. We thus describe
the number of interest points detected in sub-area Zi,n by the function fi,n(ϑi,xi),
and we define the vector function f i (ϑi,xi) = (fi,1 (ϑi,xi) , . . . , fi,N (ϑi,xi)). The
function f i (ϑi,xi) can be modeled as a random function from the family of integer
valued vector functions with

∑N
n=1 fi,n(ϑ,xi) = fi(ϑ). We consider that the time

it takes to detect the interest points is a linear function of the size of the sub-area
(not including the overlap) with rate P d,pxn , and of the number of interest points
detected with rate P d,ipn .

As the next step, a feature descriptor is extracted for each interest point. The
time it takes to extract the descriptors is a linear function of the number of interest
points detected with rate P e,ipn .

To validate this model, we performed interest point detection and feature de-
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Figure A.1: Average time for performing detection and extraction as a function of
the number of interest points found for three image sizes. The linear regression
shows a good fit.

scriptor extraction on a BeagleBone Black single board computer for 3 different
image sizes using OpenCV [30]. The results shown in Figure A.1 confirm that the
computation time can be well approximated by a linear function. Similar results
were reported on an Intel Imote2 platform in [3].

When node n completes the extraction of descriptors within sub-area Zi,n, it
transmits them to S, where various computer vision tasks can be performed. In
order for S to be able to perform its computer vision tasks, it requires M∗ interest
points to be detected in each image. While the required number of interest points,
M∗, may vary over time, depending on the observed scene, scene changes would
happen at a time-scale much larger than the time between subsequent images, we
thus consider it to be constant. In Section A.5 we will briefly discuss how to handle
varying M∗. To optimize the distributed processing, ϑ and x should be selected
based on information available at S. Since for each already transmitted image
i the sink has access to the parameters (ϑi,xi), as well as all the interest point
descriptors, it knows the location and score of each detected interest point. It can
therefore calculate fi (ϑ) for any ϑ ≥ ϑi, i.e., the total workload the system would
have had with detection threshold ϑ. Nevertheless, if fi (ϑi) < M∗ then f−1

i (M∗)
cannot be computed by S. Similarly, S can compute f i (ϑ,xi) for any ϑ ≥ ϑi and
any cut-point location vector x. We use Υi to denote the information available
to S about image i, and Υi− to denote the information available about all images
previous to image i.



42
PAPER A. PREDICTIVE DISTRIBUTED VISUAL ANALYSIS FOR VIDEO IN

WIRELESS SENSOR NETWORKS

Figure A.2: Example with N = 3 processing nodes. The image is cut along the
horizontal axis, the sub-areas and the overlaps are received and processed by the
processing nodes. A node is either (w)aiting to receive data, is (r)eceiving individual
data, is receiving (o)verlapping data, or is (p)rocessing data.

A.4 Problem Formulation

Based on the model of the wireless links and of the detection and extraction of
features, we first express the reception and processing times of the N processing
nodes as a function of the threshold ϑi and the cut-point location vector xi. We
then define the performance metrics and formulate our objective.

A.4.1 Expected Completion Time
Assume the processing nodes are numbered by the order in which they receive their
data from the camera node C, and let us consider a node n. Initially, node n is
waiting while all preceding nodes receive their data. It then starts receiving data
once C starts to transmit the overlap shared between nodes n and n−1, followed by
the data destined to node n only, and finally the overlap shared between nodes n and
n+1. Once node n has received the data, feature detection and descriptor extraction
are performed on the sub-area Zi,n. Finally the descriptors are transmitted to S.
For high resolution grayscale images, the image data is in the order of tens of
Mbits, while in the case of modern binary descriptors like BRISK [2], the size of
the descriptors is in the order of a few hundred bits, which gives a few hundreds
of kbits descriptor data for realistic M∗. Due to the two orders of magnitude
difference, we do not consider the time it takes to transmit the descriptors to S,
and define the completion time as the sum of the reception, feature detection and
descriptor extraction times. Figure A.2 illustrates the phases for N = 3.
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Lemma 1. Minimizing the completion time based on the transmission time coeffi-
cients Cn minimizes the expected completion time.

Proof. Observe that the completion time of processing node n is the sum of a
number of random variables, in particular, the transmission times to the preceding
processing nodes (Km,m < n), its own transmission time (Kn) and its processing
time. Furthermore, given the size xn − xn−1 of sub-area n, the processing time of
node n is conditionally independent of its transmission time. Since the expected
value of a sum of random variables equals the sum of their expectations, and the
expected transmission times are determined by the transmission time coefficients
Cn, the result follows.

Motivated by Lemma 1, we can use the transmission time coefficients Cn and
processing time coefficients P d,pxn , P d,ipn and P e,ipn to provide matrix expressions
for the expected reception, processing and completion time. The expressions given
describe the case when 2o < xi,n−1 − xi,n, i.e., an overlap spans only two nodes;
similar expressions can be obtained for 2o ≥ xi,n−1−xi,n. Let Dw, Dr, Dd, Ed and
Ee be N×N matrices, and let Gw, Go and Gr be N×1 column vectors. Also, let us
use the notation CMn , max(Cn, Cn+1) as a shorthand for the effective transmission
time coefficient for multicast transmission to nodes n and n+ 1.

The average time node n > 1 spends waiting before it receives the first bit
depends on the transmission time coefficients and the size of the sub-area of the
preceding processing nodes,

T w
i,n = hwC1(x1 − o) + hw

n−1∑
m=2

Cm(xm − xm−1 − 2o) + CM
m−12o.

This can be expressed in matrix notation as
T w

i = Dwxi + Gw, where

dw
m,n =


hwCn, m = n + 1
hwCn − hwCn+1, m > n + 1
0, otherwise,

and

gw
m =

{
0, m = 1
−hwoC1 +

∑m−1
j=2

(
2hwoCM

j−1 − 2hwoCj

)
, m > 1.

Node n receives the overlaps with its neighbours in multicast transmission. As
nodes 1 and N are assigned the first and last sub-areas of the image respectively,
they will only receive a single overlap. The time to receive the overlap is determined
by the multicast transmission time coefficient CMn and by the overlap o, T o

i = Go,
where
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go
n =


2hwoCM

1 , n = 1
2hwoCM

n−1 + 2hwoCM
n , 1 < n < N

2hwoCM
N−1, n = N.

The average time it takes node n to receive the non-overlapping data depends
on the size of the sub-area Zi,n, and on the transmission time coefficient,

T r
i,n = hwCn(xn − xn−1 − 2o) + CM

n−12o, 1 < n < N.

This can be expressed in matrix notation as T r
i = Drxi + Gr, where

dr
m,n =


hwCn, m = n

−hwCn+1, m = n + 1
0, otherwise

and

gr
n =

{
−hwoCn, n ∈ {1, N}
−2hwoCn, otherwise.

The time it takes to perform interest point detection is a function of the size of
sub-area Zi,n and of the number of detected interest points,

T d
i,n = hw

P d,px
n

(xn − xn−1) + fi,n(ϑi,xi)
P d,ip

n

,

which can be expressed in matrix notation as
T d

i = Ddxi + Edf i (ϑi,xi), where

dd
m,n =


hw

P
d,px
n

, m = n

− hw

P
d,px
n+1

, m = n + 1

0, otherwise

and

ed
m,n =

{
1

P
d,ip
n

, m = n

0, otherwise.

Finally, the time needed for descriptor extraction is a function of the number of
detected interest points

T e
i,n = fi,n(ϑi,xi)

P e
n

,

which can be expressed in matrix notation as
T ei = Eef i (ϑi,xi), where

eem,n =
{

1
P e

n
, m = n

0, otherwise.
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Let us define D , Dw + Dr + Dd, E , Ed + Ee, and G , Gw + Go + Gr.
Using this notation we can express the expected completion time of each node n
for image i, Ti (ϑi,xi) = (Ti,1 (ϑi,xi) , . . . , Ti,N (ϑi,xi)) as

Ti (ϑi,xi) = Dxi + Ef i (ϑi,xi) +G, (A.1)

which is a non-linear vector function of ϑi and xi.

A.4.2 Performance Optimization
We are interested in two key aspects of the VSN’s performance. First, we want to
ensure that the VSN can perform the visual analysis task at the required level of
mean average precision. The mean average precision is a concave function of the
number of detected interest points [9, 10, 11], while the completion time is an affine
function of the number of interest points, hence detecting too few or too many
interest points can both be detrimental. Therefore we define our first performance
metric to be the squared error in detected interest points in image i compared to
the target value M∗ required by the computer vision task

eDi (ϑi) = (fi (ϑi)−M∗)2
, (A.2)

and we define the corresponding mean square error (MSE) as eD (ϑ) = 1
I

∑I
i=1 e

D
i (ϑi).

We define the optimal detection threshold for image i as ϑ∗i = max(θ∗i ), where
θ∗i = {ϑ|eDi (ϑ) = 0}.

Second, we are interested in minimizing the time it takes to complete the detec-
tion and the extraction of all descriptors. We therefore define our second perfor-
mance metric based on the VSN’s completion time, which we define as the largest
completion time among all processing nodes. We define the squared completion
time error of the VSN for image i as the squared difference compared to the small-
est possible VSN completion time

eCi (ϑi,xi) =
(

max
n

(Ti (ϑi,xi))−max
n

(Ti (ϑ∗i ,x∗i ))
)2
, (A.3)

and the mean squared completion time error as eC (ϑ,x) = 1
I

∑I
i=1 e

C
i (ϑi,xi),

where the optimal cut-point location vector x∗i ∈ arg minxi
maxn (Ti (ϑ∗i ,xi)).

Observe that both (A.2) and (A.3) depend on the functions fi and f i, which are
not known prior to processing image i. By modeling fi and f i as random functions,
we can formulate our problem as a stochastic multi-objective optimization problem

lexmin(E[eD (ϑ)],E[eC (ϑ,x)]) (A.4)
s.t.

ϑ ∈ ΘI ,x ∈ X I , (A.5)

where lexmin stands for lexicographical minimization, and we are looking for an
expected value efficient solution [31]. Since the choice of ϑi and xi for image i does
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not influence the error at images j > i, this problem is equivalent to solving

lexmin(E[eDi (ϑi)],E[eCi (ϑi,xi)]) (A.6)
s.t.

ϑi ∈ Θ,xi ∈ X , (A.7)

for every image i based on the information Υi−. We therefore search for the solution
in the form of a predictor τ∗ (Υ) that minimizes the expected square error

τ∗ ∈ arg min
τ

E[eDi (τ (Υi−))], (A.8)

and a predictor γ∗ (Υ) that minimizes the expected squared completion time error

γ∗ ∈ arg min
γ

E[eCi (τ∗ (Υi−) , γ (Υi−))]. (A.9)

In what follows we develop and analyze predictors with low complexity and little
overhead suitable for sensor networks.

A.5 Regression-based Threshold Reconstruction

We will first address prediction problem (A.8). Solving this problem with conven-
tional methods is not straight forward for two reasons. First, since fi (ϑ), and thus
(A.2) are step functions in ϑ, the sets of minimizers θ∗i =

{
ϑ|eDi (ϑ) = 0

}
may not

be singleton. Second, if fi(ϑ̂i) < M∗ then θ∗i is unknown and can not be used for
prediction.

We propose two regression-based methods for estimating θ∗i , which allows us to
evaluate various autoregressive models that require ϑ∗i for prediction.

Consider an image i for which the predicted detection threshold ϑ̂i results in
fi(ϑ̂i) < M∗. The goal is to estimate some ϑ̂∗i ∈ θ∗i that can be used to predict
ϑ̂i+1 ∈ θ∗i+1. The key tenet of the proposed approach is to use preceding images
for which fj(ϑ̂j) ≥ M∗ for estimating the slope of the function f−1

i around M∗.
Let Ii− be the set of indices of the images before image i for which the estimated
detection threshold ϑ̂j resulted in more than M∗ interest points, i.e., fj(ϑ̂j) ≥M∗
∀j ∈ Ii−. We can use the images in Ii− to estimate the slope of the function f−1

i

around M∗ in two ways: in the forward direction and in the backward direction.
Forward estimate: To obtain the forward estimate of the slope of the function

we define the forward regression coefficient

βfi− =
1
|Ii−|

∑
j∈Ii−

(fj(ϑ̂j)−M∗)(ϑ̂j − f−1
j (M∗))

1
|Ii−|

∑
j∈Ii−

(fj(ϑ̂j)−M∗)2
, (A.10)

which is the estimated slope of the piecewise linear extension of f−1
i in the forward

direction (i.e., beyondM∗). We then use the forward regression coefficient to obtain
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the estimated threshold

ϑ̂f∗i = ϑ̂i − (fi(ϑ̂i)−M∗)βfi− (A.11)

Backward estimate: To obtain the backward estimate of the function’s slope
we use the same linear regression but in the backward direction. In the backward
direction (i.e., less than M∗ interest points) we can compute the regression for
arbitrary difference d < M∗ based on the available data Ii−. For a particular
difference d after simplification we obtain

βbi−(d) = 1
|Ii−|

∑
j∈Ii−

f−1
j (M∗)− f−1

j (M∗ − d)
d

, (A.12)

which is the average backward difference quotient of f−1 at M∗ over the images in
Ii−. Using the backward regression coefficient we obtain the estimated threshold

ϑ̂b∗i = ϑ̂i − (fi(ϑ̂i)−M∗)βbi−. (A.13)

Proposition 1. Assume that for every d the backward difference quotient f
−1
i

(M∗)−f−1
i

(M∗−d)
d

of f−1
i at M∗ can be modeled by an i.i.d. random variable, and is independent of

f−1
i (M∗). Then the estimated threshold ϑ̂b∗i = arg minϑ E[eDi (ϑ)].

Proof. Since the backward difference quotient is independent of f−1
i (M∗), the back-

ward difference quotient of images j ∈ Ii− is an unbiased sample of that of all images
j < i. Since βbi−(d) is the sample mean of the backward difference quotient, it is the
minimum variance unbiased estimator, and thus it minimizes the expected square
error.

If the target value M∗ varies over time, then one can maintain the difference
ratio quotient estimates for different values of M∗. Given ϑ̂b∗i or ϑ̂f∗i , and a policy
to choose an element of the set θ∗i , we can use a time series model such as AR, MA
or ARMA, to predict ϑ̂i+1.

A.6 Predictive Completion Time Minimization

We now proceed to address the minimization of the completion time, i.e., the prob-
lem of finding a predictor that solves (A.9). As with prediction problem (A.8),
there are two issues that make this problem non-straightforward to solve.. First,
since Ti (ϑi,xi), and thus (A.3) are step functions in ϑ and x, the sets of minimiz-
ers Ξ∗i =

{
x|eCi (ϑ∗,x) = 0, ϑ∗ ∈ θ∗i

}
may not be singleton. Second, a predictor

for solving (A.9) also needs to predict the location of all interest points in each
captured image. First, we consider a given ordering of the processing nodes and
provide an algorithm to approximate the cut-point location vector xi that mini-
mizes the completion time for the ordering. Second, in Section A.7 we show how
to find the ordering that allows the smallest completion time.
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A.6.1 Distribution-based Cut-point Location Vector Selection
Without loss of generality we consider that sub-area Zi,n has to be processed by
node n, and for image i we need to find the cut-point vector xi that minimizes
eCi (ϑi,xi).

Let us assume that the distribution of the interest points’ horizontal coordinates
Fi(ϑi, x) is known, thus f i (ϑi,x) can be computed for an arbitrary cut-point lo-
cation vector x. We can then compute the cut-point location vector x∗i for image
i that minimizes eCi (ϑi,xi) by solving the integer programming (IP) problem

min t (A.14)
s.t.
Dxi + Ef i (ϑi,xi) +G ≤ t1 (A.15)

xi,n−1w − xi,nw ≤ −2o ∀n (A.16)
xi,nw ∈ {1, . . . , w} ∀n (A.17)

where (A.15) is componentwise, (A.16) enforces that the cut-point coordinates are
increasing, (A.17) ensures they are aligned with pixels, and 1 is a N × 1 column
vector of ones.

Using the IP (A.14)-(A.17) for the considered VSN faces two challenges. First,
solving IP problems is computationally intensive, in general. Second, the distribu-
tion Fi(x) is not available until the processing of image i is completed, at which
point solving the IP problem is no longer necessary. Thus, the biggest challenge
in solving (A.14)-(A.17) is that it needs a prediction of the distribution Fi(ϑi, xi)
of interest points in image i. This prediction would require predicting the loca-
tions and appearance/disappearance of all interest points for every image, which is
computationally infeasible. We address this challenge in the following.

A.6.2 Percentile-based Cut-point Location Vector Selection
We propose to solve the above problem by approximating the distribution Fi−1(ϑi, x)
of interest points through its percentiles, and by predicting the approximation of
the distribution Fi(ϑi+1, x) for the optimization through predicting the percentiles.
Here we focus on the approximation and the optimization, and will compare various
predictors in Section A.8.

We approximate the distribution Fi(ϑi, x) with the distribution F̃i(ϑi, x), ob-
tained as the linear interpolation of Fi(ϑi, x) between its values at Q percentiles,
denoted by ξ = ξ1, . . . , ξQ,

F̃i(ϑi, x) = x− ξq−1

ξq − ξq−1
πq + Πq−1, (A.18)

where ξ0 = 0, ξq−1 < x ≤ ξq, πq = Fi(ϑi, ξq)−Fi(ϑi, ξq−1) is the portion of interest
points in the interval ξq−1 < x ≤ ξq, and Πq−1 = Fi(ϑi, ξq−1) is the portion of
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interest points left of ξq−1. F̃i(ϑi, x) is a non-decreasing, non-negative, continuous,
piecewise linear function, which we can use to compute the approximate number of
interest points assigned to node n for cut-point location vector xi as

f̃i,n (ϑi,xi) = M∗
(
F̃i(ϑi, xi,n)− F̃i,x(ϑi, xi,n−1)

)
. (A.19)

We can use (A.19) to express the approximate time needed for interest point de-
tection

T̃ di = D̃dxi + G̃d,where

d̃dm,n =


hw

Pd,px
n

+ M∗

Pd,ip
n

πq

ξq−ξq−1
, m = n

−hw
Pd,px

n+1
− M∗

Pd,ip
n+1

πr

ξr−ξr−1
, m = n+ 1

0, otherwise

g̃dn = M∗

P d,ipn

(
ξr−1πr
ξr − ξr−1

− ξq−1πq
ξq − ξq−1

+ Πq−1 −Πr−1

)
, ∀n

and the approximate time needed for descriptor extraction

T̃ ei = D̃exi + G̃e,where

d̃em,n =


M∗

P e
n

πq

ξq−ξq−1
, m = n

− M∗

P e
n+1

πr

ξr−ξr−1
, m = n+ 1

0, otherwise

gen = M∗

P en

(
ξr−1πr
ξr − ξr−1

− ξq−1πq
ξq − ξq−1

+ Πq−1 −Πr−1

)
, ∀n

By forming the matrices D̃ , Dw+Dr+D̃d+D̃e and G̃ , Gw+Go+Gr+G̃d+G̃e,
we obtain for the approximate completion times of the nodes the set of linear
equations

T̃i = D̃xi + G̃. (A.20)
The cut-point location vector x̃∗i that minimizes (A.20) can be obtained by solving
the integer-linear programming problem

min t (A.21)
s.t.

D̃xi + G̃ ≤ t1 (A.22)
xi,n−1w − xi,nw ≤ −2o ∀n (A.23)

xi,nw ∈ {1, . . . , w} ∀n (A.24)

Since (A.22) is piecewise linear, a linear relaxation of the problem can be solved
efficiently, and the rounding error is negligible if the distribution F̃x(ϑ, x) is rea-
sonably smooth. Observe that by using Q = fi(ϑi) percentiles, the approximate
distribution F̃x(ϑ, x) is a linear interpolation of Fx(ϑ, x).
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An important question is how close to optimal would be the completion time of
the processing with this approximate solution. To answer this question we introduce
TNi (ϑi,x∗i ) = maxn(Ti(ϑi,x∗i )), the optimal processing completion time in the VSN
based on (A.14)-(A.17), T̃Ni (ϑi, x̃∗i ) = maxn(Ti(ϑi, x̃∗i )) the optimal completion
time with the linear interpolation according to (A.21)-(A.24), and finally TNi (ϑi, x̃∗i )
the experienced completion time if x̃∗i is applied for the real distribution Fx(ϑ, x).
In the following we give a bound on the maximum difference between TNi (ϑi,x∗i )
and T̃Ni (ϑi, x̃∗i ).

Proposition 2. For any ε > 0 there exists Q such that TNi (ϑi,x∗i ) ≤ T̃Ni (ϑi, x̃∗i )+ε.

Proof. As TNi (ϑi,x∗i ) ≤ TNi (ϑi, x̃∗i ), we prove TNi (ϑi, x̃∗i ) ≤ T̃Ni (ϑi, x̃∗i ) + ε. De-
spite the linear interpolation, for each node n the components of T̃i,n (ϑi, x̃∗i ) and
Ti,n (ϑi, x̃∗i ) are identical: the transmission time, the sub-area size dependent part
of the detection time, and the detection and extraction times that depend on the
interest points in the percentiles following x̃∗i,n−1 and preceding x̃∗i,n. If we de-
fine ∆i = maxx|Fi(ϑi, x) − F̃i(ϑi, x)|, we can obtain the worst case bound ε̃n =
Ti,n (ϑi, x̃∗i )− T̃i,n (ϑi, x̃∗i ) ≤ 2∆i

(
1

Pd,ip
n

+ 1
P e

n

)
, and consequently ε̃ = TNi (ϑi, x̃∗i )−

T̃Ni (ϑi, x̃∗i ) ≤ 2∆i maxn
(

1
Pd,ip

n

+ 1
P e

n

)
.

Let us now consider Q quantiles. The number of interest points between neigh-
boring quantile points is fi(ϑi)

Q − 1 ≥ ∆i, and consequently we have

ε̃ ≤ 2
(
fi(ϑi)
Q
− 1
)

max
n

(
1

P d,ipn

+ 1
P en

)
. (A.25)

Thus, ε̃ ≤ ε for any Q ≥ 2fi(ϑi)Tp

ε+2Tp
, with Tp = 1

Pd,ip
n

+ 1
P e

n
.

A.6.3 On-line Cut-point Location Vector Optimization

So far we considered minimizing the expected completion time, assuming that data
are transmitted with the expected transmission time coefficients Cn. The actual
transmission times are however random, and would differ from the expected values.
In the following we address whether one should recompute the cut-point location
vector after the data transmission to node m completes, to further minimize the
completion time of the distributed processing.

Let us consider image i and denote the expected time of completing the trans-
mission to node m by τi,m (ϑi,x∗i ), and the expected remaining time until com-
pleting the processing of the image by τi,m+ (ϑi,x∗i ), such that τi,m (ϑi,x∗i ) +
τi,m+ (ϑi,x∗i ) = TNi (ϑi,x∗i ) according to (A.14)-(A.17). Let us furthermore de-
note by τmi,m (ϑi,x∗i ) the experienced time of completing the transmission to node
m, using the optimal cut-point vector x∗i . Also we denote by xm and xm+ the first
m and the remaining N −m elements of vector x.
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Proposition 3. For all m = 1 . . . N − 1, xm+∗
i = {x∗i,m+1, x

∗
i,m+2, . . . x

∗
i,N}, that

is, the cut-point location vector calculated according to (A.14)-(A.17) minimizes the
expected completion time TN,mi

(
ϑi, [xm∗i ,xm+

i ]
)
for any given τmi,m (ϑi,x∗i ).

Proof. We prove the theorem by contradiction. TN,mi

(
ϑi, [xm∗i ,xm+

i ]
)
can be mini-

mized by minimizing the remaining expected completion time τi,m+
(
ϑi, [xm∗i ,xm+

i ]
)
,

where xm+
i is arbitrary.

Assume now that there exists xm+
i 6= xm+∗

i , such that τmi,m+(ϑi, [xm∗i ,xm+
i ]) <

τmi,m+(ϑi,x∗i ). Then, exchanging xm+∗
i with xm+

i , the completion time expected
before the start of the transmission of the first sub-area of image i would be
τi,m−

(
ϑi, [xm∗i ,xm+

i ]
)

+ τi,m+
(
ϑi, [xm∗i ,xm+

i ]
)
< Ti (ϑi,x∗i ), which is a contra-

diction.

Thus, the optimal cut-point location vector does not need to be recomputed
after the transmission starts.

A.7 Scheduling Order

From [18] it is known, that for given scheduling order, that is, given order of trans-
mission to the processing nodes, the task completion time is minimized, if all the
processing nodes complete the processing at the same time, while the achievable
minimum depends on the scheduling order. Below we show that the existence of
data transmission overlap affects the optimal scheduling method. We show that to
minimize the completion time decisions need to be made: i) on the order of the
transmission to the utilized processors, ii) on the number of processors to be uti-
lized, and iii) whether the overlap should be transmitted multicast or by separate,
unicast transmission to the two involved processors.

Let us consider the simplified case, when the processing time is proportional to
the amount of received data, that is, Pn = P d,pxn and P d,ipn = P en = 0, and there
are only two processing nodes N = {A,B}.

Proposition 4. If overlap is not required, i.e. o = 0, the completion time is
minimized by scheduling the nodes in increasing order of per bit transmission time.

Proof. Here we recall the proof for N = 2. The extended version can be found
in [19]. Consider two processing nodes, A and B, with CA ≤ CB and arbitrary
processing capacities PA and PB . When node A is scheduled before node B, the
completion times for image i are

Ti,AB = hw

[
xi,1CA + xi,1

PA

xi,1CA + (1− xi,1)CB + 1−xi,1
PB

]
. (A.26)
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This gives optimal cut-point location, under which the processing at node A
and B completes at the same time

x∗i,1,AB = PA(1 + CBPB)
PA + PB + CBPAPB

, (A.27)

and the resulting minimum completion time is

T ∗i,AB = (1 + CAPA)(1 + CBPB)
PA + PB + CBPAPB

. (A.28)

Scheduling the nodes in the reverse order gives

Ti,BA = hw

[
xi,1CB + (1− xi,1)CA + 1−xi,1

PA

xi,1CB + xi,1
PB

]
, (A.29)

The optimal cut-point location in this case is

x∗i,1,BA = PB(1 + CAPA)
PA + PB + CAPAPB

, (A.30)

and minimum completion time becomes

T ∗i,BA = (1 + CAPA)(1 + CBPB)
PA + PB + CAPAPB

. (A.31)

Assume, T ∗i,BA < T ∗i,AB . As (A.28) and (A.31) differ only in one term in the
denominator, T ∗i,BA < T ∗i,AB → CA > CB , which contradicts the initial assumption
CA ≤ CB .

Now we introduce transmission overlap o > 0.

Proposition 5. Consider overlap o > 0. There exists some configuration of per bit
transmission times and processing rates for which the scheduling order in increasing
per bit transmission times is not optimal.

Proof. Consider, as before N = {A,B}, with CA ≤ CB and arbitrary PA and PB .
The overlap is transmitted via multicast transmission with CB .

Transmitting first to node A the completion times are

Ti,AB = hw

[
(xi,1 − o)CA + 2oCB + xi,1

PA

(xi,1 − o)CA + (1− xi,1 + o)CB + 1−xi,1
PB

]
, (A.32)

and in the reverse order they become

Ti,BA = hw

[
(xi,1 + o)CB + (1− xi,1 − o)CA + 1−xi,1

PA

(xi,1 + o)CB + xi,1
PB

]
. (A.33)
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Figure A.3: Optimal transmission scheduling schemes as a function of CB/CA and
PA/PB , for CA = 1/PA, CA ≤ CB and o = 0.2.

The optimal cut-point location and the related minimum completion time can
be calculated as in Proposition 4. The expressions are rather cumbersome in this
case. However, as CB

CA
→∞, they give T ∗i,BA < T ∗i,AB , if

PA

PB
>

1− o

o
(A.34)

There is thus a ratio of processing rates for which reversed scheduling order, with
increasing per bit transmission times, is optimal.

Similar derivations provide the (CA, PA, CB , PB) parameter combinations where
the unicast transmission of the overlap area is preferable, and when only one of the
processors should be utilized. Leaving the exact expressions aside, in Figure A.3
we show representative results, with parameters CA = 1/PA, CA ≤ CB and o = 0.2
Under given CAPA product and o value, the optimal transmission scheduling is a
function of the ratios CB/CA and PA/PB . Only a single processor, processor A
should be used in the parameter region marked with (A,-,U), that is, when the
relative transmission time to A is low, and its relative processing speed is high.
Moreover, the border of this region does not depend on the value of the overlap.
If there is a significant difference in the transmission times, but the processing
speeds are similar, then both of the processors should be used, and the overlap
areas should be transmitted separately with unicast transmission. In the case of
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unicast transmission, it always holds that the fastest link should be scheduled first.
This region is marked as (A,B,U) on the figure. Finally, according to Proposition
4, when the multicast transmission of the overlap area is optimal, the scheduling
order depends on the ratio of the processing speeds, leading to parameter regions
(A,B,M) and (B,A,M).

A.8 Numerical Results

We performed simulations to evaluate the proposed algorithms on two surveillance
video traces, both with 8 bit grayscale colorspace, 1920×1080 resolution, and frame
rates of 25 frames per second, resulting in a raw bitrate of 415 Mbps. One trace,
referred to as the "Pedestrian" trace, consists of 375 frames and shows a pedestrian
intersection with people moving horizontally across the field of view, covering and
uncovering interest points in the background. The other trace, referred to as the
"Rush hour" trace, consists of 473 frames and shows a road with vehicles moving
slowly along the camera’s line of sight, leading to mostly minor changes in the
horizontal distribution of interest points.

We use BRISK [2] for interest point detection and feature description extraction,
with M∗ = 400 as the target number of interest points. As the size of the BRISK
descriptor is 512 bits, the average bitrate required for transmitting the descriptors
to the sink node is 5 Mbps. When not noted otherwise, video is generated by one
camera node, and is processed at N=6 processing nodes, all with equal processing
rates similar to those of an Intel iMote2 (P d,px = 9 × 104 px/s, P d,ip = 94 ip/s,
P e = 25 ip/s). The transmission time coefficients are C = 6.7 × 10−8 s/bit, and
we use Q = 10 quantiles for the approximation of the interest point distribution
Fi(ϑ, x), i.e., F̃i(ϑ, ξq) = q

Q , q = 1, 2, . . . , Q.

A.8.1 Detection Threshold Reconstruction
We first evaluate our proposed threshold reconstruction schemes by comparing the
threshold MSE, 1

I

∑I
i=1(ϑ∗i − ϑ̂i)2, of the different schemes.

As a basis of comparison for the proposed regression based threshold reconstruc-
tion we use two methods. The first method, referred to as the Scaling method,
scales the predicted threshold ϑ̂i by a constant factor α, 0 < α < 1 whenever
fi(ϑ̂i) < M∗, i.e., the reconstructed threshold for image i is ϑ̂S∗i = α · ϑ̂i. Off-line
evaluation showed that the scaling method produces best results for α = 0.98.
The second method, referred to as the Clairvoyant method, has knowledge of
ϑ̂∗i = ϑ∗i = f−1

i (M∗) and x̂∗i = x∗i = max(Ξ∗i )+min(Ξ∗i )
2 , and can use it for predicting

ϑ̂i+1 and x̂i+1.
Figure A.4 shows the partial autocorrelation function of the optimal threshold

values ϑ∗i for the Pedestrian trace, similar results were found for the Rush hour
trace. The figure suggests that autoregressive (AR) models up to order 10 should
be considered for predicting ϑ̂i. Based on this observation we chose to use AR
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Figure A.4: The partial autocorrelation function of the optimal detection threshold
ϑ∗i time series of the Pedestrian video sequence. The optimal detection threshold
ϑ∗i has a mean of 55.2 and standard deviation of 6.6.

models of order 1, 2 and 10 for our numerical evaluations. The predictors are
initially trained using the first 100 frames of the trace, and then retrained after
each frame. Alongside the AR predictors we use the Last value predictor (denoted
by Y (i− 1)), which assumes that the content of image i is identical to that of image
i− 1, i.e. ϑ̂i = ϑ̂∗i−1.

In Figure A.5 we show the threshold MSE for three reconstruction methods.
Subfigure A.5(a) was obtained by using the Last value predictor for predicting ϑ̂i;
whenever fi(ϑ̂i) < M∗ we use one of three reconstruction methods to reconstruct
ϑ̂∗i and compute the resulting squared error (ϑ̂∗i −ϑ∗i )2. We then use the Clairvoyant
method in order to avoid the propagation of the reconstruction error, when pre-
dicting ϑ̂i+1. The values plotted are the MSE of the backward regression method,
i.e., (ϑ̂b∗i − ϑ∗i )2, divided by the MSE of the three methods. The results show that
backward regression performs best, in accordance with Proposition 1.

Subfigure A.5(b) shows the threshold MSE of the Last value predictor combined
with the Clairvoyant method, divided by the MSE of the predicted thresholds for
four predictors combined with three reconstruction methods. The results were
obtained by using the reconstructed thresholds ϑ̂∗i for predicting the subsequent
thresholds ϑ̂j , j > i. This creates a feedback loop where the choice of predictor
influences the frames for which reconstruction is needed, and reconstruction in-
fluences the prediction performance. From the figure we see that the backward
regression method has a slight advantage over the forward regression method in al-
most all scenarios, and they both greatly outperform the scaling method. Therefore
from this point on we only consider the backward regression method for threshold
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Figure A.5: Relative MSE of (a) the reconstructed thresholds (predictors trained
with Clairvoyant method) and (b) the predicted thresholds (predictors trained with
reconstructed thresholds).

reconstruction.

A.8.2 Detection Threshold Prediction
We next evaluate the performance of different predictors in terms of threshold
and interest point MSE. We normalize the performance results to the perfor-
mance of a non-adaptive offline scheme, which we call the Fixed scheme. The
Fixed scheme has complete knowledge of all parameters in each frame; it uses a
fixed detection threshold ϑs = arg minϑ eD(ϑ) and a fixed cut-point location vec-
tor that minimizes the completion time assuming the interest point distribution is
F (ϑ, x) = 1

I

∑I
i=1 Fi(ϑ∗i , x).

Figure A.6 shows the performance in terms of MSE of three AR models and
of the Last value predictor Y (i − 1). The AR models are initially trained using
the first 100 frames of the trace and are then retrained after each frame. The left
plot shows the MSE of the threshold prediction, i.e., 1

I

∑I
i=1(ϑ∗i − ϑ̂i)2, the right

plot shows the MSE in terms of detected interest points, i.e., eD(ϑ). The MSE
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Figure A.6: Mean square error of four threshold predictors in terms of threshold ϑi
and in terms of detected interest points (eD(ϑ)).

results are normalized by the corresponding MSE of the Fixed scheme. The figure
shows that threshold prediction decreases the MSE compared to the Fixed scheme
by a factor of 5 to 20 depending on the trace. At the same time the gain of using
a higher order predictor is small when compared to the Last value or the AR(1)
predictor, especially for the Pedestrian trace.

Figure A.7 shows the CDF of the deviation for the number of detected inter-
est points from M∗ for the Pedestrian and Rush hour sequences. The distribu-
tions fit well to logistic distributions with parameters µ = 0.90, λ = 13.75 and
µ = −0.40, λ = 13.31, respectively. The heavier tail of the logistic distribution
compared to the normal well describes the occasional large error in the number of
detected interest points caused by sudden changes in the contents of a trace. It is
also interesting to note that, despite the differences in the contents of the traces,
the two distributions show great similarities.

A.8.3 Completion Time Minimization

Figure A.8 shows results for the completion time MSE using the proposed percentile
based prediction, i.e., each of the Q percentile points is predicted by an AR model
or by the Last value predictor. Prediction decreases the MSE by up to a factor
of 10 compared to the Fixed scheme. The two traces show different results in the
performance of the predictors. For the Rush hour trace there is some advantage
of choosing a higher order predictor, although the marginal performance gain de-
creases as the order increases. In this case the choice of the predictor should be
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Figure A.7: Distributions of f(ϑ̂i) −M∗ using the Last value threshold predictor
on the (a) Pedestrian and (b) Rush hour video traces.

based on the trade-off between the achieved performance and the computational
complexity of training the predictor. For the Pedestrian trace, however, we see very
different results, as the performance deteriorates with higher prediction order; the
AR(10) performs significantly worse than the Last value predictor. In the following
we discuss the reasons for this counter-intuitive result.

Figure A.9 shows the completion time MSE achieved when using AR and vector
AR (VAR) predictors for percentile prediction as a function of the predictor order
p, again normalized by the MSE of the Fixed scheme. We see that the performance
of the AR predictor decreases with increased prediction order. Interestingly, the
VAR predictor, which could capture the correlation between the different percentile
coordinates, performs consistently worse than the independent AR predictors.

To explain the reason for the poor performance of high order predictors, Fig-
ure A.10 shows the evolution of the cumulative square error (i.e., not normalized
by the number of images I) for the sequence of images for the AR(10) and the Last
value predictor. The results confirm that due to the longer memory of the AR(10)
predictor it needs longer time to adjust to large and sudden changes in the image
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Figure A.8: Mean square error of the completion time (eC) and of the completion
time difference of four percentile predictors.
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Figure A.10: Cumulative square errors of two different predictors, together with
the coordinate of the 0.50 interest point distribution percentile.

contents. We see, for instance, that a large portion of the total square error for
AR(10) emerges during frames 250–320. These frames correspond to a 3 second
part of the trace where a tight cluster of interest points in the right side of the
scene is first revealed, concealed, and then revealed again very suddenly. The rea-
son why the Last value predictor can outperform the AR predictors is that the error
criterion that has to be used to train the predictors is not the deviation from the
minimal completion time but the error in predicting the percentile coordinates. As
the interest points tend to appear in clusters, a small error in percentile prediction
and cut-point selection can produce a large discrepancy between the actual number
of interest points in the slices.

A.8.4 Approximation of the Interest Point Distribution

So far we used quantiles as the percentiles for approximating the interest point
distributions. Figure A.11 compares the normalized MSE of the completion time for
the quantile based approximation to an approximation that chooses the percentiles
so as to minimize the square error of the approximation. The predictor used is the
Last value predictor, and the results are normalized by the completion time MSE
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Figure A.11: Normalized completion time MSE as a function of the number of
percentiles used for distribution approximation.

of the Fixed scheme. The figure shows that optimizing the percentiles improves the
prediction performance significantly and reduces the number of percentiles needed
for the same performance, especially when the number of processing nodes is high
(N = 6). However, achieving this performance improvement comes at the price of
optimizing the percentile locations, which is again computationally intensive.

In Figure A.12 we show the MSE (left axis) of the Last value predictor as a
function of the number of nodes N for Q = 10 percentiles and normalized by the
completion time MSE of the Fixed scheme. We see that as N increases so does
the difference in completion time MSE. On the right axis we show the speed-up
of the mean completion times achieved using the two approximations relative to
the completion time when using a single processing node. The speed-up is close to
linear for both percentile fitting methods, but using optimized percentiles provides
consistently higher speedup. It is worth noting that the difference in terms of
speedup (and hence completion time) between the two percentile fitting methods is
rather small, which indicates that the large difference in terms of completion time
MSE is due to occasional large errors caused by the quantile-based approximation,
which are penalized by the quadratic error function.

Consequently, if large completion times can be tolerated occasionally then the
quantile based approximation with the Last value predictor constitute a computa-
tionally simple algorithm with good performance.
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Figure A.12: Normalized completion time MSE and mean completion time speedup
as a function of N . As a baseline for the speedup values, the completion time when
using a single processing node is approximately 44.4 s.

A.8.5 Impact of the Channel Randomness

So far we considered that the time it takes to transmit data to the processing nodes
is deterministic, given by the transmission time coefficient Cn. In practice, however,
the time needed to transmit data varies due to wireless channel impairments. In the
following we show simulation results from a system with N = 6 processing nodes to
assess the impact of the variation of the transmission time on the completion time
MSE.

For the simulations we use the OMNET++/INET framework, implementing
standard low-power IEEE 802.11b physical and link layer protocols, suitable for
use in VSNs. We consider fixed transmission power, fixed modulation and coding
at the physical layer, resulting in 199 m free-space transmission range. The wireless
channels are subject to independent block Rician fading, on a per frame basis. The
parameter K of the Rician fading channel determines the mean and the variance of
the receivers’ SNR, a higher K corresponding to higher mean and lower variance.
We use UDP at the transport layer, and an application layer protocol providing
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Figure A.13: Completion time MSE (eC) for different predictors and channel mod-
els. The 95 % confidence intervals are small and therefore not visible.

reliable transmission. The application layer protocol transmits image subareas in
multicast or in unicast, fragmented into 2276 bytes long UDP segments. After the
camera node transmits all fragments, each receiver sends either a positive acknowl-
edgement, if all fragments were correctly received, or a negative acknowledgement
requesting the retransmission of lost fragments, otherwise. If the acknowledgement
is lost, a time-out will be triggered after which the camera will ping the processing
node to request a retransmission of the lost acknowledgement. Once the camera
has received a positive acknowledgement from all processing nodes, the transmission
has been completed successfully.

First, we consider the case when K, and thus the transmission time coefficient
Cn, is known. We set the distance between the camera and the processing nodes to
187 m. Figure A.13 shows the completion time MSE, eC for five different scenarios
as a function of K. The corresponding frame loss rates are between 55 % and 45 %.
In the three scenarios denoted by Rician the transmission times are determined by
the simulated Rician channels with parameter K, and Fixed, Last Value or Oracle
is used for prediction. In the two scenarios denoted by Constant the transmission
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Figure A.14: Completion time MSE (eC) for different predictors and channel mod-
els, with Rice parameterK = 3, varying transmission distance. The 95 % confidence
intervals are small and therefore not visible.

times are constant as given by Cn and Fixed or Last Value is used for prediction.
Note, that the Constant and Oracle combination gives the optimal completion time
value with eC = 0.

Comparing the curve Constant, Fixed with the curve Rician, Oracle we can
compare the MSE introduced by the randomness of the channel and of the video
content, respectively. We see that for all values of K, the channel randomness
has a small effect on the MSE, and as K increases, the MSE due to the channel
randomness decreases. Comparing the three Rician curves to the corresponding
Constant curves (and the eC = 0 line in the case of Rician, oracle), we see that the
completion time MSE increase due to channel randomness is slightly higher when
the MSE due to video content randomness is already high.

Figure A.14 shows the completion time MSE, as a function of the distance
between the camera and the processing nodes, for K = 3. The corresponding
frame loss rate is between 10 % and 50 %. We see that for short distances and
consequently relatively low loss rates, the randomness of the Rician channel has a
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negligible effect on the completion time MSE, but as the distance increases, the error
contribution from the channel randomness shows an exponential increase. Still, the
gap between the Rician, Fixed and Rician, Last Value MSE remains. These results
show that even if the wireless channel introduces significant randomness in the time
it takes to transmit sub-areas of the image, the randomness of the image content
is the main source of completion time error, thus prediction-based completion time
minimization is essential.

Next we consider the more practical case that K is unknown, and thus Cn needs
to be estimated based on observed transmissions. We consider two estimators for
Cn. The first estimator is the arithmetic mean: before transmission of image i
the transmission time coefficient of a processing node n is estimated as the sum
of all past transmission times divided by the total number of pixels transmitted

to the processing node, i.e., Ĉi,n =
∑i−1

j=1
Ttransmit,j,n+Toverlap,j,n/2

hw
∑i−1

j=1
xj,n−xj,n−1

. If the channel
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is stationary and fading is independent then the arithmetic mean is the minimum
variance unbiased estimator of Cn. The second estimator is exponential smoothing
with smoothing factor α, Ĉi,n = α

Ttransmit,i−1,n+Toverlap,i−1,n/2
hw(xi−1,n−xi−1,n−1) + (1 − α)Ĉi−1,n,

which is often used in practice when channels exhibit temporal correlation or are
non-stationary.

Figure A.15 shows the normalized completion time MSE for different K val-
ues, with estimated transmission time coefficients. The MSE is normalized by the
completion time MSE of the case with fading and known Cn. We see that the
estimator that gives the highest completion time MSE is exponential smoothing
with α = 1.0, which is simply a last value predictor. The MSE decreases with
α, because the estimator becomes less sensitive to fluctuations in the transmission
times, and at α = 0.1 exponential smoothing almost matches the results of the
arithmetic mean. Thus, a relatively high value of α = 0.1 could represent a good
trade-off between adaptation capability to non-stationary channels and low MSE
on stationary channels.

A.9 Conclusion and Future Work

We considered the problem of minimizing the completion time of distributed interest
point detection and feature extraction in a visual sensor network. We formulated
the problem as a stochastic multi-objective optimization problem. We proposed
a regression scheme to support the prediction of the detection threshold so as to
maintain a target number of interest points, and a prediction scheme based on
a percentile-based approximation of the interest point distribution for minimizing
the completion time. Our numerical results show that prediction is essential for
achieving good system performance. The gain of high order predictors is moderate
in general, and depending on the characteristics of the video trace it may even
be detrimental to system performance to use higher order prediction models. Our
results show that the simple AR(1) and the last value predictors together with a
quantile-based approximation of the interest point distribution offer good perfor-
mance at low computational complexity, making them good candidates for use in
visual sensor networks. We considered the effect of the randomness of the wireless
channel and demonstrated that prediction-based completion time minimization is
crucial, even when the transmission times can vary significantly.

Our model could be extended to fast fading and correlated wireless channels and
to dynamically evolving network topologies, in which case node unreachability needs
to be handled. Another interesting direction for future work could be to maximize
the network lifetime under completion time constraints which may require pipelined
processing.
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Abstract

Real-time visual analysis tasks, like tracking and recognition, require swift
execution of computationally intensive algorithms. Visual sensor networks
can be enabled to perform such tasks by augmenting the sensor network with
processing nodes and distributing the computational burden in a way that
the cameras contend for the processing nodes while trying to minimize their
task completion times. In this paper, we formulate the problem of minimizing
the completion time of all camera sensors as an optimization problem. We
propose algorithms for fully distributed optimization, analyze the existence
of equilibrium allocations, evaluate the effect of the network topology and
of the video characteristics, and the benefits of central coordination. Our
results demonstrate that with sufficient information available, distributed op-
timization can provide low completion times, moreover predictable and stable
performance can be achieved with additional, sparse central coordination.

Index terms— Visual feature extraction, Sensor networks, Divisible
load theory, Distributed optimization

B.1 Introduction

Many real-time computer vision applications, like surveillance, tracking, traffic
monitoring and augmented reality require the timely processing of visual infor-
mation [1, 2, 3, 4, 5, 6]. If, in addition, visual information from multiple cameras
is available, the application precision can be increased [7], and events can be re-
constructed in 3D [8]. With the emergence of cheap cameras and network devices,
visual sensor networks (VSNs) could, in principle, enable wide-spread deployment
of these popular applications, but in practice visual processing in VSNs faces two
challenges. On the one hand, the high computational complexity of the image
processing tasks, paired with the limitations of the sensor nodes, prevents the pro-
cessing to be performed locally by the camera equipped devices. On the other hand,
considering the delay limit and the energy resources of the network nodes, the large
amount of pixel data in the frames makes it infeasible to transmit all data through
the sensor network to a central processing node. Bandwidth requirements may be
reduced by using image downsampling, reducing the color depth, or other video
encoding techniques. However, any lossy compression may also affect the results of
visual processing tasks [9].

A promising solution to overcome these challenges is to augment the sensor net-
work with processing nodes that have suitable memory and computational capacity,
and to perform the image processing at these nodes. By assigning each processing
node a part of the complete frame, for example by dividing each frame into mul-
tiple sub-areas [10], frames can be processed in a distributed manner. In contrast

This work was partly funded by the EU FP7 FET GreenEyes project (296676) and the
Modane project funded by SSF.
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to the camera nodes, the processing nodes do not need to be calibrated and can
be installed or replaced with ease, possibly extending the lifetime of the camera
equipped nodes. Reduced maintenance and extended lifetime are particularly im-
portant for VSNs deployed in remote or hazardous areas, or in animal habitats.
As multiple sensors may need to share the processing nodes as well as the wireless
channel, optimization of the distribution of the processing tasks is non-trivial.

In this paper we consider the case of local visual feature-based visual analysis [4,
5, 11, 12], where the visual analysis application utilizes the features extracted from
the frames captured by multiple sensors. The sensors can leverage the capabilities
of the processing nodes for detecting and extracting the feature descriptors, and
aim at minimizing the time until the extraction of all features from all frames
is completed. To perform this minimization, the sensors can decide the set of
processing nodes used, the schedule of the transmission of the pixel information
through the shared wireless channel, and the size of the frame sub-areas sent to the
processing nodes. Due to the dynamic visual content of the frame the sensors need
to revise the processing allocation for each video frame.

We develop an analytical model of the system and formulate completion time
minimization as an optimization problem for the case when all system parameters
are known and the optimization can be performed centrally, and we show that the
problem is NP-hard. We propose a centralized approximation and fully distributed
optimization algorithms where the sensors use only locally available information
obtained via measurements, as well as based on additional information received
through signaling between the processing nodes and the sensors. We provide suf-
ficient conditions for the existence of equilibrium allocations for the distributed
algorithms, and analyze the convergence properties of the distributed algorithms
under synchronous and asynchronous revisions. Then, we consider the case when
the distributed algorithms are supported by periodical centralized coordination. We
use these to investigate how the amount of information available at the sensor nodes
affects the achievable completion time. We use simulations to give insight into the
convergence properties and the performance of the algorithms under various VSN
topologies and video characteristics. Our results demonstrate that distributed op-
timization can provide low completion times already with limited amount of shared
information, moreover predictable and stable performance can be achieved with
additional, sparse central coordination.

The rest of the paper is organized as follows. In Section B.2 we review re-
lated work. In Section B.3 we describe the considered system and in Section B.4
we formulate the problem of completion time minimization. In Section B.5 we
present and analyze fully distributed algorithms for solving the completion time
minimization problem, and in Section B.6 we introduce centralized and coordi-
nated algorithms. In Section B.7 we present numerical results and we conclude the
paper in Section B.8.
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B.2 Related Work

Visual analysis applications utilizing many camera nodes are discussed among oth-
ers in [1, 2] for free viewpoint television, in [3, 4, 5] for localization and tracking
and in [6] for high accuracy object recognition. The challenge of visual analysis at
nodes with limited processing power is addressed in [11, 12], defining feature ex-
traction schemes with low computational complexity. To decrease the transmission
bandwidth requirements of pixel information, [9, 13] propose lossy image coding
schemes optimized for descriptor extraction, while [14, 15, 16] give solutions to de-
crease the number and the size of the descriptors to be transmitted. Considering
video sequences with temporal correlation, [17] limits the frame areas of interest,
while [18, 19] proposes intra- and inter-frame coding for the descriptors. However,
results in [20] show that even under optimized extraction and coding, the process-
ing at the camera sensor or at the sink node of the VSN leads to significant delay,
which motivates the introduction of in-network processing in VSNs [21, 22, 23, 24,
25].

Optimal load scheduling for distributed systems is addressed in [26], in the
framework of Divisible Load Theory (DLT), with the general result that minimum
completion time is achieved, if all processors finish the processing at the same time.
In [27, 28] DLT is used in the context of wireless sensor networks with single and
multi level tree network topologies. Usually three decisions need to be made: the
subset of the processors used, the order they receive their share of workload, and the
division of the workload. Unfortunately, the results are specific to a given system
setup, and therefore scheduling solutions are derived for given, simplified systems
with simple topologies [29, 30]. In [23] we show that the application of DLT for dis-
tributed visual processing is non-trivial even in the case of a single sensor node, due
to the transmission overhead introduced by distributed feature extraction, and due
to the dynamism of the frame content in the video. We introduce the distributed,
multiple sensor, multiple processing node case in [31, 32], and derive basic conver-
gence result. In this paper we provide a rigorous evaluation of distributed solutions
as well as solutions with central coordination support, and evaluate the effect of
the network topology as well as the effect of the temporal dynamism of the video
content. Unlike [31, 32], in this paper we consider the realistic constraint that a
processing node can not start processing a slice until it finishes receiving the data
for the slice, prove that the completion time minimization problem is NP-hard, and
propose an efficent approximation based on nearest neighbor search.

Related to our work is the problem of learning in non-cooperative games [33,
34]. Studies of learning in games usually consider models of perfect information
for the analysis of convergence [33, 34, 35, 36]. Recent works on experimentation
dynamics and regret testing models consider that players can only observe their
own payoffs [37, 38, 39], but these learning models provide asymptotic convergence
guarantees, and thus convergence is prohibitively slow. In this paper we consider
two models of imperfect information, and provide equilibrium existence and conver-
gence results. Our results also highlight the potential trade-off between predictable
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and good performance in learning.

B.3 System Model

We consider a visual sensor network (VSN) that consists of a set of sensor nodes
S, |S| = S, a set of processing nodes N , |N | = N , and a central coordinator
with significant computational power. Sensor nodes s ∈ S capture periodically a
sequence Is = {1, ...} of frames of width w pixels. We call the set of S frames
captured simultaneously by the sensor nodes a multi-view frame. The objective of
the system is to process the multi-view frames in the shortest possible time.

For the delegation of the computation, sensor node s divides frame i into V is ≤ N
vertical slices. This scheme was referred to as area-split in [10, 40]. We define slice
v using its normalized leftmost and rightmost horizontal coordinates, xis,v−1 and
xis,v, i.e., xis,0 = 0 and xis,V i

s
= 1, and we define the cutpoint location vector for

frame i as xis = {xis,0, . . . , xis,V i
s
}. We call the vector of cutpoint location vectors

the cutpoint location profile and denote it by xi =
{
xi1, . . . , x

i
s

}
. For convenience,

we use yis,v = xis,v−xis,v−1 to denote the normalized width of slice v, and we define
yis,v = 0 for v ≤ 0 and for v > V is . Thus, by definition,

∑V i
s
v=1 y

i
s,v = 1. Sensor s

transmits slice 1 ≤ v ≤ V is to processing node dis(v) ∈ N for processing. We define
dis as a sequence with V is distinct elements, and with slight abuse of notation we
use n ∈ dis if dis(v) = n for some 1 ≤ v ≤ V is , i.e., node n is used by sensor s. Thus,
dis defines a partial permutation of {1, . . . , S}. We use the notation

di
s(n) for the

slice that sensor s assigns to node n. That is, we refer to dis as the assignment by
sensor s, and to

di
s as its inverse. Furthermore, we refer to di

s =
{
di1, . . . , d

i
s

}
as

the assignment profile.

B.3.1 Visual Feature Extraction

Each processing node n computes local visual features from the slices assigned to
it. A processing node starts to process a slice as soon as it is completely received,
and performs parallel processing of multiple slices. In applications where features
extracted from frames captured by multiple cameras are needed, e.g., in the case of
multi-camera tracking for updating a hidden-Markov model or a particle filter, the
extraction of the features from all frames should finish at the same time. We thus
consider that if a processing node n has to process slices from different sensors, then
it allocates its processing power such that the processing of all slices is completed
at the same time.

The computation of local features starts with interest point detection, by apply-
ing a blob detector or an edge detector at every pixel of the slice [12, 41, 42]. For
each pixel, the detector computes a response score based on a square area centered
around it. We denote the side length of the square normalized by the width of the
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frame by 2o. The side length 2ow of the square (in pixels) depends on the applied
detector.

A pixel is identified as an interest point if the response score exceeds the detec-
tion threshold ϑ ∈ Θ ⊆ R+. We denote the distribution of interest points of frame
i at sensor s as f is, with CDF of F is . The time it takes to detect interest points
can be modeled as a linear function of the frame size in pixels and of the number
ξis,v = F is(xis,v) − F is(xis,v−1) of detected interest points; this model was validated
on a BeagleBone Black single board computer in [21, 23] and on an Intel Imote2
platform in [20]. We can thus model the detection time for slice v from sensor s
at processing node n as a function of the slice width yis,v and of the number ξis,v of
detected interest points as an affine function Pn(yis,v +αfξ

i
s,v), where Pn is the per

unit processing time of node n and αf is a normalization constant.
After detection, a feature descriptor is extracted for each interest point by com-

paring pixel intensities. The time it takes to extract the descriptors can be modeled
as a linear function of the number ξis,v of interest points detected, as shown in [21].
We can thus model the detection and extraction time as Pn(yis,v + (αf +αe)ξis,v) =
Pn(yis,v + αdξ

i
s,v). We consider that normalization constant αf , αe and thus αd

are the same for all processing nodes, which is reasonable if the nodes have a sim-
ilar computing architecture (e.g., instruction set). Due to parallel processing, Pn
depends on the number of slices that processing node n is processing in parallel.

B.3.2 Communication Model

The nodes communicate using a wireless communication protocol, such as IEEE
802.15.4 or IEEE 802.11. Sensors transmit to one processing node at a time, while
processing nodes can receive MAC packets from many sensors, through the shared
channel. Transmissions suffer from packet losses due to wireless channel impair-
ments. As measurement studies show, the loss burst lengths at the receiver have
low mean and variance in the order of a couple of MAC frames [43, 44, 45]. There-
fore, a widely used model of the loss process is a low-order Markov-chain, with fast
decaying correlation and short mixing time. In the system we consider, the amount
of data to be transmitted to the processing nodes is relatively large, and therefore
it is reasonable to model the average transmission time from sensor s to processing
node n, including the retransmissions, as a linear function of the amount of trans-
mitted data. We denote the transmission time coefficient by Cs,n, which can be
interpreted as the average per frame transmission time. As the throughput is close
to stationary over short timescales, Cs,n can be estimated [46]. When there are
several sensors transmitting data, the MAC protocol provides airtime fairness for
the transmitters [47], thus the actual transmission time coefficient is proportional to
the number of sensors transmitting. For example, when S sensors are transmitting,
the actual coefficient is SCs,n.

Recall that interest point detection involves applying a square filter of size 2o
at each pixel. Thus, for correct operation, each slice v has to be appended by an
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Figure B.1: Transmission and processing in a two sensor, two processing node
system. The pattern identifies the slice being transmitted or processed by the nodes.
Where two patterns overlap in time at the same node, the height of the pattern is
proportional to the fraction of transmission or processing resources assigned to the
slice. The assigment functions are di1 = {1, 2} , di2 = {2, 1}.

overlap area of width o on one or both sides. The resulting regions of overlap in
adjacent slices could in principle be transmitted in multicast to the appropriate
processing nodes, but experimental results show that multicast transmission suffers
from low throughput in practice due to lack of link layer retransmissions and missing
channel quality information [48], we thus consider that all data transmissions are
done using unicast.

We consider that the transmission time coefficient between the sensors and the
central coordinator is high enough so that transmitting pixel information to the
central coordinator is infeasible, but the sensor nodes, the processing nodes, and
the coordinator can exchange control information with a delay that is negligible.
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B.4 Completion Time and Problem Formulation

In the following we define the completion time of the system as a function of the
assignment profile di and the cutpoint location profile xi. Based on the expression
for system completion time we formulate the completion time minimization problem
as an integer programming problem.

B.4.1 Completion Time Model

Using the model of transmission and processing above, let us consider the com-
pletion time of the processing of frame i ∈ Is captured by sensor s. Figure B.1
illustrates the transmission and processing of slices from S = 2 sensor nodes to
N = 2 processing nodes. Let us denote by tbs,v the time instant when processing
node dis(v) receives the first bit of slice v from sensor s, by trs,v the time instant
when processing node dis(v) receives the last bit of slice v from sensor s. Unlike
in previous works [31, 32], processing of slice v may only start once the slice is
completely received at trs,v.

Observe that the time trs,v− tbs,v it takes node s to transmit slice v to processing
node n depends on the number of sensor nodes that are transmitting simultaneously,
which depends on the cutpoint location vectors xis′ and on the assignment functions
dis′ of the other sensors. To capture the dependence of the transmission time on
(xis)s∈S and (dis)s∈S , we define the experienced transmission time coefficient at
processing node n = dis(v) as

C̃s,n(xi,di) =
{

(trs,v − tbs,v)/(yis,v + o), v = 1, V is
(trs,v − tbs,v)/(yis,v + 2o),1 < v < V is

. (B.1)

Similarly, the time it takes processing node n = dis(v) to complete the processing
of slice v sent by sensor s depends on whether or not the processing node has
to process slices from other sensors simultaneously. We define the experienced
processing time coefficient of sensor s at processing node n as

P̃s,n(xi,di) = (tcs,v − trs,v)/(yis,v + αdξ
i
s,v). (B.2)

We can express the completion time of slice v delegated by sensor s to processing
node n = dis(v) as a function of the experienced transmission time coefficients and
of the experienced processing time coefficients. For the first slice, i.e., n = dis(1),
we have

T is,n(xi,di) = C̃s,n(xi,di)[yis,1 + o] + P̃s,n(xi,di)[yis,1 + αdξ
i
s,1]. (B.3)

For the remaining slices, i.e., n = dis(v), v > 1, the completion time depends also
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on the transmission times of previous slices

T is,n(xi,di) = C̃s,di
s(1)(xi,di)[yis,1 + o] + C̃s,n(xi,di)2o

+
v−1∑
ν=2

C̃s,di
s(ν)(xi,di)[yis,ν + 2o]

+ P̃s,n(xi,di)[yis,v + αdξ
i
s,v]. (B.4)

Finally, we define the completion time of frame i for sensor s as the greatest com-
pletion time among all processing nodes

T is(xi,di) = max
n∈di

s

(T is,n(xi,di)), (B.5)

and the system completion time of frame i as

T i(xi,di) = max
s∈S

(T is(xi,di)). (B.6)

B.4.2 Completion Time Minimization (CTM) Problem
Given the set of sensor nodes S, the set of processing nodes N , the transmission
and processing time coefficients Cs,n and Pn, we can formulate the completion
time minimization (CTM) problem for a single multi-view frame i as an integer
programming problem

min
(xi,di)

t (B.7)

s.t. T is(xi,di) ≤ t, ∀s ∈ S (B.8)
xis,v−1 − xis,v ≤ −o 1 ≤ v ≤ V is (B.9)

xis,vw ∈ {1, . . . , w} 1 ≤ v ≤ V is (B.10)

where w is the width of the individual frames in pixels. Constraint (B.8) ensures
that all completion times are less than or equal to t, (B.9) ensures that all slices
are larger than the overlap o, while (B.10) reflects that a frame can be divided at
pixel positions only.

Solving the CTM problem in the considered VSN scenario faces three major chal-
lenges. First, sensors may not have sufficient information to formulate the CTM
problem, because both the transmission time coefficients and the interest point dis-
tribution are unknown before processing a frame. Second, due to the computational
constraints of the sensors and due to the complexity of the CTM problem it may be
infeasible to solve even small instances of the CTM problem in the sensors. Third,
even if every sensor could solve the optimization problem, there may be multiple
solutions, and deciding which solution to use would require communication between
the sensors, which introduces delay and control traffic overhead.
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The following theorem shows that the CTM problem is indeed computationally
hard.

Theorem 1. The optimization problem (B.7)-(B.10) is NP-hard.

Proof. We prove the NP-hardness via reduction from the Multiprocessor scheduling
problem, which is known to be NP-hard. Given a set J of |J | = J jobs where job
j ∈ J has length lj and M number of processors, what is the minimum possible
time required to schedule all jobs in J on M processors such that none overlap.
We reduce the problem by setting S = J . N = M , Cs,n = lj for s = j = 1...S,
Ps = 0, o = 0.5.

Due to the large o value, it is never beneficial to divide the load to more than one
processor, and consequently the solution to (B.7)-(B.10) gives the job assignment
with minimum finishing time in the multiprocessor scheduling problem.

B.4.3 Solution Architectures for the CTM Problem
To address the above challenges, in the rest of the paper we propose and compare
three solution architectures for solving the CTM problem. In all three architectures
we address the first challenge by utilizing low complexity interest point distribution
prediction [23], but the three architectures differ in terms of the role of the sensors
and of the central entity.

• Distributed operation: Each sensor s optimizes (dis, xis) in a distributed man-
ner based on information available to it. We introduce the distributed algo-
rithms used by the sensors in Section B.5.

• Centralized operation: A central entity computes the assignment (xi,di) pe-
riodically after every R multi-view frames, and sends it to the sensors. The
sensors use the same assignment for the subsequent R multi-view frames, i.e.,
they do not optimize either the assignment or the allocation. We refer to R as
the inter-refresh time. We introduce the algorithm used by the central entity
in Section B.6.1.

• Coordinated operation: A central entity computes the assignment (xi,di) pe-
riodically after every R multi-view frames, and sends it to the sensors. The
sensors cannot update the assignment di but may update the allocation xis
using a distributed algorithm. We describe coordinated operation in Sec-
tion B.6.2

B.5 Distributed Algorithms

In what follows we propose four distributed algorithms that differ in terms of the
information available to sensor s before processing frame i, denoted by Υi

s. Node
s may obtain the information through measurements (e.g., the transmission and
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processing time for its frame i − 1), or through signaling from other processing
nodes (e.g., slice sizes of other sensors).

To make the available information Υi
s explicit, we introduce the predicted mean

transmission time coefficient C̄s,n(xis, dis|Υi
s), and the predicted mean processing

time coefficient P̄s,n(xis, dis|Υi
s). Based on the information Υi

s, the predicted mean
completion time of sensor s can be expressed for n = dis(1) as

T̄ is,n(xis, dis|Υi
s) = C̄s,n(xis, dis|Υi

s)[o+ yis,1] (B.11)
+ P̄s,n(xis, dis|Υi

s)[yis,1 + αdξ
i
s,1],

and for the remaining slices, i.e., n = dis(v), v > 1, we have

T̄ is,n(xis, dis|Υi
s) = C̄s,di

s(1)(xis, dis|Υi
s)[yis,1 + o] (B.12)

+
v∑
ν=2

C̄s,di
s(ν)(xis, dis|Υi

s)[yis,ν + 2o]

+ P̄s,n(xis, dis|Υi
s)[yis,v + αdξ

i
s,v].

Finally, sensor s aims to minimize its predicted completion time

T̄ is(xis, dis|Υi
s) = max

n∈di
s

T̄ is,n(xis, dis|Υi
s). (B.13)

The times when the sensors can revise their allocations are determined by the
revision opportunity, which can be either synchronous or asynchronous.

Definition 1. Revision opportunity: Asynchronous revision allows one sensor
s ∈ S to update its allocation upon each frame i. Synchronous revision allows every
sensor to update its allocation upon every frame i.

While in a VSN synchronous revision is straightforward to implement, asyn-
chronous revision could, e.g., be implemented by configuring a static revision order
through modulo division of the frame sequence number, letting sensor s revise its
allocation at frame sequence numbers i mod S = s.

A basic requirement for the visual sensor network design is to achieve pre-
dictable, stable performance. In the case when the frame contents do not change,
stability can be guaranteed if the distributed algorithms reach an equilibrium allo-
cation where the sensors settle. As a result the predicted completion time remains
constant. We formally define an equilibrium as follows.

Definition 2. Equilibrium: An equilibrium is an assignment profile (dis)s∈S and
(xis)s∈S compared to which no sensor s can decrease its predicted completion time
by deviating unilaterally, given the information Υi

s.

In the case of perfect information (i.e., if Υi
s contains all transmission time coef-

ficients, processing time coefficients and interest point distributions), the notion of
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an equilibrium corresponds to the notion of a Nash equilibrium in game theory [33,
35].

In the following we analyse the stability of the distributed algorithms. We con-
sider two scenarios, according to Υi

s, the information available at the sensors. The
algorithms are characterized by the combination of the calculation of the assignment
based on Υi

s, and by the revision opportunity, that is, when changes are performed
at the sensors. For the stability analysis below we assume that the interest points
are evenly spread along the horizontal axis in every frame, i.e. ξis,v is proportional
to yis,v∀s, v. We can thus omit the interest point distribtion function from the
solution, without altering the resulting allocation. For notational convenience we
omit the index i whenever the predicted transmission time and processing time
coefficients are used.

B.5.1 Measurement Only (MO) Information
We start with considering a system with no signaling between the processing nodes
and the sensor nodes, thus, all parameters need to be estimated by the sensors. We
call this the measurement only (MO) scenario. Sensor s measures communication
and processing times, that is, trs,v−tbs,v and tcs,v−trs,v, and estimates the experienced
transmission time coefficient C̃s,n and experienced processing time coefficient P̃n at
processing node n ∈ dis according to (B.1) and (B.2).

Let us consider sensor s and let us derive the optimal offloading for a particular
assignment function ds, given C̄s,n = C̃s,n and P̄n = P̃n. In order to find the optimal
assignment ds and to calculate the optimal allocation xs, we recall a fundamental
result from divisible load theory [26].

Lemma 2. The completion time T is for sensor s is minimized if all processing
nodes n ∈ ds complete processing at the same time. Furthermore, if all processing
time coefficients are equal then the optimal assignment is in increasing order of the
transmission time coefficients Cs,n (i.e., use the node with fastest link first).

This result is illustrated in Figure B.1 for N = 3 processing nodes. The fact
that at optimality all used processing nodes n ∈ ds complete processing at the
same time allows us to establish a relationship between the optimal slice widths for
a particular assignment ds as

P̄ds(1)ys,1 = C̄s,ds(2)2o+ (C̄s,ds(2) + P̄ds(2))ys,2 (B.14)
P̄ds(2)ys,2 = C̄s,ds(3)2o+ (C̄s,ds(3) + P̄ds(3))ys,3 (B.15)
. . .

P̄ds(V −1)ys,V −1 = C̄s,ds(V )o+ (C̄s,ds(V ) + P̄ds(V ))ys,V. (B.16)

Recall that slice V corresponds to the right edge of the original frame, and thus
only one overlap region is considered in (B.16). These equations allows formulating
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the recursive expression for the normalized width of slices 1 ≤ v < V − 1,

ys,v =
2oC̄s,ds(v+1)

P̄ds(v)
+
P̄ds(v+1) + C̄s,ds(v+1)

P̄ds(v)
ys,v+1, (B.17)

as well as for slice v = V − 1

ys,V−1 =
oC̄s,ds(V )

P̄ds(V−1)
+
P̄ds(V ) + C̄s,ds(V )

P̄ds(V−1)
ys,V , (B.18)

which, together with the normalization constraint
∑V
v=1 ys,v = 1 give the optimal

allocation vector.
Given the above equations for the optimal slice widths, in the MO scenario each

sensor s selects an allocation (ds, xs) by calculating the optimal slice widths for all
possible assignment functions ds, and then by selecting the allocation leading to
the lowest estimated completion time.

As we show next, the optimal slice widths have an interesting property that can
be leveraged for the equilibrium analysis of the MO scenario.

Lemma 3. Given an assignment function ds, the optimal slice widths y∗s,v are
insensitive to the scaling to the predicted transmission time coefficients C̄s,n and of
the predicted processing time coefficients P̄n by the same factor σ > 0.

Proof. Observe that (B.17) is an affine function, and thus due to the normalization
constraint the ratio ys,v/ys,v+1 does not change as long as the ratios C̄s,ds(v+1)

P̄ds(v)
and

P̄ds(v+1)+C̄s,ds(v+1)
P̄ds(v)

are unchanged. Since the optimal slice widths are obtained by

using the fact that
∑V
v=1 ys,v = 1, the optimal slice widths y∗s,v are only a function

of ys,v/ys,V , and thus the result follows.

Lemma 4. Let d∗s be the assignment function that together with cutpoint location
vector x∗s minimizes the completion time for sensor s. Then d∗s and x∗s are opti-
mal after scaling all predicted transmission time coefficients C̄s,n and all predicted
processing time coefficients Pn by the same factor σ > 0.

Proof. Observe that by Lemma 3, the cutpoint location vector x∗s remains optimal
for d∗s after scaling. Furthermore, the completion time is a linear function of the
transmission and of the processing time coefficients, and thus all completion times
Ts(xs, ds) are scaled by σ. Thus, T̄s(x∗s, d∗s) remains minimal after scaling.

We are now ready to prove a sufficient condition for an equilibrium allocation
to exist for the MO scenario.

Theorem 2. Consider a VSN with symmetric transmission time coefficients Cs,n =
Cs′,n,∀s, s′ ∈ S. Let us define d∗s and x∗s, the assignment function and the corre-
sponding cutpoint location vector that are optimal for C̃s,n = Cs,n and P̃n = Pn. If
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all the sensors use all processing nodes, i.e., d∗s = N , then an equilibrium allocation
exists under MO, and (d∗s)s∈S and (x∗s)s∈S is an equilibrium allocation profile.

Proof. Observe that for every sensor s the experienced transmission time coefficients
C̃s,n = S ×Cs,n and the experienced processing time coefficients P̃n = S × Pn. By
Lemma 4 the optimal assignment function d∗s and the optimal cutpoint location
vector x∗s are insensitive to scaling and thus they remain optimal for all sensors.
Consequently, (d∗s, x∗s)s∈S is an equilibrium.

As a consequence, an equilibrium exists for symmetric systems, and it can be
reached if all senors use the same initial assignment function with d∗s = N , and
calculate the assignment vectors assuming C̃s,n = Cs,n and P̃n = Pn. Given that
an equilibrium exists and could easily be reached, it is important to understand
whether, in general, the completion time would be minimal in an equilibrium. The
following result shows that this is not the case.

Proposition 1. An equilibrium allocation under the MO scenario may not be op-
timal.

Proof. We prove the proposition through an example. Let S = 2, N = 2, Cs,n = 1
and Pn = 5, o = 0.1. Then, in isolation d∗s = (1, 2), x∗s = (0, 6.1

11 , 1), which is
an equilibrium according to Theorem 2, with completion time T ∗s = 6.85 s. By
changing the assignment function of sensor 2 to d∗s = (2, 1), while maintaining the
same cutpoint location vectors x∗s = (0, 6.1

11 , 1) the completion time is Ts = 6.31 s <
T ∗s , thus d∗s = (1, 2), x∗s cannot be optimal.

Thus, while the MO scenario requires no signaling, even if sensors would con-
verge to an equilibrium, the performance may not be optimal.

B.5.2 Transmission Time (TT) Information
In the second scenario each sensor can measure its transmission and processing
time coefficients as in the MO scenario. Besides, upon completion, every pro-
cessing node n broadcasts to each sensor s its processing time coefficient Pn,
and the beginning and end of the transmission times (tb

s′,

di
s′ (n), t

r
s′,

di
s′ (n)) and the

corresponding slice widths yi
s′,

di
s′ (n) for all sensors that used node n, i.e., s′ ∈

{s′|∃v s.t. dis′(v) = n}. We refer to this as the transmission time (TT ) scenario.
Observe that (tb

s′,

di
s′ (n) − t

r
s′,

di
s′ (n)) is a known linear function of yi

s′,

di
s′ (n) and of

the transmission time coefficient Cs′,n, and thus every sensor s can compute Cs′,n
for n ∈ dis′ .

In order to get analytic insight into the problem, let us make the simplifying
assumption that the experienced transmission times do not change as an effect of the
sensors’ assignments. The assumption holds for example when Cs,n = Cs′,n,∀s, s′ ∈
S. Under this simplifying assumption we show that an equilibrium allocation exists
for the TT scenario.
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Theorem 3. There is an equilibrium allocation (x∗,d∗) such that no sensor can
decrease its completion time by unilaterally changing its allocation.

Proof. For an allocation (x,d) let us define the vector τ(x,d) = (Ts,1, . . . , Ts,N ) of
completion times at the processing nodes sorted in decreasing order, i.e., Ts,1(x,d) ≥
Ts,2(x,d), etc.

Let us now consider that every sensor s chooses a cutpoint location vector x1
s

and an assignment vector d1
s that minimizes its completion time assuming there are

no other sensors. We refer to this initial assignment as (x1,d1).
Let us consider now that given assignment (xi,di), i ≥ 1, a single sensor s

revises its assignment and/or allocation to (x′s, d′s) and thereby it minimizes its
completion time given the assignments di

−s and allocations xi
−s of the other sensors,

i.e.,
Ts((x′s,xi

−s), (d′s,di
−s)) < Ts(xi,di). (B.19)

Let us denote by (xi+1,di+1) = ((x′s,xi
−s), (d′s,di

−s)) the resulting assignment
profile. Observe that (B.19) implies that

maxn∈d′sTs,n((x′s,xi
−s), (d′s,di

−s)) < maxn∈ds
Ts,n(xi,di). (B.20)

At the same time, for n 6∈ d′s we have Ts,n((x′s,xi
−s), (d′s,di

−s)) ≤ Ts(xi,di). Thus,

τ(xi+1,di+1) <L τ(xi,di), (B.21)

where <L stands for lexicographically smaller. Observe that among all vectors τ of
ordered completion times there is a vector that is lexicographically minimal; it is
the vector that corresponds to all sensors completing at the same time. Thus, there
is an allocation (x,d) compared to which no sensor can decrease its completion
time.

Observe that the proof is based on an asynchronous revision opportunity. A
consequence of the proof is that using asynchronous revision the sensors can reach
an equilibrium in the TT scenario.

Corollary 1. Assume that sensors follow the asynchronous revision opportunity.
Then the sensors’ allocations converge to an equilibrium under the TT scenario.

Thus, using asynchronous revision under the TT scenario guarantees conver-
gence to equilibrium. Unfortunately, this result cannot be extended to the case of
synchronous revision, as shown by the following example.

Example 1. Let S = {1, 2}, N = {1, 2}, C = ( 1 2
2 1 ), Pn = 5, and o = 0.1. Let

the initial assignment be d1
1 = (1, 2), d1

2 = (2, 1) and the allocations x1
1 = (0, 0.6, 1)

and x1
2 = (0, 0.5, 1). Then T 1 = 6.9 and the senors will swap their allocations to

x2
1 = (0, 0.5, 1) and x2

2 = (0, 0.6, 1), which results in T 2 = 6.9. The next allocation
is x3

1 = (0, 0.6, 1) = x1
1, and x3

2 = (0, 0.5, 1) = x1
2 thus the sensors will cycle between

these two allocations.
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To avoid that sensors cycle between two allocations, for the synchronous revision
case we introduce synchronous/S revision, where sensors allocate their processing
load according to the weighted average xis = 1

Sx
′
s + S−1

S xi−1
s . It is easy to verify

that the cycle in the above example can be avoided with this new revision rule and
the sensors would reach the equilibrium x2

1 = (0, 0.55, 1) and x2
2 = (0, 0.55, 1) in

one step resulting in T 2 = 6.3.

B.6 Centralized and Coordinated Algorithms

Theorem 1 implies that solving the CTM problem for each multi-view frame is in-
feasible even for moderate instances of the problem. In what follows we propose a
heuristic that builds on the storage and computational capability of the central en-
tity to compute near-optimal assignment and allocation profiles for a subset of past
multi-view frames off-line, and utilizes a nearest neighbour search to select the as-
signment profile for the subsequent multi-view frame i. We then define coordinated
operation.

B.6.1 Near-optimal Centralized Algorithm
There are three observations underlying the proposed heuristic. First, due to the
non-linearity of the system completion time, the optimization problem (B.7) is non-
trivial to solve even for a fixed assignment profile, hence we rely on an approximate
solution. Second, the optimal assignment for a multi-view frame is determined by
the interest point distributions of the frames. As shown in [23], the interest point
distribution F is can be efficiently approximated by using Q− 1 quantile points

qis(p) = inf
{
x ∈ [0, . . . , w] | p

Q
≤ F is(x)

}
, 1 ≤ p < Q. (B.22)

The quantile approximation also allows fast allocation optimization for a single
sensor using linear relaxation as well as it supports last value based prediction of
the interest point distribution with low prediction error [23]. Second, in typical
surveillance applications the sensors would observe fairly similar scenarios, hence
it is reasonable to assume that the number of assignment profiles used would be
limited. Motivated by these observations, the proposed heuristic is as follows.

Off-line approximation (TT/C): For a past multi-view frame i we use an
off-line iterative algorithm for approximating the optimal solution of (B.7). The
algorithm resembles the asynchronous TT algorithm, described in Section B.5.2,
with the difference that the objective function of each sensor is T i(xi,di), instead
of T is(xi,di) as given in Eq. (B.13), i.e., each sensor aims to minimize the system
completion time. As it is centralized, we refer to this algorithm as the TT/C
algorithm.

Nearest-neighbor search: The central entity maintains information about a
set M, |M| = M of past multi-view frames; the information maintained about a



B.6. CENTRALIZED AND COORDINATED ALGORITHMS 87

Algorithm 1 Assignment profile selection algorithm.
Require: q̃i,M, L
Ensure: (xi,di)

1: L = {}
2: while |L| < L do
3: eij∗ = minj∈M\L eij

4: j∗ = arg minj∈M\L eij

5: AddToHeap(L, j∗)
6: end while
7: j∗ = arg minj∈L tij

8: (xi,di) = (xj∗,dj∗)
9: return (xi,di)

multi-view frame j ∈ M is (i) the vector qj = (qj1, . . . , q
j
S) of S quantile vectors

of length Q − 1, where qjs = (qjs(1), . . . , qjs(Q − 1) is the quantile vector for the
frame captured by sensor s, and (ii) the near-optimal assignment profile (xj ,dj)
for multi-view frame j, computed using the TT/C algorithm. We useMd ⊆M to
denote the subset of multi-view frames inM that have the same optimal assignment
profile d.

For multi-view frame i the central entity uses the last value predictor for pre-
dicting the quantile vector q̃i, i.e., q̃i = qi−1. It then finds the set L, |L| = L,
of multi-view frames in M that have nearest quantile vectors in terms of eij =∑S
s=1

∑Q−1
p=1 (q̃is(p) − qjs(p))2. Finally, given the set L, the central entity computes

the completion time tij for the predicted quantile vector qi and the optimal assign-
ment profiles (xjdj), j ∈ L and it selects the assignment profile that results in the
lowest completion time. The pseudo-code of the algorithm is shown in Algorithm
1. AddToHeap(L, j) adds entry j to L, such that the entries with the smallest
eij values are kept. The sorted list of the L selected entries can be generated in
O(MSQ logL) time, using a heap data structure of maximum size L.

An alternative to the nearest-neighbour search could be to use space partition-
ing techniques, such as the k-d tree [49]. Unfortunately, space partitioning is not
efficient in our case due to the high dimension of the quantile vector, hence our
choice of nearest neighbor search.

B.6.2 Coordinated Operation

Under coordinated operation the central entity uses the algorithm described in Sec-
tion B.6.1 for every i mod R = 0 frames, and provides the near-optimal processing
node assignment and slice allocation (di,xi) to the sensors. The sensors keep the
assignment profile di for the next R frames, and update only xi, following one of
the distributed algorithms defined in Section B.5.
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Figure B.2: The position of the nodes for the five considered topologies. Process-
ing nodes are positioned at the corners of the shaded squares, with each shade
representing a different topology. The positions of the sensor nodes remain fixed.

B.7 Numerical Results

In the following we use simulations based on synthetic data, as well as based on
video traces to evaluate the performance of the algorithms. We consider five VSN
topologies for the numerical evaluation, each with four sensor nodes and four pro-
cessing nodes. In each of the five topologies, the sensor nodes are placed at the
corners of a square with side-length 100 m. For Topology 1, the processing nodes
are placed at the mid-points of the square’s sides, forming a second, smaller square.
For Topology 5, the processing nodes form a square with side-length 100 m, shifted
75 m horizontally and vertically relative to the square formed by the sensor nodes.
Topologies 2-4 are intermediate steps in the transformation from Topology 1 to
Topology 5. In each step of the transformation, the square formed by the process-
ing nodes is shifted 18.75 m horizontally and vertically, rotated −11.25 ◦ around its
center and increased in size by 7.32 m on all sides compared to the square formed
in Topology 1. Figure B.2 shows the positions of sensor and processing nodes in
the five topologies.
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The five topologies provide different challenges for the distributed algorithms.
In Topology 1, an optimal allocation is one where all sensor nodes allocate loads
mainly to the processing nodes closest to them and possibly a smaller load to one
of the remaining nodes. Because of the symmetry of Topology 1, there are always
at least two allocations where the system achieves the optimal completion time.
Therefore, the main challenge of the distributed algorithms is to converge to the
same optimal allocation. In Topology 5, all the sensors prefer the centrally located
processing node 1, and the challenge is to move away from this, globally not optimal
allocation. The intermediary topologies can provide insight to how the performance
of the system changes as the topology shifts from one extreme to the other.

We compute the transmission time coefficients Cs,n based on the Shannon capac-
ity with bandwidth 20 MHz, noise-level −70 dBm, and free-space path loss assuming
a carrier frequency of 2.4 GHz. Recall that we assume a MAC protocol that provides
airtime fairness, scaling the actual transmission times by the number of transmit-
ting nodes. For each Topology, the processing time coefficients of all processing
nodes are set to the same value as the transmission time coefficient of the slowest
link, scaled by the number of sensors in the Topology, i.e. Pn = S ·mins,m Cs,m,∀n.
This ensures that both the transmission and processing phase have a significant
contribution to the total completion time, and that the ratio between transmission
and processing time is comparable across all topologies.

We use BRISK [12] for detecting local visual features with a filter width of up
to 84 pixels (i.e., o = 0.06), and select the top 400 interest points to compute the
interest point distribution of each frame. As the sensor nodes can not know the
distribution of interest points in frame i before frame i has been processed, they
assume that frame i has the same interest point distribution as frame i − 1. This
corresponds to the last value predictor used in [21], which was shown to provide a
good trade-off between prediction accuracy and computational complexity.

For each topology we evaluate the completion time of the system under the MO
and TT scenarios with both asynchronous and synchronous/S revisions, i.e, four
algorithms, with and without coordination. For obtaining the initial estimate of the
transmission and processing time coefficients, the sensors use a bootstrap cutpoint
location vector xis in which yis,n = max(o, 1/N). Results are evaluated over 500
frames.

B.7.1 Evaluation with Synthetic Data
We first evaluate the algorithms on a sequence of multi-view frames in which every
frame has a uniform interest point distribution. The uniform distribution has been
shown to be a good approximation of the average distribution of interest points in
frames [10, 40]. This configuration allows us to observe the convergence properties
of the algorithms and how convergence affects the completion time. We refer to the
asynchronous and synchronous MO and TT algorithms as MO/A, MO/S, TT/A,
and TT/S respectively.

Figure B.3 shows the mean completion times obtained with the four distributed
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Figure B.3: The mean, maximum and minimum completion times achieved by the
different algorithms for each of the considered topologies. Synthetic data.

algorithms for the five topologies. The error bars show the minimum and the max-
imum completion times, i.e., the variation around the mean, and the dashed line
shows the optimal system completion time for each topology. The figure shows that
only the TT/A algorithm manages to achieve an average completion time close to
the optimal for all topologies; whether or not the performance of the TT/S algo-
rithm is close to optimal depends very much on the topology. The reason is that
asynchronous revisions and the information the sensors receive about each other’s
allocations and assignments in the TT scenario deters them from choosing assign-
ment profiles that would lead to very poor performance. Similarily, we can observe
that MO/S regularly performs worse than MO/A, again due to simultaneous revi-
sions of the assignments, which cause large completion time fluctuations. Finally,
we note that the largest range of completion times is obtained for Topologies 4
and 5, which is due to that in these two topologies sensors compete for the use of
processing node 1, which is closest to all sensors. We can thus conclude that an
asymmetric placement of processing nodes is detrimental to system performance in
general. Topology 4 results in large variation in completion times, and therefore
we consider this topology for detailed evaluation. Similar results were observed for
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Figure B.4: Cumulative distribution function of the completion time for Topology
4 with Synthetic data.

other topologies.
Figure B.4 shows the cumulative distribution functions (CDFs) of the system

completion time of the four algorithms for Topology 4, and allows us to study the
convergence properties of the algorithms. The solid lines show the CDF of the
completion times of the distributed algorithms. To interpret the figure, observe
that an algorithm will produce a constant completion time after it reaches an equi-
librium, hence a step function-like CDF. We can see that, as stated in Corollary 1,
the distributed TT/A algorithm converges, while the other algorithms fail to do
so. The reason for the non-convergence of the distributed MO algorithms is the
mis-prediction of the processing time coefficients based on the processing time co-
efficients measured for the previous frame: when sensor s updates its slice sizes, its
estimates P̃s,n of the processing time coefficients are correct only if the proportion of
the slice size from s to the total size of the slices from all sensors remains constant.
As the estimation of the processing time coefficients changes over time, eventually
a frame i is reached where the sensors will change the assignment function dis, and
changing the assignment function has a large impact on the experienced processing
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time coefficients of all sensors in the system, preventing convergence. Similarly,
the non-convergence of the distributed TT/S algorithm is due to that the sensors
update their allocations based on allocations and assignments observed for the pre-
vious frame. If any of these changes between two subsequent frames, the change
is likely to cause other sensors to update their allocations and prevents the sensots
from reaching a stable allocation. To summarize, without coordination only the
TT/A algorithm provides stable and low average completion times. Therefore, we
now investigate the potential benefits of coordination.

The dashed lines in Figure B.4 show the completion time CDFs of the four
algorithms when central coordination is used. Since the interest point distribution
is the same in all frames, the optimal assignment profile is constant, hence we let
the coordinator provide the optimal assignemnt profile at frame 1 and we then allow
the sensors to update their allocations in the subsequent frames. We can observe
that with coordination both TT algorithms remain in the optimal allocation, as
none of the sensor nodes can decrease its completion time compared to the one
provided by the central coordinator. Interestingly, the same does not hold for MO.
Under the MO scenario, the sensors deviate from the allocation provided by the
central coordinator, and achieve an average completion time that is higher than
the optimal. To summarize, central coordination improves the stability for all
algorithms.

B.7.2 Video Trace Based Evaulation
We now turn to the evaluation of the algorithms using a multi-camera surveillance
video trace called Parking lot, which is a surveillance video data set proposed for
the evaluation of algorithms for tracking humans [50]. The data set consists of the
video traces captured in a parking lot by four surveillance cameras at a resolution of
720×480 pixels and frame rates of 30 fps, showing 9 people moving around. We do
not perform background subtraction on the traces prior to interest point detection,
and thus there are a number of interest points belonging to the background that do
not change their locations. The cameras are approximately located at the corners
of a square and are facing the center of the square, similar to the positions of the
sensors in Topologies 1-5. As a baseline for comparison for the algorithms we use
the TT/C algorithm to compute a near-optimal solution based on the interest point
distribution of the current frame. We refer to this baseline as the Oracle.

Figure B.5 shows the completion time for the four algorithms and five topolo-
gies for the Parking lot data set. Solid borders show the completion time for a
coordinated system with a refresh interval of R = 16, and dotted borders show the
completion time without coordination. The figure shows that coordination can pro-
vide significant completion time reductions, especially for synchronous/S algorithms
where simultaneous changes of the assignment vector can result in poor assignment
profiles without coordination. It is interesting to observe that with coordination
the algorithms using synchronous/S revision opportunities achieve lower comple-
tion times than their asynchronous versions. While without coordination TT/S
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Figure B.5: Completion time of the algorithms for each of the five topologies.
Solid borders mark algorithms with coordination, dotted borders mark algorithms
without coordination. Parking lot data set, R = 16.

performs poorly, with coordination it achieves completion times close to those of
the Oracle. Finally, we note that the relative performance of the algorithms is
similar for all the topologies.

Since coordination requires both computation at the coordinator and signaling
to the sensors, we now evaluate how the inter-refresh interval R and the number of
evaluated assignment profiles L affect the achievable performance of the coordinated
operation. Figure B.6 shows the completion time of the four algorithms as a function
of the inter-refresh interval R and for L = 1 and L = 10, for Topology 4. We again
show results for Topology 4 because of the large difference in completion times
observed in Figure B.5. Interestingly, the figure shows that increasing the inter-
refresh interval from R = 1 has opposite effects under theMO and the TT scenarios.
Under theMO scenario the opportunity given to the sensors to update the allocation
profiles results in increasing completion times, consistent with our observations in
Section B.7.1. Unlike for MO, under the TT scenario the completion times decrease
as the inter-refresh interval R increases. While this is seemingly counter-intuitive,
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Figure B.6: Completion time of the algorithms for increasing inter-refresh interval
with Topology 4. Parking lot data set.

observe that the allocation provided by the coordinator may be suboptimal, as
it is computed usig a quantile-based approximation and nearest-neighbor search,
and this makes it possible for the sensors to improve the allocation profile through
subsequent iterations.

It is also interesting to note that with coordination the algorithms using syn-
chronous/S revision opportunity achieve consistently lower completion times than
the corresponding asynchronous algorithm. The reason is that under coordination
the sensors are not allowed to change the assignment profile, which avoids very
poor assignment profiles to be chosen, but simultaneous updates allow the sensors
to improve the allocation profile faster. It is also important to note that the com-
pletion time does not change significantly as the inter-refresh interval R increases
from 16 to 64, which allows us to achieve consistently low completion time with
infrequent coordination.

Finally, comparing the results for L = 1 and L = 10 we can observe that evalu-
ating more dictionary entries has little impact on the completion time, especially for
large inter-refresh intervals. Thus one can achieve low completion times with very
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Figure B.7: Cumulative distribution function of the completion time for Topology
4. Parking lot data set, R = 16, L = 1.

low overhead by providing low frequency coordination based on a simple dictionary
lookup.

Figure B.7 shows the CDF of the completion times of the four algorithms for
Topology 4, with and without coordination. Comparing Figure B.4 and Figure B.7
we see that without coordination the CDFs of the completion times have similar
shapes for the synthetic data and for the Parking lot data set. In particular, the
CDFs show that there is a significant tail probability, i.e., a non-negligible prob-
ability that the completion time significantly exceeds the mean completion time.
It is therefore important to note that coordination not only decreases the mean
completion time, but it also reduces the probability of encountering completion
times that are significantly higher than the average completion time. This is espe-
cially apparent for the TT scenario, under which coordination results in an almost
deterministic distribution, i.e., almost constant completion times.
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B.8 Conclusion and Future Work

In this paper we considered the problem of minimizing the completion time of dis-
tributed feature extraction in visual sensor networks consisting of several camera
sensors and image processing nodes. We proposed distributed solutions, where each
camera sensor decides locally the set of processing nodes to be used, the schedule of
the data transmission and the size of the frame slices. We defined four algorithms
for the distributed allocation of processing load that differ in terms of the informa-
tion available to the sensors, and in the revision opportunity used. We extended the
distributed solutions by the support of a central coordinator. We evaluated the al-
gorithms using simulations based on both synthetic data, and on video traces. Our
results show that, independently from the topology considered, fully distributed
algorithms require both asynchronous revisions and accurate information on trans-
mission and processing times to achieve completion times close to the optimal. The
support of the central coordinator gives more stable performance, though it may
lead to higher average completion times for the static synthetic traffic. Results
using the video trace show that central coordination provides a decreased com-
pletion time for all algorithms, even when coordination is provided infrequently.
Therefore, we propose the combination of distributed allocation of processing tasks
with limited central coordination to provide good visual analysis performance in
multi-camera sensor networks with small signalling overhead.
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